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Méfies-toi du cynisme
L’avenir appartient aux idéalistes.

[Faye 13]
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gentiment accompagnée pendant 4 ans, je les remercie d’avoir rendu le quotidien agréable et sym-
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the research contributions, and, on the other hand, a state of the art of the fields addressed
in order to put forward perspectives that are both in line with the continuity of the work we have
done and the reality of the current bibliographical context.
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possible of the fields in which our research is carried out. The aim is to give a global vision to allow
the reader to have the necessary distance to provide context to all the contributions presented, which
are all contributions subsequent to the thesis defended in December 2005.

In addition, some of the bibliographic descriptions are closely related to teaching given at EN-
SEEIHT and we will report this each time it is necessary. Finally, some of the work presented has
been the subject of more applied than theoretical research and the distinction between the two types
of contributions is indicated in the manuscript.

At the beginning of each part, in a dedicated chapter whose name starts with structuring scientific
contributions, more precisely at pages 11, 83 and 141, all the contributions relative to this part
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This is a chapter that corresponds to perspectives.

The introductions, transitions, and conclusions that make the link have this colour.
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Finally, you can find a detailed CV for the entire career in appendix D, page 291.
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Chapter 1.

Introduction

Un enfant voit avec la même acuité qu’un adulte à partir d’un an mais il lui faudra toute sa petite
enfance pour comprendre visuellement son environnement [Grégoire 15] !

Translation : A child can see with the same acuity as an adult from the age of one year, but it will
take her/his entire childhood to visually understand her/his environment.

In computer vision, the recognition of the elements of a scene (objects, people, settings) is a very
active field that requires many skills in: object detection, recognition of primitives of interest, char-
acterisation of these elements and their matching, especially between acquisitions of different nature,
segmentation of scenes or particular objects, and finally in classification. All these topics can be
approached using or not using machine learning, i.e., with or without a priori knowledge, with or
without annotated database.

Needs are more and more important, both for general public applications, such as automatic face
recognition or addition of information on images in social networks, and for more targeted applications,
such as in industry, with the recognition of defects on manufactured parts, or for more confidential
applications, such as assistance in investigations based on videos of crime scenes. At the same time,
the variety of available data becomes more and more important, both for public users, as it is becoming
easier and easier to acquire via webcams commonly available on personal computers, smartphones,
surveillance cameras, depth sensors, and private users with more elaborate or more expensive private
systems, such as 3D scanners or LIDAR sensors, LIght Detection And Ranging, or even CAD models,
Computer Aided Design.

A complete vision system should be able to exploit the benefits of all the capture systems (optical
or not). And indeed, many works attempt to cleverly combine all these information sources. In
this manuscript, we will see that research efforts have focused on how to combine all the accessible
information sources: optical images, medical images, 3D models, but also all types of intermediate
results available: points of interest, over-segmentation, segmentation, in order to match and to combine
all the available information in the best possible way. Thus, the aim of the first part is to synthesize
the work concerning the detection and characterisation of objects by combining the variety of available
data and the variability of the information that can be extracted. The second part develops the work
on matching, again taking into account several sources of information, such as, for example, multiple
intermediate matching results. Finally, the third part deals with segmentation using several criteria
(geometric and photometric) to characterise the shapes to be recognized, at different scales. This part
will introduce the different applications invested during the career.

All the elements presented in this manuscript are about computer vision tools for recognition.
Currently, these tools are increasingly studied and, above all, adapted to introduce neural network
learning tools. Indeed, the scientific advances in terms of deep learning, which began in 2010, are
revolutionizing all the concepts associated with these tools. It therefore seems important to take these
developments into account in order to understand future research directions in these fields and the
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perspectives presented take this aspect into account.
Consequently, in this introduction, firstly, we try to define precisely the areas covered by our work,

and secondly, we present a short introduction on deep learning.

1.1. Research domain studied related to computer vision fields

Scene Acquisition

• Sensor

• Image formation

• Digitization

Images
Analysis

• Image processing

• Computer vision

Objects
Interpretation

• Visualisation enhancement

• Object/shape recognition

• Depth estimation

End-User

Image transformation

• Low level (near acquisition)
◦ Compression, quantisation
◦ Restoration, enhancement
◦ Filtering

• High level (near interpretation)
◦ Edge detection
◦ Detection of points of interest

◦ Segmentation

Image understanding

• Stereo-vision
◦ Calibration
◦ Matching
◦ 3D reconstruction

• Object/shape recognition

• Scene understanding

Figure 1.1.: Research fields in image processing and computer vision – To implement a complete
approach for scene analysis, from a scene to the point of view of a user, we summarize here the
three fundamental steps to consider: acquisition, analysis and interpretation. Framed in magenta, we
present the areas covered in image processing in this manuscript. Framed in red, this is the main
computer vision domain that we study.

The aspects addressed in image processing and computer vision cover a wide range of fields: from
the acquisition of a scene to its understanding, as we can see in figure 1.1. More precisely, image
processing allows to modify the manipulated images in order to either improve their visualisation,
such as enhancing the image contrast or the grey scale amplitude of a specific object we wish to
highlight in the scene, or to extract other information from them, such as the contours. In addition,
we can mention compression and quantisation (reduction of the number of colours used in the image)
which allow us to reduce the amount of data contained in the image, while retaining useful information,
in order to facilitate its transmission. Computer vision concerns the information extraction about
the scene, such as relief, the recognition of a particular object or some measurements on specific objects
of the scene.

The limit between these two fields is quite delicate and we understand that some disciplines can
be labelled as ”image processing” as well as ”computer vision”. Segmentation or point of interest
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detection are clear examples of this difficulty, since in many computer vision conferences, approaches
to segmentation or point of interest detection are introduced. However, in the classification presented
in figure 1.1, we have chosen to assign segmentation to image processing approaches. Indeed, a
segmentation alone, or an extraction of points of interest alone, brings low level information on the
scene. It is the segmentation combined with a semantic analysis that will allow us to conclude on the
scene composition. It is the matching and the triangulation of points of interest that will provide us
with the depth information necessary for scene understanding.

In this work, the following areas have been addressed:

• Point of interest detection, part I ;

• Matching, part II ;

• Segmentation, part III.

All the contributions presented in this manuscript have allowed us to manipulate images, videos,
3D images or volumes and 3D temporal images or volumes as well as 3D models (surface
models).

All the tools used, studied or introduced, belong mainly to the field of classical computer vision,
but using deep learning in this field becomes more and more frequent, and we are currently interested
in these unavoidable tools. Our objective is not to propose new approaches of deep learning, but to be
able to identify the major tools used in the targeted domains (detection, matching and segmentation
for object recognition) in order to be able to understand them, to use them, and to propose perspectives
based on these new tools. Consequently, in each part, we propose, on the one hand, to define the
impact of deep learning introduction on the future research in the various fields addressed, and, on the
other hand, to position future research work in this context, particularly in the research perspectives
discussed in part IV. This is why, as a first step, we provide a brief introduction to deep learning and
neural networks.

1.2. Deep learning: a brief introduction

1.2.1. Supervised learning

To start, it seems important to define what we call supervised learning since deep learning is a sub-
domain of it. Indeed, it is a type of supervised learning involving neural networks. To write this
section, we have taken inspiration from the course of [Carlier 19].

The aim of supervised learning is to produce programs capable of performing a task without
explicitly coding it. It is said that the program learns from its experience to perform the task, only if it
has a performance measure (a cost) that increases with experience [Mitchell 97]. Therefore, supervised
learning requires two elements:

(1) a learning set, which is mostly annotated data;

(2) the construction of a predictor that will minimize the difference between the actual labels/values
and the predicted labels1.

To build this predictor many algorithms have been introduced: the most well known are decision
trees [Quinlan 86] and random forests [Breiman 01]. Currently, the most widely used are neural
network approaches.

In computer science, the concept of formal neuron, closely related to the concept of neurons in
biology, is not new. It was introduced by [McCulloch 43] and was then used in a learning system,

1We talk about classification when we have to give a label and we talk about regression when we have to give a value.
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with the notion of perceptron, in [Rosenblatt 58]. A neuron has several inputs that allow an output
response. In detail, the output of a neuron corresponds to a weight calculated from the weighted
inputs. More formally, if we note ωi the input weights, with w the vector containing the weights, we
obtain the output y from the inputs xi, stored in the vector x, in the following way:

y = f(wTx + b), (1.1)

where b is a bias and f is the activation function. Unfortunately, this perceptron model does not allow
the resolution of non-linear problems [Marvin 69], which has, among other things, led to a disinterest in
neural networks. Fortunately, in [Rumelhart 86], this work is extended by taking into account several
layers and the first multi layer operational networks appeared. In a multi layer neural network, we
distinguish: the input layer (the data), the output layer (the result) and all the intermediate layers
that are said to be hidden. Originally, the term deep learning corresponds to networks with at
least two hidden or intermediate layers. Thus, LeNet network [Lecun 98] which was first considered
as deep, has 5 layers. Since 2012, with the arrival of AlexNet network [Krizhevsky 12], the term deep
learning corresponds rather to several dozen of layers.

1.2.2. Deep learning emergence

In the literature, neural networks are regularly used in computer vision, for example for segmen-
tation [Cheng 01, Bray 06a], but this use remains insignificant compared to the success since 2010.
Indeed, like any learning method, neuron-based approaches have been used infrequently because they
require, among other things, important calculations in terms of learning. Moreover, in many applica-
tions, there was no annotated database of sufficient size to carry out the learning phase correctly. This
was the case, for example, at the beginning of our work on pavement crack segmentation [Chambon 09].
Recently, these two drawbacks have been overcome by the increase of access to data acquisition systems
that are more and more cheap and easy to manipulate, but also by the increase of access to data sets
(both in terms of data sharing and data transfer). Moreover, data annotation is becoming easier and
easier thanks to the arrival of crowdsourcing platforms. Finally, computing power becomes greater and
greater and enough important for implementing deep neural network. Another major breakthrough
that has been a better understanding and use of the learning activation function [Carlier 19].
Initially, the activation function used was a sigmoid, partly responsible for the initial poor results.
The reLU function, rectified Linear Unit, introduced by [Nair 10], was used to overcome the faults of
the sigmoid function.

Thus the improvement of the activation function, the ability to manage large databases and the
increase in computing power, has enabled the success of deep learning as we know it today [LeCun 15,
Goodfellow 16]. This brief introduction allows us to use the different terms related to neural networks
in the rest of the manuscript.

1.3. Manuscript organization

This manuscript has three parts related to the research domains listed in the § 1.1. Specifically, we
present contributions along these three articulations:

(1) 2D and 3D primitive detection and characterisation for multimodal matching – In
spite of a consequent state of the art in primitive detection, both in 2D, cf. chapter 2, and in
3D, cf. chapter 3, there are few studies dealing with the evaluation of the complementarity of
2D and 3D detectors. Our evaluations and proposals are therefore presented separately, before
presenting our main contribution, which is the subject of chapter 4, on 2D/3D registration
involving the notion of curvilinear saliency.
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(2) Multiple matching – After a presentation of correlation matching, summary of the work done
during the thesis, cf. chapter 5, we discuss all the contributions made in matching, cf. chapter 6,
on the following aspects: taking into account colour for global matching, combinations of cor-
relation measures for local matching, matching by seed propagation and by voting. The last
chapter of this part, cf. chapter 7, allows us to introduce our most recent and most promising
work by addressing scene analysis by multiple overlapping videos.

(3) Photometric and geometric segmentation – The entire career has been marked by partic-
ipation in more applied research, and this last part brings together the main advances that have
led to industrial collaborations and, thus, to the code productions used dedicated to specific ap-
plications. More precisely, after a presentation of the major segmentation and superpixel-based
approaches, cf. chapter 8, we present a strategy for urban scene segmentation, cf. chapter 9,
a method for pavement crack detection, cf. chapter 10 and, finally, an insect segmentation ap-
proach, cf. chapter 11.

In a final part, we present the perspectives and future work. First of all, as a continuation of research
work that has not been the subject of a detailed presentation in this manuscript, we present perspec-
tives related to the use of artificial markers for estimating the pose of an object, as well as perspectives
related to the estimation of the 2D and 3D skeleton of shapes, based on multiple images. Then, we
focus on improvements and future work about the multiple video analysis methods introduced. In
particular, we will describe potential links with application developments. In connection with the
first part, we introduce expected work in the continuity and generalization of 2D/3D matching, in
particular, by taking into account more multimodal data and by using an analogy to comic strips.
Then, in connection with the second part, we present our future research related to the subject of
multiple matching based on more modern tools (superpixels and deep learning).
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Part I.

Detection, characterisation and
matching of 2D and 3D primitives
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Introduction to multimodal primitive
detection

2D primitive detection, such as in images or depth maps, as well as 3D primitives detection, in 3D
images or surface models, is essential in many application, for recognition, tracking and segmentation.
Consequently, the literature is very abundant on this subject and it is important to have an overview
of the different types of approaches in order to, first, make primitive detector choices adapted to the
situation, when this detection is a simple step in a more complex process, and, second, identify the
limits, to determine possible contributions.

The objective of this part is, in a first step, to propose a review of existing 2D and 3D approaches
with comparisons. This inventory will allow us to introduce a first bibliographical contribution on the
evaluation of the complementarity of the detectors that we have realized in 2D. We will then present
contributions related to 3D points of interest detector in 3D medical images.

Figure 1.2.: 2D object recognition from a 3D model – We assume that a user has acquired an image
of a problematic object. So we get a 2D image of a known object in 3D (we assume that we have
a collection of 3D models). Our question: how to recognize the unknown 2D object acquired in
very different conditions than the known 3D object? In this problem, we have to face the following
difficulties: presence of a texture, lighting and disturbed environment. We can also note that the
object can be damaged compared to its original state.

The interest of this state of the art is to highlight the fact that there are few detection tools that
have been developed to match 2D data with 3D data. However, such tools seem indispensable in view
of the 2D and 3D data that can be acquired today. To illustrate these remarks, we take the example
of the application we have envisaged for the Mobville project, whose the different parts are presented
in figure 1.2. We wish to be able to automatically recognize objects in order to qualify their state
(level of degradation). For that, we suppose that we have two types of data available: a 2D image
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of the object to be recognized and qualified and, a database of 3D models of various objects, related
to the type of acquired scene. In the example, it is an urban scene and we assume that we have a
database of 3D models of urban furniture.

Thus, the last chapter of this part will allow us to introduce our contribution in this field of 2D/3D
registration: the use of a 3D detector based on the notion of curvilinear saliency and a 2D detector
using the same notion but with a multi-scale approach and the introduction to the principle of focus
maps, linked to the notion of focal plane. In addition, we have set up an evaluation protocol to qualify
the performance of the 2D and 3D detector. We have validated the joint use of the two 2D and 3D
detectors by using them for object pose estimation.
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Structuring scientific contributions on
2D and 3D detection and
characterisation

In the chapter 2 of this part, all the bibliography presented constitutes a part of the Teaching
Unit Vision, Augmented Reality and Applications, proposed in third year to the students of the
ENSEEIHT, in the Multimedia course [Chambon 15b]. More precisely, it is part of the two inverted
classes, the 4 labs and a problem-based learning project carried out in 18 sessions.
At the end of this first chapter we introduce the contributions presented in the publica-
tion [Gales 10b], linked to Guillaume Galès’s thesis [Gales 11], co-supervised with Alain Crouzil,
IRIT-TCI, under the direction of Patrice Dalle. Finally, we have to notice that the contribution
in the context of points of interest extraction for crack detection [Chambon 11a] corresponds to this
chapter, but, we will not detail this work.
The chapter 3 introduces contributions in medical imaging with the following publications:
[Chambon 07a, Chambon 07b, Chambon 11e] and through the ANR project MARIO – Modelling
Normal and Pathological Anatomy for Nonlinear Registration between CT and PET Images in On-
cology, during my post-doctorate at Télécom Paris, from September 2006 to November 2007, under
the supervision of Isabelle Bloch and in collaboration with a PhD student Antonio Moreno In-
gelmo. This work also enabled me to work with the University of Orlando in the United States,
notably with Anand Santhanam and Jannick Rolland.
Finally, the chapter 4 presents the main contribution of this part on 2D/3D matching which was
published in : [Rashwan 16, Rashwan 17, Rashwan 19a]. This work was carried out in collaboration
with the post-doctoral fellow Hatem Rashwan, funded by the regional project ”MobVille – Mobile
application for urban warning signalling” carried by the company Imajing. Currently, Hatem Rash-
wan is a researcher at the University of Tarragona, Universitat Virgili in Rovira, and we continue to
work together, which has resulted in a publication related to this work [Abdulwahab 19]. This work
was carried out with the collaboration of my colleagues in the IRIT-REVA team: Pierre Gurdjos,
Géraldine Morin and Vincent Charvillat.
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Chapter 2.

2D primitives

2.1. Introduction to 2D primitives

What is this?

We call a primitive an element that can be extracted from an image in order to obtain information
characteristic of the scene such as the presence of an object, a distance, a relief (i.e. an altitude or a
depth). These primitives can be pixels, regions, contours, polygons, any set of points to obtain the
desired information. In the following, we will particularly study the notion of primitive of interest,
and then focus on the notion of points of interest.

(a) (b)

(c) (d)

Figure 2.1.: Examples of research work on 2D points of interest detection – In (a), we seek to obtain
repeatable points of interest between an image and a depth map. For this we exploit the maximum
curvatures in multiple scales [Rashwan 16]. This work will be detailed in the chapter 4. In (b), we
look for points that have a strong correlation in a given direction in order to highlight points of
interest (in red) belonging to pavement crack [Chambon 11a]. This work will not be developed in this
manuscript but, on the other hand, the most salient work on this theme, the detection of pavement
cracks, will be resumed in the chapter 10. In (c), we characterise points of interest on contours (in
white) in order to detect insects [Bakkay 18a]. This work will be detailed in the chapter 11. In (d), we
studied the possibility of performing a 3D reconstruction from multiple cameras on a dataset published
in [Malon 18]. We resume this work in chapter 7.

A primitive of interest, cf. examples of figures 2.1 and 2.2, is thus a set of points on an image
which corresponds to the projection of particular points/areas of a scene, of a studied object: corners,
junctions, variation of intensity, of texture, particular shape, particular object. It means that it is
related to primitives having particular characteristics: strong contrast, strong texture, colours
not correlated with the rest of the object scene. These particular characteristics must allow the
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recognition, and thus the tracking, unambiguous in comparison with the other scene entities.

(e)

(f) (g)

Figure 2.2.: Examples of teaching projects about 2D points of interest detection – In (e), as part of
labs proposed at ENSEEIHT, we detect points of interest in an image couple (cross yellow) to build
a scene panorama (right). In (f), for a project also proposed at ENSEEIHT, one solution consists
in detecting points of interest (in red) in order to follow moving people. The result is represented
by bounding boxes and an indication bout the movement direction (on the right). In (g), during a
Project-Based Learning (PBL), students have to work on detection of points of interest in order to
recognize elements in a video game.

Why?

Points of interest detection and then characterisation of these primitives is necessary for multiple
computer vision applications. Indeed, using characteristic points of a visual object allows to recognise
and to distinguish it from the other objects in the scene. It can be interesting for example to understand
how this object is different from the others and what are the relevant characteristics for information
extraction, or, on the contrary, how the object is degraded in comparison with the other objects of
the scene. Most of the time, it is necessary to first characterise in order, second, to match. We can
cite these applications, illustrated in figures 2.1 and 2.2:

• Shape recognition (identify high curvature points to detect particular objets, like a face [Wang 10]
or an object [Rashwan 17]), cf. figure (a);

• Object default recognition (finding particular points for pavement crack detection [Amhaz 16]),
cf. figure (b);

• Segmentation (Extracting edge points for region delimitation, as [Bakkay 18a]), cf. figure (c);

• Matching [Gales 10b] and more generally 3D reconstruction [Agarwal 11], cf. figure (d);

• Image mosaic or image panorama (based on points of interest matching) [Shum 98, Capel 04],
cf. figure (e);

• Object tracking [Gauglitz 11], cf. figure (f) ;

• Indexing [Bres 99], cf. figure (g).

All these applications highlight that characterisation is indispensable and this is why these two aspects
are discussed in this chapter.

Describing a primitive means finding characteristics that will allow us to recognize it, to match it,
to follow it, and this step is as important as detection. Traditionally, detection and characterisation

14
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are distinguished from each other. As an example, the Harris detector [Harris 88], which is widely
present in the literature, does not provide any descriptor related to its detector. However, for the
last two decades, and especially since the famous publication of [Lowe 04], the literature has been
abundant with methods that allow both detection and description.

How?

(a) (b) (c) (d)

Figure 2.3.: Classical steps for the detection of points of interest – From the original image, in (a),
we calculate a response, in (b). The darker the pixel, the higher the response. In (c), we show the
response obtained (red dots) after removing all the local non-maxima. Here, we have chosen a local
region (neighbourhood) of size 9times9. Finally, in (d), we show the selected points (blue dots) after
a thresholding. In this example, only the first 100 points are kept.

In general, a point of interest detector follows the following steps, see figure 2.3, for each point p of
coordinates (x, y):

(1) Estimating R, the response of a detector, cf. figure 2.3.(b) – Specifically, R has the
following profile:

R : N2 → Rn.

We use n because some detectors give a response in n dimension, especially multi-scale detectors.

(2) Removing all the local non-maxima, see figure 2.3.(c) – This step is performed by taking
into account a neighbourhood denoted V. The response function is modified as follows:

Rmodify(x, y) ==
{
Rmax(x, y) if R(x, y) = Rmax(x, y)
0 else.

(2.1)

The answer Rmax(x, y) is the maximum answer, according to a criterion to be defined, in
the neighbourhood V(p). More details on the possible choices on this criterion are given
in [Harzallah 11, page 18]. This step is important as it tries to avoid clusters of points of
interest, but it is optional and therefore not always performed.

(3) Selection of the Nb maximum points, cf. figure 2.3.(d) – Points p for which T (R(x, y))
is true are retained. Most of the time T (R(x, y)) corresponds to the following test: R(x, y) > S
with S, a threshold to be set. Fixing this threshold, whatever the approach chosen, is always
tricky. Rather than using a threshold on the response, which is not always easy to set intuitively,
in the literature, a threshold on the number of points desired is usually used.

(4) Detection refinement – It can be a finer detection (sub-pixel, as in the case of [Lowe 04]) or
removal of incorrect points (points that are no longer considered as points of interest). This step
is also optional.

Steps (2) and (3) do not have to be performed both. Indeed, we can imagine the following strategies:

• We only apply the step (2):
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◦ The advantage is that there will be well-distributed points of interest all over the image.

◦ The drawback is that some points of interest will not have sufficiently salient characteristics
to be followed properly and there is a high risk of tracking errors.

• We only apply the step (3) :

◦ The advantage is that we should obtain the easiest points of interest to follow because they
have very discriminating characteristics.

◦ The disadvantage is that some areas of the image will have no points of interest.

Quality of the detection?

In the literature, many approaches have been implemented and it is obvious that there is a need
for comparative criteria to assess the quality of the results obtained. Thus, a first important aspect
when it is necessary to match primitives, and in particular primitives of interest, is the property of
repeatability. The definition we give here, similar to that of [Szeliski 10], is the following:

The repeatability of a primitive corresponds to its ability to be detected regardless of the
image or data in which it appears. More precisely, if a primitive is detected in a given
representation, then it must also be detected in another representation.

A formal definition of this property will be given in our study of the complementarity of 2D detectors,
cf. § 2.3. It is also wished that the detection is exact (related to precision). Indeed, the localisation
is often inaccurate, this is due to the smoothing or approximation operators used. This is why many
methods propose a step of textbfrelocation.

It may be necessary to be robust to certain difficulties (this necessity is often linked to the notion of
tracking). Most of the time, these robustness properties are related to the matching step discussed in II.
In [Tuytelaars 06], the authors summarize perfectly the properties expected for an ”ideal” detector:

• Its definition must be local to allow it to be robust to occlusions.

• It must be invariant, or co-variant, to image transformations, which means that a transformation
applied to the image will not affect the detector result, or will affect it consistently with the
applied transformation.

• It must be robust to all types of image degradation: noise, blur, discretisation or compression.

• A large quantity of primitives of interest must be found whatever the object, even if it is small.

• Detection must be fast, i.e. close to real-time processing.

Of course, the authors add to these characteristics the ones we have already stated: accuracy and
repeatability. This last notion is rather defined as the ability to be discriminant, i.e. the ability of the
detector to propose primitives that can be matched with the lowest ambiguity as possible in any kind
of representation of this primitive in a large database. It is interesting to underline the contradiction
between being repeatable and discriminant, while being robust to transformations, this allows us to
highlight the difficulty of this detection task.

To conclude on this aspect, publications have tried to evaluate and compare the performance of the
different detectors in more detail, such as the following reference articles: [Mikolajczyk 04, Aanæs 12].
We will come back to these publications later, in our study of the complementarity of 2D detectors,
§ 2.3, page 23.
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What about the descriptor?

Between 1980 and 2000, mainly detectors were proposed and very few descriptors. The most famous
is the descriptor associated with the SIFT detector, Scale Invariant Feature Transform. Moreover,
we present the main descriptors in the appendix, cf. A.2. Most of the time, the way to calculate the
difference between two descriptors is a simple Euclidean distance or the normalized centred cross-
correlation or a Mahalanobis distance. It is possible to use many other distances, cf. part II, but this
aspect has not been much invested in the literature.

2.2. Approaches for 2D point of interest detection and
characterisation

Region

First-
Order

Second-
Order

Multi-resolution

Figure 2.4.: Classification of approaches for 2D point of interest detection – This illustration allows
us to show the interactions between the different elements we have identified. Thus, we choose to
distinguish three families (the three circles) but what connects these families is the generalization of
some operators to multi-resolution (the ring). The intersections show that there are many approaches
which can be classified in several families and that, in the table 2.1, we have made a choice. To our
knowledge, no approach mixes first and second order methods.

The literature is very abundant on the subject of the detection of primitives of interest in 2D and
it is delicate to establish a classification of approaches. Indeed, among all the existing approaches,
it is possible to make a separation by distinguishing local approaches (taking into account a neigh-
bourhood), from global approaches (such as approaches using Fourier transform tools). We can also
distinguish photometric primitives, which are based on the study of intensity or texture, from geo-
metric primitives, which take into account concepts closer to geometry, such as the notions of segment
or intersection. Finally, an important criterion to characterise the different existing approaches is to
consider the multi-resolution or multi-scale aspect, i.e., does the proposed approach involve different
resolutions of the images or objects manipulated, or does the approach involve different scales in the
tools used, such as different filter sizes. Finally, current acquisitions, both in 2D and 3D, allow the
collection of many parameters related to the acquisition conditions, as well as a lot of information
extracted in pre-processing, which is what we generally call metadata. For example, it is possible to
obtain the date, time, dimensions, focal length, GPS coordinates or even the camera model. All this
information is particularly useful for positioning and calibration. We can also mention all the added
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applications that allow, for example, the automatic detection of faces, eyes, blur areas, a first image
indexing (like indoor, outdoor, day, night) [Hu 15]. Among all these possibilities, we have chosen to
extract the aspects that we considered important, i.e. the most used in the literature. This is what
we detail in the following paragraphs and summarize in figure 2.4.

2.2.1. First-order based approaches

Approaches based on edge detection [Canny 86], i.e. exploiting the first derivatives of the image, are
the fundamental approaches of this discipline. We call them first-order approaches. The most famous
approach consists in exploiting the Harris detector [Harris 88], cf. page 250, which allows in particular
to detect corners. The principle is to estimate to what extent a studied point is correlated to its
neighbours, based on the initial publication of [Moravec 80], cf. page 250.

2.2.2. Region-based approaches

This kind of approach proposes to define a characteristic region around the studied point and then
to analyse the behaviour of this region in order to determine the uniqueness of the studied point.
A point of interest obtained with this kind of approach is very different because it corresponds to
the centre of a region of interest and not to a characteristic point on the contour of a given shape.
In [Tuytelaars 06], the authors emphasize the fact that this type of detector corresponds to a new way
of describing a point of interest: it is no longer a question of just selecting characteristic points in an
image in order to extract the relevant information for calculations or simply to reduce the calculation
time, but of finding a new way of representing the image allowing to describe the objects, without
relying on segmentation. Thus, many versions of local detectors based on regions of interest around
a point, sometimes called blob, have been introduced. The best known approach is SUSAN, Smallest
Univalue Segment Assimilating Nucleus [Smith 97], cf. § A.1.4, which studies the proportion of pixels
photometrically close to the studied pixel in a circular region around it. A similar approach but
simpler faster is FAST [Rosten 06], cf. § A.1.4.

In [Matas 02], the authors simply consider the connected components of a thresholded image. They
call this detector MSER, Maximally Stable Extremal Regions, see § A.1.4 for more details. For
the IBR detector, Intensity Based Regions [Tuytelaars 04], the authors introduce the notion of blob.
The regions of interest detected around the points take into account the maxima along straight lines
starting from the studied point. The approach ends by calculating an ellipse approximation of the
region formed by all these local maxima, cf. § A.1.4. Finally, a last approach is that of [Deng 07],
PCBR, Principal Curvature-Based Regions. It is introduced as an approach to study regions where
contours are detected by watershed. This approach is also based on the principal curvature estimation,
which is why, for us, it also belongs to the last category of approaches that we distinguish.

2.2.3. Second-order based approaches

Curvature-based approaches are second-order methods since they exploit second derivatives. One of
the oldest detectors is Beaudet’s detector, also called the Hessian detector [Beaudet 78], described in
§ A.1.5. This detector estimates the surface curvature, whereas the detector of Kitchen and Rosen-
feld [Kitchen 82], cf. § A.1.6, uses the curvature of the contour passing through the considered point.
Moreover, each point used is weighted by the gradient norm because the authors wish to take into
account cases where the gradient norm is low (it means that it is a low contrast contour which may
correspond to noise). This detector is based on second derivatives and therefore on surface curvature.
More recently, the authors of [Fischer 14] proposed a detector based on curvature, noted κ. This
curvature is expressed as the change, denoted q, of image gradient along the tangent. The term q
is therefore an approximation of κ. In the publication of [Deng 07], the authors rely on the mini-
mum eigenvalue (which highlights a dark boundary on a light background) or maximum eigenvalue
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(which highlights a light boundary on a dark background) of the Hessian matrix to estimate the main
curvature in a multi-resolution context, cf. § A.1.4.

2.2.4. Introduction to multi-scale and multi-resolution analysis

Figure 2.5.: Illustration of the introduction of a multi-scale analysis in an image pyramid (multi-
resolution) – These illustrations are extracted from Guillaume’s thesis Galès [Gales 11]. From top
to bottom, the resolution of the images is decreased, forming a pyramid of images. From left to right
a Gaussian filtering is applied with larger and larger filter, to provide a multi-scale analysis.

More recently, many approaches have been introduced in order to have a multi-scale or multi-
resolution detector. Here, we make the choice to call the scale the level of detail used to observe/analyse
an image, a scene, a set of data, while the resolution is related to the size of the image used, cf. figure 2.5.
Depending on the chosen analysis scale, the following difficulties may appear: when the scale is
too small, insignificant details (a texture pattern) can be taken into account and produce irrelevant
detections, whereas when the scale is too large, relevant but small details of the scene can be ignored.
Moreover, for tracking, we can observe changes in resolution between images/objects being matched.
For all these reasons, the SIFT detector, Scale Invariant Features Transform [Lowe 04], has been
introduced. Subsequently, multi-scale reasoning was generalized to other known detectors, such as
the Harris detector [Mikolajczyk 04]. In many cases, this ability for multi-scale analysis results in
varying one (or more) parameter(s) used by the detector. For example, in the case of the SIFT
detector, it is the size of the Gaussian filter used for the smoothing and for the calculation of the
laplacian. This multi-scale analysis allows to highlight more or less fine details of the data studied.
The main disadvantage of these approaches being the computation time, but approaches implementing
algorithmic tricks have been introduced, such as [Bay 08] with the SURF detector, Speeded Up Robust
Features. Again, these approaches rely heavily on detecting variations in texture and intensity.

Single-scale detectors use a response associated with smoothing depending on one parameter: the
scale. They detect points or regions at a single scale. This scale being a priori unknown, multi-scale
approaches seek to overcome this difficulty by performing an analysis on multiple scales and merging
the results obtained to provide a multi-scale response. In the literature, it has been shown that the
Gaussian kernel is the only linear smoothing allowing a correct multi-scale analysis [Yu 11]. Thus,
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current detectors construct a Gaussian pyramid, calculate a normalized measure of spatial interest
for each pixel and for each level, and then use the Gaussian kernel as the linear smoothing kernel of
the pyramid, and then detect the localised extrema in x, y, σ in this 3-D scale space. The interested
reader can find the most classical ways to build an image pyramid, in the appendix A.1.1.

Thus, the first-order operator we have already introduced has been generalized to the multi-scale
by [Mikolajczyk 04] to give the Harris-Laplace approach, cf. § A.1.3.

Similarly, for region-based detectors, [Tuytelaars 04] has proposed a multi-scale version with the
EBR operator, Edge-Based Regions, which studies families of parallelograms defined from the point
of interest and contour points passing through this point, cf. § A.1.4.

Once again, the authors of [Mikolajczyk 04] have generalized the Hessian operator, of the second
order, to the multi-scale, Hessian-Laplace, cf. § A.1.5.

The SIFT method [Lowe 04], cf. § A.1.6, is based on the detection of laplacian extrema in scale
and space. The authors use Gaussian differences to approximate the Laplacian and they perform the
calculations with different filter sizes (scales) in different resolutions (use of an image pyramid). The
particularity of this detector is that the authors also introduced an associated descriptor. It considers
the main orientation that corresponds to the dominant gradient in the vicinity of the point considered.
Thus, the descriptor takes into account a local orientation histogram. There is a variant allowing to
reduce the calculation time: SURF [Bay 08], cf. § A.1.6. Finally, the last second order multi-scale
detector is CSS, Curvature Scale Space [Mokhtarian 98], cf. § A.1.6, based on the curvature extrema
along contours by using a multi-scale approach.

2.2.5. Classification of significant publications and detector invariance

The table 2.1 allows us to list the different detectors considered according to their category. Moreover,
the table 2.2 summarizes all the invariances that we have listed in the literature on all the studied de-
tectors. All these approaches are detailed in the appendix A. In this chapter, we present contributions
about second order detection with multi-scale.

First order Region Second order

Single-scale HA [Moravec 80,
Harris 88]

SUSAN [Smith 97]
FAST [Rosten 06]
MSER [Matas 02]

IBR [Tuytelaars 04]

BE [Beaudet 78]
KR [Kitchen 82]

Multi-scale Harris-laplace
[Mikolajczyk 04]

KA [Kadir 04]
EBR [Tuytelaars 04]

Hessian-Laplace
[Mikolajczyk 04]
SIFT [Lowe 04]
SURF [Bay 08]

CSS [Mokhtarian 98]
MFC [Rashwan 17]

PCBR [Deng 07]

Table 2.1.: Significant publications on the detection of 2D points of interest.

In figure 2.6, we present the result of points of interest detection with four different methods. We
can observe that the points obtained are quite complementary to each other. Thus, we understand
the difficulty in choosing a detector and also the interest of combining them.

In conclusion, we have presented our way of classifying and comparing detectors according to their
definition and their invariances. The interested reader can find even more details on the detectors
presented, in the appendix A and also in Guillaume Galès’s thesis, in particular in [Gales 11, pages
100-101]. In this work, we needed points of interest and in particular pairs of matched points of
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(a) (b)

(c) (d) (e) (f)

Figure 2.6.: Results obtained with four point of interest detectors in 2D – In (a), we present the original
image studied and in (b), the set of detected points of interest. We can observe more distinctly the
differences with the results presented separately, in (c) with Harris (yellow dots), in (d) with the
Beaudet detector (blue dots), in (e) with the Kitchen and Rosenfeld detector (red dots) and in (f)
with the SURF detector (green dots). This is the same colour code used in (b). It should be noted
that the results presented are those obtained during the labs and the project carried out during the
courses at the ENSEEIHT (students code the first 3 detectors and reuse the one coded by Matlab, for
SURF.

interest. We can try to determine which detector is best suited to the different problems we face, but
we thought that we would have more hindsight on the existing situation if we focused on studying
the complementarity of the different existing detectors. That is why we have initially studied the
complementarity of the existing detectors.
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Detector
Affine

photometric
transform

Non-affine
geometric
transform

Affine
geometric
transform

Scale

[Moravec 80,
Harris 88]
Harris-laplace
[Mikolajczyk 04] ×

SUSAN [Smith 97]
FAST [Rosten 06]
MSER [Matas 02] × ×
IBR [Tuytelaars 04] × × ×
KA [Kadir 04] × × × ×
EBR [Tuytelaars 04] × × × ×
PCBR [Deng 07] ×
[Beaudet 78]
[Kitchen 82]
Hessian-Laplace
[Mikolajczyk 04] ×

SIFT [Lowe 04] × ×
SURF [Bay 08] ×
CSS [Mokhtarian 98] × × × ×
MFC [Rashwan 17] ×

Table 2.2.: Invariance of the different detectors presented – In this table, we list the invariances an-
nounced by the authors of the different publications. The detector MCF [Rashwan 17] is the contri-
bution made to the field and it will be detailed in the chapter 4.
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2.3. Detector complementarity study [Gales 10b]

There are some works that have proposed comparative studies of detectors and a reference work on
the comparison of descriptors [Mikolajczyk 05]. We cite here the work that seems to us the most
complete and the closest to what we present in this manuscript: the comparison of detectors. We are
mainly interested in the criteria used.

In the literature, the most commonly used criterion for evaluating and comparing detectors is the
repeatability criterion, cf. definition in page 16. To qualify the robustness of a detector to a transfor-
mation from one image to another (rotation, scale change, perspective transformation, illumination
change), it is also possible to use this criterion, as in [Schmid 00, Mikolajczyk 04]. However, there
is more comprehensive work that evaluates and compares detectors by examining the following crite-
ria: respect of the epipolar constraint, reliability of the 3D reconstruction, reliable detection of the
scale [Aanæs 12].

We are particularly interested in what we call complementarity, as defined in [Mikolajczyk 05]. In
this work, the complementarity between different detectors is evaluated by first performing a segmen-
tation of the image and evaluating the behaviour of the detectors in each region. More precisely, the
number of points detected by the same detector is evaluated in each region. Ideally, complementary de-
tectors should detect points in distinct regions. Another way to calculate complementarity [Aanæs 12]
is to calculate DA, the average of the minimum distances between the points detected with the first
detector A and those given by the ground truth, as well as DB, the same with the second detector B,
and finally DAB the same by taking the minimum between the distances DA and DB. The measure
of complementarity is a simple ratio between these 3 quantities, knowing that each is weighted by the
number of points of interest concerned.

The work of [Aanæs 12] presents a comparative study of ten different detectors (Harris, Harris-
Laplace, Hessien-Laplace and two variants, MESR, IBR, EBR, FAST and SIFT) on about sixty images
(indoor scenes with controlled lighting and presenting several types of complex scenes, especially with
occlusions). The authors obtain a ground truth matching by using a structured light method on the
same principle as [Scharstein 03]. The approach of this paper is to perform a detection in each image
and then to perform matching from points of interest to points of interest.

We now present the complementarity study that we have proposed [Gales 10b] and which is com-
plementary to the work we have just described. We used this study to propose approaches for seed
propagation based matching, which we discuss in II, chapter 6.3. First, we give details of the criteria
defined and used before presenting the elements of our evaluation protocol and an overview of the
results obtained.
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Abstract: The goal of this paper is to provide a study on complementarity of feature point detectors. Many studies
have been proposed on these detectors but none deals with complementarity in details. We introduce an
evaluation of eleven well-known detectors based on new criteria used to characterize complementarity. The
complementarity is computed with spatial distribution and contribution measures as well as repeatability and
distribution gains of the association of two detectors.

1 INTRODUCTION

Many applications in computer vision rely on
some characteristic points called feature points (or
point of interest). Their detectors are designed to se-
lect the most distinctive points in an image so they
are easy to match without ambiguities. We asked
ourselves the following question: if different feature
point detectors select the most distinctive points in
an image, do they return the same points ? In other
words, we propose to study the complementary of
several feature point detectors. Previous evaluations
studied detection criteria such as repeatability or in-
formation content and matching criteria such as recall
and precision rates. We propose to study the comple-
mentarity of feature point detectors based on new cri-
teria: spatial distribution and complementarity mea-
sures. The idea is to find out which are the most
complementary detectors in order to combine them
when needed. Initially, this evaluation is proposed on
small-baseline stereo image pairs since feature points
may be used for instance in application such as stereo
matching (Lhuillier and Quan, 2002) or fundamental
matrix estimation (Hartley and Zisserman, 2004).

First, previous work on feature point detectors is
described. Second, the new criteria to measure com-
plementarity are introduced. Finally, the results of our
experimentations are discussed before the conclusion.

2 PREVIOUS WORK

2.1 Feature point detection

Feature points are distinctive points within an image.
Therefore, they are used in many applications such
as tracking, indexation or stereo matching. There are
different families of detectors: contour based, inten-
sity based, parametric model based methods (Schmid
et al., 2000). We focus on intensity based methods
since they are widely used. They are based on the fol-
lowing steps: (i) computation for each pixel of a re-
sponse value based on local grey level variations ; (ii)
non maxima suppression ; (iii) post processing (edge
response elimination, subset selection, subpixel local-
isation). In this section we describe briefly the first
step for the well known detectors: Moravec, Harris,
Kitchen-Rosenfeld, Beaudet, SUSAN, FAST, SIFT,
SURF, Harris-Laplace, Hessian-Laplace and Kadir.

� Fixed scale detectors The response is computed
using a fixed window size.

Moravec (MO) The response is based on an
auto-correlation measure based on four direc-
tions (Moravec, 1977).

Harris (HA) The response is based on a generalisa-
tion of the auto-correlation measure on every shift di-
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rections. It defines an auto correlation matrix, then the
response is obtained from this matrix. Several vari-
ants were given (Harris and Stephens, 1988; Noble,
1988; Shi and Tomasi, 1994).

Kitchen-Rosenfeld (KR) The response is based on
the curvature of the grey level gradients (Kitchen and
Rosenfeld, 1982).

Beaudet (BE) The response is based on the de-
terminant of the Hessian matrix (second deriva-
tives) (Beaudet, 1978).

SUSAN (SU) The response is based on the area in
the neighbourhood of the same intensity as the current
pixel (Smith and Brady, 1997).

FAST (FA) The response is based on the configura-
tion of the grey levels on a circle centred on the cur-
rent pixel (Rosten and Drummond, 2006).

� Multi scale detectors The response is computed
using different window sizes (or image resolutions).

SIFT (SI) The response is based on the grey level
Laplacian computed using a difference of Gaus-
sian (Lowe, 1999).

Harris-Laplace, Hessian-Laplace (HAL, HEL)
The response is based on Harris or the Hessian matrix
but the detected feature points must also be maxima
in the scale space of the Laplacian (Mikolajczyk and
Schmid, 2004).

SURF (SR) The response is based on the deter-
minant of the Hessian matrix. The detected feature
points must also be maxima in the scale space of the
determinant of the Hessian (Bay et al., 2006).

Kadir (KA) The response is based on the grey level
histogram entropy of the neighbours of the current
pixel (Kadir et al., 2004).

2.2 Previous evaluations

Repeatability When two images of a same scene
taken under different conditions are submitted to a
feature point detector, it is desirable that the returned
points are repeated: the two projections of a scene
point are detected in the two images. In other words, a
feature point in an image is repeated if its correspon-
dent in the other image is also detected as a feature
point. The repeatability rate of a detector is the per-
centage of repeated points from an image to another.
If this rate is high when a transformation between the
two images is large (rotation, scale change, perspec-
tive change, light change), this detector is robust to

that transformation (Schmid et al., 2000; Mikolajczyk
and Schmid, 2004; Gil et al., 2009).

Information content This value represents how
much the feature points of an image are distinct to
each other. The more distinctive the feature points
are, the less ambiguous they are to match. A descrip-
tor is computed for each feature point and the Ma-
hanalobis distance is used to normalize each compo-
nent (Schmid et al., 2000).

Complementarity The complementarity is mea-
sured in (Mikolajczyk et al., 2005) in an object recog-
nition context. A clustering algorithm is applied to
the feature points, then the number of points from
each detector is computed for each class. Ideally, each
class must contain points from the same detector only.

3 PROPOSED EVALUATION

We propose to extend and modify the previous cri-
teria with the following ones:
• spatial distribution – distribution of feature points

is measured in depth discontinuity areas and com-
puted region wise ;

• complementarity – complementarity of two detec-
tors is measured in three ways: contribution mea-
sure ; repeatability gain and distribution gain.

The repeatability is taken into account by the com-
plementarity measures, therefore, we propose to com-
pute it using the definition below.

3.1 Repeatability

Let pI
i, j be the pixel at the ith row and jth column in

the image I. Let dI1
i, j be the disparity vector such as

pI2
i′, j′ = pI1

i, j +dI1
i, j where pI2

i′, j′ is the pixel in the right
image which is the projection of the same scene entity
as pI1

i, j. Let ε be a tolerance margin in pixels. We use
the following definitions:

• repeated point – a feature point pI1
i, j in the im-

age I1 is repeated if a feature point pI2
i′, j′ has

been detected in the image I2 within a distance
lower than ε from its theoretical correspondent,
i.e. ||(pI1

i, j +dI1
i, j)−pI2

i′, j′ ||< ε.

• repeatability rate – the repeatability rate for a de-
tector D and an image pair (I1, I2) is given by:

rep(I1, I2) =
repD (I1→ I2)+ repD (I2→ I1)

2
(1)
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with

repD (A→ B) =
# feature pts. of A repeated in B

# feature points in A
(2)

3.2 Spatial distribution

Distribution in depth discontinuity areas Depth
discontinuity areas are located near the boundaries
between homogeneous depth regions. They result in
grey level variations. However, the grey level of the
background may be locally different for two corre-
spondents which makes such pixels harder to match
than pixels in other areas. Feature point detectors tend
to select points in areas where high grey level varia-
tions occur and therefore may return points in depth
discontinuity areas. Thus, we compute the following
measure:

DA =
# feature points in depth discontinuity areas

# feature points
(3)

Region wise distribution The regions are extracted
using a color segmentation algorithm. The idea is
based on the hypothesis that pixels with more or less
the same color belong to the same object part (and
therefore have more or less the same disparity value).
For a detector D, the region wise distribution score is:

RDD,S =
# regions holding at least one feature point

# regions
(4)

where S is a segmentation map. A low ratio reveals
a lack of feature points or a bad distribution over the
different regions of the image.

3.3 Complementarity

Contribution measure Let PD1 be the set of the
feature points returned by a detector D1 and PD2 the
set of the feature point returned by a detector D2. The
contribution of D2 over D1 is given by:

contributionD2|D1 =
card{PD2}− card{PD1 ∩PD2}

card{PD1}
(5)

where the intersection PD1 ∩PD2 is computed consid-
ering two points pI

i, j and pI
i′, j′ of an image I as the

same point when ||pI
i, j −pI

i′, j′ || < ε. The higher this
value is with a high ε, the larger the differences are
between the two sets PD1 and PD2 . This measure is
illustrated by figure 1.

50 100 150 200 250 300 350 400 450

50

100

150

200

250

300

350

50 100 150 200 250 300 350 400 450

50

100

150

200

250

300

350

PHA PBE− (PHA∩PBE)
Figure 1: This figure shows on the left all the feature points
returned by HA and on the right the contribution of BE, i.e.
the feature points returned by BE which are different from
the ones already returned by HA (ε = 3). It also shows the
segmentation map (each color represents one region).

This contribution measure is not symmetric since
the cardinalities of each detector are different, there-
fore in order to get an objective idea of the comple-
mentarity of the union of two detectors (D1,D2), we
compute:

contribution(D1,D2) = contribution(D2,D1)

= min(contributionD2|D1 ,contributionD1|D2)
(6)

Repeatability gain The repeatability is computed
independently for the detectors D1 and D2. It is then
computed with D1&D2 which represents the union
PD1 ∪PD2 . The gain of repeatability is given by:

gainrepD1&D2
= repD1&D2

−max
(
repD1

, repD2

)
(7)

Distribution gain The spatial distribution is com-
puted independently for the detectors D1 and D2. It
is then computed with D1&D2 which represents the
union PD1 ∪PD2 . The gain of distribution is given by:

gainRDD1&D2,S
=RDD1&D2,S

−max(RDD1,S,RDD2,S)
(8)

where S is a segmentation map.

4 DATA SET

4.1 Stereo pairs

Stereo pairs from the Middlebury data set1 are used
for this experimentation2. They present issues such as
occlusions and depth discontinuities. They are epipo-
lar rectified and the ground truth is known. However,
deformations between two images is not as important
as it could occur in applications such as indexation.

1vision.middlebury.edu/stereo/data/
2We use the pairs named aloe, art, bowling1, cloth1,

cloth4, cones, dolls, midd2, moebius, plastic and teddy.
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4.2 Implementation details

The programs provided by the detector authors is used
when available: HAL3, HEL4, SU5, FA6, SI7, SR8

and KA9. Our own implementation is used for the
other detectors. For each detector, the following pa-
rameters can have an influence on the result:

• response window size (for fixed scale detectors) –
the smaller this size is, the more the detector is
able to select small structures but the greater the
noise sensitivity is. On the other hand, the greater
this size is, the larger the smoothing effect is and
the greater localization errors are.

• non maxima suppression window size – the
smaller this size is, the larger the number of de-
tected feature points is but these feature points
may be close to each other.

• response threshold – a threshold on the response
value is often used in order to get rid of false re-
sponses. The higher this value is, the smaller the
number of feature points is.

It would be interesting to study the influence of each
parameter on the result but this exhaustive evaluation
is difficult to analyse. Moreover, for the detectors im-
plemented by their authors, we do not always have the
possibility to change all the settings. A normalization
would also be necessary on all the different values in
order to make them comparable. Facing this issue, we
decided to fix these parameters once for all for each
detector. For the detectors we implemented, we used
parameter values that give good results with our ex-
perimentations. For the the other detectors, we used
the default values given by their authors.

5 RESULTS

5.1 Repeatability

The repeatability repD of a detector D is given by
computing the mean value of the repeatability rates
found over the data set. The repeatability is mea-
sured by taking ε ∈ {0,1.5,3}. The results for re-
peatability are shown in figure 2. The detectors with
the best repeatability are HA, FA and SI. For ε = 0

3robots.ox.ac.uk/˜vgg/research/affine/
4robots.ox.ac.uk/˜vgg/research/affine/
5users.fmrib.ox.ac.uk/˜steve/susan/index.html
6svr-www.eng.cam.ac.uk/˜er258/work/fast.html
7cs.ubc.ca/spider/lowe/keypoints/siftDemoV4.zip
8vision.ee.ethz.ch/˜surf/
9robots.ox.ac.uk/˜timork/salscale.html
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Figure 2: Repeatability scores repD for the tested detectors.
All the feature points are taken into account, therefore fea-
ture points in occluded areas decrease the score. The nota-
tions are defined in § 2.1.

the repeatabilities are very low. Therefore, a “fea-
ture points to feature points” matching strategy is not
advisable when high precision is required. We rec-
ommend a “feature points to neighbours of feature
points” matching strategy to settle this issue.

5.2 Spatial distribution

The results for the depth discontinuity distribution are
shown in table 1. The depth discontinuity areas are
computed using the provided ground truth disparity
maps, see § 4.1. The results for the region wise dis-
tribution are shown in table 1. The EDISON10 pro-
gram is used to compute two segmentation maps: (i)
an “under” segmentation S1 giving about 100 regions
for each image ; (ii) a “medium” segmentation S2 giv-
ing about 500 regions for each image (see figure 1).

The most significant criteria, where the biggest
differences are obtained, are RDD,S2 and Card. HAL
detector returns very few points and consequently
gives also the worst RDD,S2. On the other hand,
HA detector seems to obtain the best compromise
between cardinality, DA and RDD,S2. According to
these results, the best compromises is obtained by the
detectors HA, FA and SI.

5.3 Complementarity

Contribution measure This measure is computed
over all the feature points and over the repeated points
with ε = 3 (we consider this value as the minimum
distance between two different points) in one hand
and ε = 12 (large enough value to see which detec-
tors return complementary feature points away from
each other) on the other hand. The results are shown

10caip.rutgers.edu/riul/research/code/EDISON/
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Table 1: Mean cardinalities (Card.), mean of the distribu-
tion measures in depth discontinuity (DA), and mean of the
region based distribution measure (RD) with segmentation
S1 ans S2. For each column the best result is shown in bold.

D Card. DA% RDD,S1% RDD,S2%
BE 967 28 100 78
FA 2243 27 100 83

HAL 293 35 94 30
HA 989 25 99 86

HEL 1252 32 100 73
KA 638 29 99 61
KR 1153 31 100 81
MO 845 27 97 62
SI 1662 29 99 82
SR 303 31 99 49
SU 922 29 100 74

Table 2: Contribution measures taking into account all the
feature points. For each couple of detectors D1&D2, we
show contributionD2|D1

. ε = 3 on the first row and ε = 12
on the second row. To find out which detector is the most
complementary with HA and ε = 3, for instance, look at the
HA row and column (here in blue). It shows that it is HEL.
For each detector and each ε value, the best result appears
in bold.

BE FA HAL HA HEL KA KR MO SI SR

FA 17 0
4 0

HAL 20 9 0
2 1 0

HA 55 28 15 0
2 2 0 0

HEL 58 56 9 67 0
10 10 0 6 0

KA 56 28 40 56 49 0
19 12 9 9 15 0

KR 58 18 23 62 73 58 0
8 2 1 1 9 20 0

MO 39 4 39 42 53 85 27 0
2 0 8 10 5 27 1 0

SI 37 28 16 56 58 45 51 31 0
7 3 1 2 10 20 5 2 0

SR 23 13 70 25 3 38 26 46 10 0
3 1 8 1 0 9 2 12 1 0

SU 42 6 36 42 55 92 33 45 32 39
3 0 3 1 6 30 2 3 3 5

in table 2 (the measures are computed over all the fea-
tures points) and in table 3 (the measures are com-
puted over the repeated feature points). According to
these results, the most complementary detectors are
KA+SU, KA+MO and KR+HEL. By reading these
tables, we can see for instance that by taking the union
HA+SI, we add in the worst case 67% of new repeated
feature points within a distance of ε= 3 pixels of each
other and 2% of new repeated feature points within a
distance of ε = 12 (i.e. at least 12 pixels farther than
the already computed feature points).

Table 3: Contribution measures taking into account the re-
peated feature points (see table 2 for notations).

BE FA HAL HA HEL KA KR MO SI SR

FA 18 0
6 0

HAL 19 7 0
2 1 0

HA 52 30 12 0
3 3 0 0

HEL 61 51 8 75 0
13 12 1 6 0

KA 34 19 71 33 32 0
17 14 11 7 16 0

KR 68 17 22 60 72 42 0
9 2 1 1 11 22 0

MO 46 5 36 44 55 82 35 0
2 0 10 0 6 31 1 0

SI 42 27 15 67 63 29 53 34 0
8 4 1 2 13 21 6 2 0

SR 21 9 85 20 3 64 24 42 8 0
3 1 12 1 0 11 2 13 1 0

SU 42 5 43 36 47 85 35 62 29 41
3 1 3 1 7 37 2 3 3 5

Table 4: Repeatability gain. For each couple of detectors
D1&D2, we show gainrepD1&D2

(ε = 3). To determine which
detector is the most complementary in terms of repeatability
with HA, for instance, look at the HA row and column (here
in blue), it shows that it is HEL. For each detector, the best
result appears in bold.

BE FA HAL HA HEL KA KR MO SI SR
FA 1.55 0

HAL 0.75 -0.36 0
HA 3.77 0.32 -0.36 0
HEL 4.48 2.12 0.36 4.20 0
KA -0.17 -1.69 -0.39 -0.38 2.03 0
KR 4.71 0.22 0.90 3.88 5.75 1.81 0
MO 3.78 -0.69 -0.62 3.11 4.47 -1.34 2.83 0
SI 3.57 1.19 0.76 3.40 2.37 0.82 4.98 3.00 0
SR 1.01 0.38 0.09 0.66 -2.06 1.48 1.70 0.82 -0.19 0
SU 3.53 -1.21 1.65 2.24 5.00 2.60 3.50 2.23 2.46 2.63

Repeatability gain The results are shown in ta-
ble 4. They show which detectors are the most com-
plementary in terms of repeatability. First, it shows
the good complementarity of the following detectors
KR+HEL, HEL+SU and KR+SI. Second, it shows
which detector to use in combination to another in or-
der to improve the repeatability. The best repeatabil-
ity was given by FA, see § 5.1. Therefore, adding the
feature points from the detector HEL can improve by
2.12% the repeatability of FA.

Distribution gain The segmentation S2 is used in
our experimentation, see § 5.2. The results are shown
in table 5. They show which detectors are the most
complementary in terms of region based distribu-
tion. First, it shows the good complementarity of the
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Table 5: Distribution gain. For each couple of detectors
D1&D2, we show gainRDD1&D2 ,S2

(ε = 3) (see 4 for an exam-
ple of how to read the table).

BE FA HAL HA HEL KA KR MO SI SR
FA 3.96 0

HAL 2.23 1.30 0
HA 6.14 5.11 1.19 0

HEL 8.13 7.80 1.30 6.09 0
KA 8.53 6.85 7.09 5.54 9.27 0
KR 6.47 4.23 3.28 5.86 7.98 6.08 0
MO 3.82 0.02 6.46 3.26 8.62 12.07 2.30 0
SI 5.32 4.96 1.52 5.95 5.39 6.88 6.12 2.92 0
SR 4.15 3.79 4.89 3.63 0.51 11.58 5.30 10.38 1.71 0
SU 6.16 0.10 3.30 4.18 9.72 10.17 3.20 3.27 4.45 7.12

Table 6: This table summarizes the most complementary
detectors to Harris, FAST and SIFT in terms of contribution
(Cont.) (ε = 3) (results are similar whether all the feature
points or only the repeated points are taken into account),
repeatability (R) and region based distribution (RDS2).

D Cont. R RDD1&D2,S2

HA HEL HEL BE
FA HEL HEL HEL
SI HEL KR KA

following detectors KA+MO, KA+SU and KA+SR.
Second, it shows which detector to use in combina-
tion to another in order to improve the spatial distri-
bution. The best region based distribution was given
by HA, see § 5.2. By reading table 5, we can see
that adding the feature points from the detector BE
can improve the distribution by 6.14% which gives a
score of 86+6.14=92.14% for the union HA+BE.

Analysis These results can be read in two ways: (i)
for each detector they give which detector is the most
complementary in terms of contribution, repeatability
and spatial distribution ; (ii) they give the most com-
plementary detectors between them. The best com-
promises between repeatability and distribution are
given by: Harris, FAST and SIFT. Table 6 summa-
rizes the most complementary detectors to the detec-
tors in terms of contribution, repeatability and region-
wise distribution. The most complementary detectors
between them are Kadir and SUSAN, Kitchen and
Rosenfeld and Hessian-Laplace, Moravec and Kadir
i.e. they return the most distinct sets of feature points.

6 CONCLUSION

We proposed an evaluation and a comparison of
eleven well-known feature point detectors based on
new criteria used to characterize spatial distribution

and complementarity. This study aims to be helpful
for any applications that need feature points well dis-
tributed in the image. It also helps to select the most
complementary detectors in terms of region based dis-
tribution. This work will be extended on larger trans-
formations between the images.
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Chapter 2. 2D primitives

2.4. Conclusion about 2D primitives

This state of the art on 2D primitives, as well as this first study of complementarity, allowed us
to identify the limits of 2D approaches, as well as their complementarity, in terms of definition,
performance and invariance. We have also highlighted the fact that current research is no longer
about detection, but rather about the descriptor construction or at least a complete detector, in the
sense that a descriptor is systematically associated with the detector. In particular, recent studies have
focused on how to construct descriptors which contain information that is as discriminating as possible
and as repeatable as possible from one point of view to another, from one acquisition to another. Thus,
convolutional neural network approaches, cf. § 12.2.1, were introduced, as early as 2015, with the work
of [Simo-Serra 15, Tian 17] in particular. The use of a convolutional network allows the extraction of
primitives of interest following the same principles as those used for a classical detector of the Harris
type [Harris 88] or based on Gaussian differences [Lowe 04]. Indeed, the operators used to build the
layers of a convolutional neural network are quite similar to those used by these detectors. In the
work of [Laguna 19], a convolutional network is thus proposed in this sense and it allows to extract
the same type of primitives, in multi-resolution and from a deep learning, which allows to exceed
the performances of classical detectors, without learning. In [Simo-Serra 15, Tian 17], the authors
use Siamese networks to learn both similarities and dissimilarities. They use a 128-item descriptor
and compare it to SIFT to show the gain in accuracy and recall. In [Yi 16], a more elegant approach
consists in constructing the three elements necessary for this task: detection, calculation of orientation
and construction of the descriptor. Each task is represented by a neural network. This approach also
has the advantage of taking into account variations related to changes in season and scale. Finally,
we can cite works that go beyond an analysis by pairs of images, using triplets of images [Balntas 16].

In all this work, it has been shown that the current learning data are still quite limited and that
an increased gain in performance could be achieved if these databases were completed [Luo 18]. To
overcome this difficulty, the authors propose to take into consideration geometric aspects and, in
particular, the notion of data sampling related to this type of approach.

All the work presented in this chapter corresponds to a consideration of 2D images, and now we
will look at the work done in 3D. We will highlight the link between the techniques used in these two
modalities before introducing our work on the detection of salient points combining 2D and 3D input
data.

30



Chapter 3.

3D primitives

3.1. Introduction to 3D primitives

When we manipulate 3D primitives, the data variability is very important and, consequently, the
approaches developed will be very different from one modality to another. Indeed, we can work on
3D models created by artists with many details and many attributes related to their photometry or
3D point clouds generated by acquisitions with lasers or by a sparse reconstruction obtained from 2D
images taken from different points of view. Depending on the targeted applications, research is thus
focused on the manipulation of more or less fine meshes, surface models, wireline models, or point
clouds, without any topology. The manipulated data are also more or less regular (by regularity,
we are talking about the point density per unit of volume or surface area). With all these possible
configurationse, we understand that, for example, estimating a gradient using a neighbourhood can
be inapplicable in some situations. Finally, the dimension or size of the manipulated data is also
different from the 2D images, with often much larger dimensions. It is therefore more frequent that
the approaches developed have a step to reduce the data size. Another aspect that differs from the
2D literature concerns the type of primitives of interest needed. Indeed, these primitives are more
often regions than points [Léon 17]. All these aspects give an abundant and very varied literature.
The purpose of this chapter is to present the major approaches without aiming to be exhaustive.

(a) (b)

Figure 3.1.: Examples of primitives of interest in 3D – In (a) this is a feature point detection on two
examples of 3D models: Casting and Bunny. We have distinguished flat points (in green), edge points
(in yellow) and corner points (in red). These results are extracted from Thierry Malon’s master
internship work. In (b), on a longitudinal section of a 3D image, we try to follow points with a
particular curvature, i.e. with a significant surface curvature (here, the lung surface). These points
correspond to the extremities of the black segments in the images in the middle. These results are
taken from [Chambon 11e].
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Chapter 3. 3D primitives

What is this?

As in 2D, a 3D primitive corresponds to a salient element, a 3D characteristic element. Defining a
3D primitive is delicate as the nature of 3D data can be very different. Indeed, it can be a depth
map, a 3D point cloud (without notion of topology), a mesh. We are talking about structured data
(volumes/voxels, meshes) or non-structured data (point clouds). The available information is therefore
fundamentally different and the calculations we can use are therefore very different [Bustos 09].

However, depending on the intended application, such as compression for example, a characteristic
point can be useful on all types of model areas, i.e. both on an area of strong curvature and on an area
of weak curvature. This is what we can see in example (a) of figure 3.1. In this context, we wanted
to obtain all the information necessary to compress an object and so we have detected points in both
types of zones.

Why?

In 3D, the interest of points of interest detection is quite different from what we can find in 2D. Using
3D primitives of interest is rather related to the following aspects:

(1) Shape improvement [Kim 06] ;

(2) Point of view selection [Feixas 09], in particular to provide visual attention points [Kim 08] ;

(3) Model segmentation [Katz 05] ;

(4) Recognition or identification of models or parts of models [Gal 06] ;

(5) Mesh registration [Tam 13] ;

(6) Recognition of key elements or symmetries in objects to simplify their representation. For exam-
ple, identifying these elements is useful for compression, storage and transmission optimisation
purposes. In addition, most natural or manufactured objects have symmetries or repeated pat-
terns. We can see an example in figure 3.1.(a). Another example is also provided in medical
imaging, see figure 3.1.(b). In these images, the recognition of particular points should help to
identify the characteristics of an organ.

How?

It is important to note that, in the literature, much effort has been focused on the use of curvature
and that many tools are actually a generalization of 2D detectors to 3D, such as the SIFT detec-
tor [Lowe 04]. Moreover, the approaches follow the same steps as the ones presented in the § How?,
in 2D, page 15.

The differences between 2D and 3D is the need to add a data reduction step. At the same time, multi-
resolution approaches are used less frequently, as decimating or subdividing a mesh is an expensive
step. However, we can cite, as an example, the work of [Nader 14] which addresses this multi-resolution
aspect.

Another important aspect is that in a 2D image, we have, most of the time, a regular structure,
a regular topology, unlike 3D point clouds or meshes which are not always regular. Indeed, a pixel
(or a voxel) always has a regular number of neighbours (4 or 8 depending on the type of connectivity
considered and less on the edges) whereas a 3D point cloud can have a variable number of adjacent
points and a mesh can have a variable number of adjacent faces.

In addition, we can distinguish two different ways of performing this task: direct use of 3D
(point cloud or mesh), we then speak of point based approach, or projection of 3D data used in
a 2D space in order to directly apply a detector defined in 2D, we then speak of image based
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approaches [Pang 15]. Many image-based approaches rely on tools of the first order, cf. § 2.2.1,
such as [Lee 07], or of the second order, cf. § 2.2.3, such as [Lee 13]. Point-based approaches
can also use points and boundaries [Mineo 19] and also second order operators such as SIFT in
3D [Ohtake 04, Lee 05, Scovanner 07, Flitton 10, Sattler 11] or the curvature [Judd 07]. In the work
of [Lei 17], multi-resolution curvature is used in 3D point clouds.

In conclusion, in 3D, we find all the families in 2D, illustrated in the figure 2.4. Consequently, there
are approaches of the first order [Hafiz 15], including the approach of [Ahmed 18] using an algorithm
based on mean-shift, cf. § C.3.2, to detect corners and borders. We can distinguish these main features
related to 3D: second-order approaches are clearly favored over others and there is few adaptations of
approaches based on 2D regions, as presented in the § 2.2.2.

Quality of the detection?

An expected quality is linked to repeatability, as we have already defined in 2D, cf. page 2.1. This
property is difficult to obtain as we can have irregular data (sparse point cloud, mesh with a different
resolution or regularity).

What about the descriptor?

The simplest descriptors are based on colour (when a texture is available) [Alexandre 12]. Many
approaches use spin images [Johnson 99] which correspond to a 2D image representing the points of
the surface belonging to the vicinity of the point of interest considered [Darom 12]. In particular, this
concept has been widely used and extended in the work of [Mitra 06]. In [Castellani 08], the descriptor
used for points of interest in meshes is based on the learning of a hidden Markov field. More precisely,
the authors take into account the vertices for each neighbourhood separately (1-neighbourhood, 2-
neighbourhood . . .). In [Zaharescu 09], it is the HoG, Histogram of oriented Gradient, descriptor,
cf. § A.2, which is adapted to the meshes. In the same way as for detection, an adaptation of the SIFT
descriptor has been made for 3D meshes [Maes 10]. In the work of [Darom 12], variants are proposed
for the spin image and 3D SIFT approaches.

3.2. Approaches for 3D point of interest detection and
characterisation

As an introduction, we concluded that we could classify approaches in 3D in the same way as in
2D. What we propose in this section is not an equivalent of the work done in the § 2.2 but it is an
illustration of what is possible in 3D, especially with meshes. The work presented in this section has
not been published but it is the result of the follow-up of two students in Master 1 internship: Thierry
Malon, in 2014, and Martin Jacquet, in 2015, co-supervised with Géraldine Morin, in my team
(REVA), and Sandrine Mouysset, APO, Parallel Algorithms and Optimization, team. We studied
and combined existing tools. For this reason, what we present in this section is part of the review we
propose.

3.2.1. Introduction to characteristic element detection

Defining and identifying salient points in 3D models can give the ability to identify symmetries or
repeated patterns [Mitra 06, Mitra 12]. Indeed, many manufactured objects present symmetries or
repeated patterns and the primary application interest is to be able to simplify model storage, i.e.
to perform model compression. First, we started to study meshes. The difficulty in manipulating
meshes is that the data volume to be processed is greater than a simple 2D image and execution times
can be significant. Moreover, the same 3D object can be represented by different meshes, regular
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or not, and it is better to obtain the same repeatable points from one mesh to another, whether
regular or not. In the same way as in 2D, we can use curvature operators such as those presented
in § A.1.5 and as in [Cohen-Steiner 03], using the average curvature, defined as the average of the
principal curvatures, and the Gaussian curvature, defined as the product of the principal curvatures.
Principal curvature is introduced in detail on § 4.2. We can also cite spectral approaches, such as the
one in [Wang 12b]. This approach has the interest to clearly distinguish these three point categories:
points which correspond to flat regions, points which correspond to edges and finally points which
correspond to vertices. Finally, it is possible to use first-order operators, in particular by using surface
normal information [Weber 10].

Thus, we have chosen to study a first-order approach based on [Weber 10] and a second-order
approach based on the SIFT detector/descriptor, cf. § A.1.6. In the following, we give the details of
these steps studied:

(1) The detection of salient points: the aim of this step is to reduce the number of points to be dealt
with by extracting characteristic points, according to the two strategies studied: first order and
second order;

(2) The description of the detected points and thus the estimation of the isometries thanks to the
constructed descriptors.

In the following paragraphs, we have used classic models from the literature1.

3.2.2. Mesh salient point detection

Figure 3.2.: Detection of salient points in 3D meshes based on surface normal – On the left, we present
an example of the mesh local topology: we distinguish the 1-ring of a point in a flat area (green point)
and the 1-ring of a point on a sharp edge (yellow point). We visualise the projections according to the
normal of the adjacent faces, for the flat zone and then for the zone with a sharp edge. By performing
a classification according to the angular difference, we obtain a single class in the first case, and two
distinct classes in the second.

[Weber 10] approach – Initially, this approach was developed for point clouds and not for meshes.
We have therefore adapted this method to meshes. This technique allows us to obtain salient points
outside of flat areas. For each point of the studied mesh, the principle is the following: the more the
normals between two adjacent faces, with this vertex in common, are different, i.e. the more they
present a large angular deviation, and the more the vertex joining these faces has a high probability
of being a mesh salient point, cf. figure 3.2. For each mesh point, we consider the normal vectors of
the 1-ring (all the faces adjacent to the point) or 2-ring (all the faces adjacent to the points of the
faces adjacent to the point). We then project the sphere centre on its surface according to all these

1http://graphics.stanford.edu/data/3Dscanrep/
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normal vectors. Finally, we classify these points by grouping those which are at a distance lower than
a threshold T to be chosen2. Then, the points can be classified into three categories:

• Flat points: when there is only one class.

• Points belonging to a sharp edge: when there are two classes.

• Points belonging to a vertex: when there are three classes.

We determine the isometrics in these last two categories. This simple approach has allowed us to
obtain encouraging results and has the advantage of using only one parameter, the T threshold. On
the other hand, it is time consuming3.

[Darom 12] approach – In the literature, many papers have tried to mimic the work of [Lowe 04],
cf. A.1.6, following each approach element: multi-scale and multi-space response estimation and de-
scriptor construction based on local histograms [Castellani 08, Zaharescu 09, Maes 10, Darom 12]. All
these methods want to translate each step of the initial algorithm to the 3D context. Logically, to
respect the algorithm principle, it is necessary to build meshes at different resolutions, to be consis-
tent with the 2D image pyramids. But most of the time, 3D approaches do not perform this step,
considered too expensive, and work only on one octave, cf. § A.1.6. Only [Castellani 08] has taken
this aspect into account, highlighting a gain in robustness compared to the others. All the cited ap-
proaches perform Gaussian filtering at different scales, just like the SIFT approach. They thus build
an octave, from the original mesh. What differs is the way the Gaussian filter is applied. A first way
is to use norm differences [Castellani 08, Zaharescu 09, Darom 12] but [Maes 10] relies on the notion
of curvature. In [Darom 12], the mesh is ”transformed” into a depth map, thus having again a 2D
case. Here we deal with notions that will be discussed again in the chapter 4.

(a) (b)

Figure 3.3.: Extraction of points of interest in 3D models – In (a), we show, the points obtained for
Cranck with the first approach studied based on normals. The redder the point is, the more prominent
it is. In (b), we illustrate the results obtained for wolf with SIFT adapted to 3D. To appreciate the
symmetries that we can already recognize, the detected points are shown from two symmetrical points
of view.

We chose to implement the [Darom 12] approach. In order to be robust to the variability of the
studied meshes which can have more or less vertices, the authors propose to first compute the local
point densities of each vertex and these densities will be used to compute the σ of the Gaussian filters
used. Then, the Gaussian differences are computed, in the same way as in 2D, and the local extrema
(taking into account the 1-ring and the scales directly below and above) are extracted. The figure 3.3
allows us to present the types of results obtained. Both results are exploitable and have the advantage
of being independent of the mesh.

2In practice, we have chosen T = 0.25 for T ∈ [0; 1].
3For example, it takes several minutes on a model of 25000 points.
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3.2.3. Mesh salient point description

For the [Weber 10] approach, we have chosen the following elements as a descriptor:

• The norm of the sum of the adjacent face normals;

• The standard deviation of the angles between the face normals and the mean normal vector.

The first proposition is quite classical but different point configurations can give the same norm. This
is why we introduce the second element. Then, the more faces, a point has in its 1-ring, the more
normals it will also have, and the sum of its normals will be different from the one in a point of the
same local shape, but with a different face configuration. To obtain a repeatable result, whatever the
connectivity, in the calculation of the normal sum, we add a weighting of each normal. The weight
is proportional to the angular portion formed by the angle of the face containing the studied point,
relative to the sum of the angular portions. We also add this weighting in the standard deviation
computation. This descriptor is thus not very dependent on the mesh topology or connectivity but it
is difficult to generalize it to the 2-ring.

For the [Darom 12] approach, we simply applied SIFT in 2D to a depth map estimated locally from
the mesh. Using the points of interest and their associated descriptors defined in the previous sections,
we were able to identify the symmetry planes and the translations, as we can see in figure 3.4.

3.2.4. Conclusions about detection and characterisation of 3D mesh points of
interest

We studied two different detectors and descriptors and evaluated their interest in detecting symmetries.
We hope that this preliminary bibliographical study will be invested in the work that we envisage in
perspective at § 13.6. We will now present the work done on the detection of 3D points of interest in
multimodal medical imaging.

(a) (b) (c) (d)

Figure 3.4.: Extraction of symmetry planes and translations in 3D models – In (a), we show, in green,
the different symmetry planes estimated for two 3D models, bunny and cranck. In (b), we illustrate
some of the translations found (in blue and red) for the cranck model. These first two cases correspond
to the first detector and descriptor used, based on surface normals. In (c), with the casting model,
and in (d), with the cranck model, we show the results obtained for the SIFT-based detector and
descriptor. In these two examples, we display the most probable symmetry planes we have estimated.
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3.3. Identification of points of interest in 3D medical
images [Moreno-Ingelmo 08]

The paper presented in this section resume the whole context of the research done during my post-
doc, but the part that is related to this chapter starts at page 286 (of the original paper) with the
§ Breathing model [Moreno-Ingelmo 08].
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Abstract
Diagnosis and therapy planning in oncology applications often rely on the joint exploitation of two complementary imaging
modalities, namely Computerized Tomography (CT) and Positron Emission Tomography (PET). While recent technical
advances in combined CT/PET scanners enable 3D CT and PET data of the thoracic region to be obtained with the
patient in the same global position, current image data registration methods do not account for breathing-induced
anatomical changes in the thoracic region, and this remains an important limitation. This paper deals with the 3D
registration of CT thoracic image volumes acquired at two different instants in the breathing cycle and PET volumes of
thoracic regions. To guarantee physiologically plausible deformations, we present a novel method for incorporating
a breathing model in a non-linear registration procedure. The approach is based on simulating intermediate lung shapes
between the two 3D lung surfaces segmented on the CT volumes and finding the one most resembling the lung surface
segmented on the PET data. To compare lung surfaces, a shape registration method is used, aligning anatomical landmark
points that are automatically selected on the basis of local surface curvature. PET image data are then deformed to match
one of the CT data sets based on the deformation field provided by surface matching and surface deformation across the
breathing cycle. For pathological cases with lung tumors, specific rigidity constraints in the deformation process are
included to preserve the shape of the tumor while guaranteeing a continuous deformation.

Keywords: CT, PET, volume registration, thorax, lung, breathing model, landmark point selection, rigidity constraints

Introduction

Lung radiotherapy has been shown to be effective

for the treatment of lung cancer. This technique

requires a precise localization of the pathology and

a good knowledge of its spatial extent in order to

monitor and control the dose delivered inside the

body to both pathological and healthy tissues.

Radiotherapy planning is usually based on two

types of complementary image data: Positron

Emission Tomography (PET) images, which

provide good sensitivity in tumor detection and

serve as a reference for computing relevant indices

such as SUV (Standardized Uptake Value), but

do not provide a precise localization of the

pathology; and Computerized Tomography (CT)

images, which provide precise information on the

size and shape of the lesion and surrounding

anatomical structures, but only reduced informa-

tion concerning malignancy. Joint exploitation of

these two imaging modalities has a significant
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impact on improving medical decision-making for

diagnosis and therapy [1–3], while requiring

registration of the image data. The registration is

important for radiotherapy, in addition to segmen-

tation, given that neither of the two modalities

provide all the necessary information. Finally, to

visualize the overall pathology in the lungs, it is

necessary to register the whole volume and not just

regions of interest such as tumor or heart regions.

In this paper, we investigate the case of thoracic

images depicting lung tumors. Examples of CT

and PET images are shown in Figure 1.

Combined CT/PET scanners, which provide

rigidly registered images, have significantly reduced

the problem of registering these two modalities [4].

However, even with combined scanners, non-linear

registration remains necessary to compensate for

cardiac and respiratory motion [5]. The most

popular approaches are elastic registration [6], fluid

registration [7] and the demons algorithm [8]. More

complete surveys of image registration can be found

in references [9], [10] and [11].

In the particular case of lungs and lung tumors,

the difficulty of the problem is increased as

a result of the patient’s breathing and the induced

displacement of the tumor, which does not undergo

the same type of deformation as the normal lung

tissues. For example, the tumor is not dilated during

the inspiration phase. As a first approximation,

its movement can be considered as rigid.

Unfortunately, most of the existing non-linear regis-

tration methods do not take into account any

knowledge of the physiology of the human body or

of the tumors. Some methods have been proposed

to introduce local constraints based on FFD (Free

Form Deformation) [12], variational and probabil-

istic approaches [13], landmark points [14, 15] and

local rigidity constraints [16]. With the exception of

the last approach, none of these methods really take

into account the shape of the tumor. Consequently,

all of these non-linear methods provide an accurate

estimation of the deformation of the surface of the

lungs, but rigid structures, such as tumors, are

artificially deformed at the same time and the

valuable information in the area of the pathology

may be lost. This limitation is illustrated in Figure 2:

the tumor suffers non-realistic deformations when

a global non-linear registration is applied.

In this paper, we propose to overcome these

limitations by developing a non-linear registration

Figure 2. Non-linear registration without tumor-based constraints. (a) A slice of the original CT image. (b) The
corresponding slice in the PET image. (c) The registered PET. The absence of constraints on the tumor deformation leads
to undesired and irrelevant deformations of the pathology. In (a), the cursor is positioned on the tumor localization in the
CT data, and in (b) and (c) the cursor points to the same coordinates. This example shows an erroneous positioning of
the tumor and illustrates the importance of tumor segmentation and the use of tumor-specific constraints during the
registration in (c). [Color version available online.]

Figure 1. CT images (coronal views) corresponding to two different instants in the breathing cycle, end-expiration
(a) and end-inspiration (b), and a PET image (c) of the same patient (patient A in our tests). [Color version available
online.]
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method with two key features: a breathing model

is used to ensure physiologically plausible deforma-

tions during the registration; and the specific

deformations of the tumors are taken into account

while preserving the continuity of the deformations

around them. In the context of radiotherapy

treatment planning, precision requirements for

registration and delineation of lung and tumor

borders are somewhat alleviated by the use of a

security margin around the tumor. As a conseq-

uence, millimetric precision is not required, and it is

possible to work on the PET data without having

to cope specifically with its limited resolution

and induced partial volume effects. A precision of

1 or 2 centimeters is typically considered sufficient

for such applications.

The proposed method involves first a series of

surface registrations and then image volume regis-

tration. Its main components can be summarized as

follows:

1. A physiologically driven breathing model is

introduced into a 3D non-linear surface registra-

tion process. This model computes realistic

deformations of the lung surface. Whereas

several breathing models have been developed

for medical visualization, for correcting artifacts

in images, or for estimating lung motion for

radiotherapy applications, few papers exploit

such models in a registration process.

2. Physiology is further taken into account

with a landmark-based surface registration, by

selecting anatomical points of interest and

forcing homologous points to match.

3. Volume registration is based on the displacement

field identified during surface registration, com-

bined with rigidity constraints that help preserve

the size and shape of the tumors, as an extension

of the method proposed by Little et al. [16].

Constraints on the heart are also introduced.

This paper is an extended version of our previous

work [17]. Moreover, new steps are proposed, in

particular the introduction of rigidity constraints on

the heart and a quantitative evaluation of the

proposed method. Figure 3 shows the complete

computational workflow. After describing previous

research exploiting breathing models for radio-

therapy applications in the next section, each

component of the proposed registration method is

detailed in the succeeding sections, namely the

segmentation, the breathing model and its adapta-

tion to a specific patient, and the non-linear

registration based on landmark points and rigidity

constraints. Finally, clinical evaluation and

a discussion are presented.

Overview of breathing models and registration

Currently, respiration-gated radiotherapies are

being developed to improve radiation dose delivery

to lung and abdominal tumors [18]. Movements

induced by breathing can be taken into account at

two different levels: during the reconstruction of the

3D volumes and/or during the treatment. In the

case of reconstruction of volumes, the methods

depend on the equipment [19, 20]: the respiration

signal must be acquired and synchronized with the

acquisitions.

In order to take into account breathing during the

treatment, three types of techniques have been

proposed so far: active techniques [21], passive or

empirical techniques [22–26], and model-based

techniques [27]. We are particularly concerned

with the model-based techniques because the

deformations of the surfaces of the lungs can be

precisely computed with these methods and, in

contrast to passive methods, specific equipment is

not necessary. Two main types of model can be

used: geometrical or physical.

For geometrical models, the most popular tech-

nique is based on Non-Uniform Rational B-Spline

(NURBS) surfaces that are bidirectional parametric

representations of an object. NURBS surfaces have

been used to correct for respiratory artifacts in

cardiac SPECT images [28]. A multi-resolution

registration approach for 4D Magnetic Resonance

Imaging (MRI) was proposed [29] for evaluating

amplitudes of movement caused by respiration, and

a 4D phantom and an original CT image were also

recently used to generate a 4D CT and compute

registration [30].

Physically based models describe the important

role of airflow inside the lungs, which requires

acquisition of a respiration signal. Moreover, these

models can be based on Active Breathing

Coordinator (ABC), which allows clinicians to

pause the patient’s breathing at a precise lung

volume. Some methods are also based on volume

preservation [31–35].

Only a few studies have really employed

a breathing model in a registration process.

Segmented MRI data was used to simulate PET

volumes at different instants in the breathing

cycle [36]. These estimated PET volumes were

used to evaluate different PET/MRI registration

processes. Other researchers [29, 37] used pre-

registered MRI to estimate a breathing model,

while the use of CT registration to assess the

reproducibility of breath-holding with ABC was

recently presented [27]. In another method,

the respiratory motion is estimated with a

variational approach that combines registration

Breathing model for registration 283
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and segmentation of CT images of the liver [38].

Overall, previous studies have used and estimated

breathing models for visualization, simulation, or

medical investigations, but none has introduced

the use of such models for multi-modal registra-

tion in radiotherapy applications. From a model-

ing and simulation point of view, physically based

models are better suited for simulating lung

dynamics and are easy to adapt to individual

patients, without the need for external physical

controls.

Segmentation

As previously shown in numerous papers, including

reports from our own group [39], the registration of

multi-modal images in strongly deformable regions

such as the thorax benefits greatly from a control of

the transformations applied to the different organs.

This control can rely on a previous segmentation of

homologous structures that are visible in both

images. In the thorax, the problem is exemplified

by the fact that the organs may undergo different

TumorsLungs

PET deformation

Landmark points matching

Landmark points selection

PET

Heart

Closest CT selection

Patient-specic model

Physics-based model

Selected CT mesh

Segmentation

Meshes
(3D+t)

(Section Segmentation)

Breathing model

(Section Breathing
Model)

Registration
(Section
Registration)

CT(s)

Reference CT(s)

Figure 3. Registration of CT and PET volumes using a breathing model. Segmentations are performed on the volumes,
whereas simulation of lung shapes is based on surface meshes. Consequently, the first two steps of the registration process
are performed on meshes, while the final step, concerning PET deformations, is computed on the volumes: We obtain
a dense registration of the PET volume to the original CT volume.
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types of deformation during breathing and patient

movements. Therefore, the proposed method relies

on the segmentation of different anatomical

structures:

. Surface of the lungs. The generation of

meshes at different instants in the breathing

cycle is based on instances of the lung

surface geometry.

. Tumors inside the lungs. To take into account

the specific deformations of the tumors, we

need to locate and segment the pathologies.

. Heart. In this work, we do not deal with the

difficult problem of heart registration.

However, the lung deformations must not

affect this organ and, for this reason and as

a first approximation, we consider the heart

as a rigid structure in our method.

The segmentation of the lungs in CT images has

been detailed in our previous work [40]. It relies on

a classification based on grey levels. The best class is

chosen according to its adequation to general

anatomical knowledge concerning typical volume

values for the lungs. Some refinement steps are then

performed, based on mathematical morphology

operations and a deformable model, with a data

fidelity term based on gradient vector flow and

a classical regularization term based on curvature.

Two types of images can be acquired in PET: an

emission image (in which the tumor can be seen,

but the surface of the lungs is not well visualized)

and a transmission image (in which the tumor

cannot be seen as well as in the emission image, but

the surface of the lungs is easier to detect). In most

of the acquisitions, only the emission image was

stored, being the most significant one for diagnosis.

Consequently, if possible, the segmentation is

performed on the transmission image, using

a similar approach as with CT. If the transmission

image is not available and the PET image comes

from a combined CT/PET machine, then the

segmentation of the lungs in CT is used to provide

a rough localization. Otherwise, the segmentation

of the lungs in PET is performed directly on

the emission images (examples are provided in

Figure 4) for CT segmentation.

The segmentation of the tumor is semi-automatic

[40] (examples are shown in Figure 5). The user

selects a seed point inside the tumor, then a region-

growing approach is used to segment the tumor in

the PET and CT images. It should be noted that an

ultra-precise delineation of the tumor is not

required. In particular, we do not have to deal

with the partial volume effect. The segmentation is

only used to impose a specific transformation in the

region of the tumor, which is different from that of

the lungs, and the continuity constraints imposed

on the deformation field ensure that the transforma-

tion evolves smoothly and slowly as the distance to

the tumor increases, thus guaranteeing that the final

registration is robust to the segmentation.

The segmentation method for the lungs and

tumors has been successfully tested on more than

Figure 5. Results of automatic heart segmentation (green contour) for two cases where a tumor (red contour) is present in
the right (a, b) and left (c, d) lungs. [Color version available online.]

Figure 4. (a) Coronal view in an original CT image. (b) The segmented lungs in this CT image.
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20 cases, featuring various tumor positions and

sizes.

The segmentation of the heart is a challenging

and important problem. Although the majority of

existing methods concern the segmentation of the

ventricles, there is a real need to be able to segment

the heart as a whole. An original method [41] has

been proposed based on anatomical knowledge of

the heart, in particular with regard to its position

between the lungs. The ‘‘between’’ relation can be

efficiently modeled mathematically in the fuzzy set

framework, thus dealing with the intrinsic impreci-

sion of this spatial relation [42]. Computing this

relation for the two segmented lungs leads to a fuzzy

region of interest for the heart that is incorporated in

the energy functional of a deformable model. This

method has been applied successfully on more than

10 non-contrast CT images, yielding good accuracy

with respect to manual segmentations (a sensitivity

of 0.84 and an average distance between the two

segmentation results of 6 mm), and good robustness

with respect to the parameters of the method. This

evaluation has been detailed in our previous

work [41]. Some examples of heart segmentation

are illustrated in Figure 5. In PET images, the heart

is manually segmented at this stage of development.

Breathing model

Physics-based dynamic 3D surface lung model

Here we briefly describe the breathing model [43,

32] used in this work. The two major components

involved in the modeling are the parametization of

PV (Pressure-Volume) data from a human subject,

which acts as an ABC (cf. Figure 6), and the

estimation of the deformation operator from 4D CT

lung data sets.

The parametrized PV curve, obtained from

a human subject, is used as a driver for simulating

the 3D lung shapes at different lung volumes [32].

For the estimation, a subject-specific 3D deforma-

tion operator, which represents the elastic properties

of the deforming 3D lung surface model, is

estimated. The computation takes as input the 3D

nodal displacements of the 3D lung surface meshes

Figure 6. The physics-based breathing model. (a) depicts the pressure-volume relation, and (b) and (c) are two meshes of
the breathing model obtained with the reference 4D CTs. (b) is the end-expiration mesh, and (c) is the end-inspiration
mesh. This is the initial breathing model (based on a reference image) before any adaptation to a specific patient. [Color
version available online.]
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and the estimated amount of force applied on the

nodes of the meshes (which are on the surface of the

lungs). Displacements are obtained from 4D CT

data of a human subject. The directions and

magnitudes of the displacements of the lung surface

points are computed for the 4D CT using the

volume linearity constraint, i.e., the fact that the

expansion of lung tissues is related to the increase in

lung volume and the cardiac motion. The amount of

applied force on each node, which represents the air

flow inside the lungs, is estimated based on a PV

curve and on the lungs’ orientation with respect to

gravity, which controls the air flow. Given these

inputs, a physics-based deformation approach based

on Green’s function (GF) formulation is estimated

to deform the 3D lung surface meshes. Specifically,

the GF is defined in terms of a physiological factor,

the regional alveolar expandability (elastic proper-

ties), and a structural factor, the inter-nodal

distance of the 3D surface lung model. To compute

the coefficients of these two factors, an iterative

approach is employed and, at each step, the force

applied on a node is shared with its neighboring

nodes, based on local normalization of the alveolar

expandability coupled with inter-nodal distance.

The process stops when this sharing of the applied

force reaches equilibrium. For validation purposes,

a 4D CT data set of a normal human subject

with four instances of deformation was considered

[32]. The simulated lung deformations matched

the 4D CT data set with an average distance error

of 2 mm.

Computation of a patient-specific breathing model

For each patient, we only have two segmented 3D

CT data sets (typically acquired at end-expiration

and end-inspiration). Therefore, we first estimate

intermediate 3D lung shapes between these two

meshes, followed by the displacements of lung

surface points. Since only two 3D CT data sets

are used, the registration is performed using

a volume linearity constraint and a surface smooth-

ness constraint that enables us to account for large

surface deformations. Thus, the direction vectors

for the surface nodes are given by the mode

described in the preceding sub-section and the

surface smoothness constraint. The direction vec-

tors of the lung surface displacement are computed

as follows: Their initial values are set based on the

direction vectors computed for a 4D CT data set.

The volume linearity constraint ensures that the

expansion of lung tissues is linearly related to the

increase in lung volume. To ensure surface smooth-

ness during deformation, the lung surface is divided

into two regions, cardiac and non-cardiac.

Of particular importance is the registration of the

lung surface in the cardiac region, where the

deformation is important, given the heart move-

ments. The smoothness constraint for the cardiac

region is set to minimize the average of the

smoothness operator computed for every surface

node, whereas for the lung surface in the non-

cardiac region, the supremum of the smoothness

operator is minimized. The magnitudes are com-

puted from the given 3D CT lung data sets and their

directions of displacement.

For known directions of displacement, the

magnitude of the displacement is computed from

the two 3D CT lung data sets by projecting rays

from the end-expiratory lung surface node along the

directions of the displacement (previously com-

puted) to intersect with the end-inspiration lung

surface primitives (triangles). With known estima-

tions of the applied force and ‘‘subject-specific’’

displacements, the coefficients of the GF are

estimated. The GF operator is then used to

compute the 3D lung shapes at different lung

volumes. In Figure 7, an example of meshes for

one patient is given, showing the volume variation

caused by breathing. This estimation allows the

intermediate 3D lung surface shapes to be com-

puted in a physically and physiologically accurate

manner, which can then be used to register the PET

images, as further discussed in the following

sections.

Simulated CT selection

To introduce physiological constraints and improve

the landmark points matching, we propose to

simulate a CT mesh that is as close as possible to

the original PET. A possible first approach could be

to simulate an average CT volume; however, in that

case, we would not have the benefit of the precise

generation of CT instants during the breathing

cycle, and the breathing deformations could not be

introduced. We assume that, even if the PET

volume represents an average volume throughout

the respiratory cycle, by using a breathing model we

can compute a CT volume at a given instant that

can be closer to the PET volume than the original

CT volumes.

Let us denote the CT simulated meshes M1,

M2, . . . , MN with M1 and MN corresponding to the

CT in maximum exhalation and maximum inhala-

tion, respectively. By using the breathing model, the

transformation �i,j between two instants i and j in

the breathing cycle can be computed as Mj¼�i,j (Mi).

By applying the continuous breathing model, we

then generate simulated CT meshes at different

instants (‘‘snapshots’’) in the breathing cycle.
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By comparing each CT mesh with the PET mesh

(MPET - the PET mesh is simply derived from the

segmented lung surface in the PET data), we select

the ‘‘closest’’ one (i.e., the one with the most similar

shape). The mesh that minimizes a measure of

similarity C (root mean square distance) is denoted

as MC, given as

MC ¼ argmin
i

CðMi,MPET Þ: ð1Þ

Registration

To obtain physiologically realistic transformations,

anatomical points of interest (landmark points) are

introduced which are selected and then matched on

the lung surfaces. Consequently, the quality of the

registration results will depend on the quality of the

landmark points matching process, which

takes anatomical knowledge into account by using

the surface meshes estimated with the breathing

model.

Landmark point selection

Here we focus on voxel selection, but more complex

features can also be detected [44] such as edges or

regions. The selection can be manual (as in most

methods) [15], semi-automated or automated [45].

Manual selection of landmark points is tedious and

time-consuming, motivating Hartkens et al. [14] to

suggest semi-automated selection integrating expert

knowledge in an automatic process. Automatic

selection decreases computational time while pre-

serving high accuracy and allowing anatomical

constraints, relying on curvature, for example

[45, 46].

In this sub-section, we use the meshes corre-

sponding to the segmented surfaces (see

Segmentation section above). We consider that

anatomical points of interest correspond to points

with local maximal curvature. Gaussian and mean

curvatures are both interesting because different

anatomical points of interest can be detected: mean

curvature can help detect points on costal surfaces,

whereas other points of interest can be easily

detected on the apex of the lungs by using

Gaussian curvature. In the present work, landmark

point selection is automatic and is based on

curvatures as follows:

1. Compute mean and/or Gaussian curvature(s) for

each voxel of the lung surface;

2. Sort voxels in decreasing order of absolute

curvature values;

3. Select voxels based on curvature and distance

criteria (detailed in the following paragraph);

4. Add voxels with zero curvature in underpopu-

lated areas.

This algorithm is designed to select voxels that

provide relevant information. In addition to this, we

need to obtain an approximately uniform spatial

distribution of landmark points to apply deformations

on the entire lung surface. If no landmark point is

selected in a large flat area, large interpolation errors

might arise after the registration step (cf. the PET

deformation sub-section below) (our interpolation

allows strong deformations if it is not sufficiently

controlled). Thus, in step 3, we consider

V ¼ {vi}i¼0� � �NS
, the set of voxels in decreasing order

of absolute curvature values, where NS is the number

of voxels of the surface; and VL¼ {vLi
}i¼0� � �NL

, the set

of landmark points, where NL is the number of

landmark points. For each voxel vi2V, i¼ 0� � �NS
with non-zero curvature, we add vi in VL, if 8vj2VL,

dg(vi, vj) > T, where dg is the geodesic distance on the

lung surface and T is a threshold to be chosen.

The geodesic distance on the surface is computed

Figure 7. Three simulated CTs for one patient (patient A in our tests), representing two intermediate points (a and b) and
the end-inspiration (c). The red crosses are on the same 3D points in each volume. [Color version available online.]
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efficiently using a propagation method, similar to the

Chamfer algorithm [47]. With this selection process,

some regions (the flattest ones) may contain no

landmark point, hence the addition of step 4: For

each voxel on the surface vi2V with zero curvature, if

there is no landmark point vj2VL with dg(vi, vj) < T,

we add vi in VL.

For this landmark point selection process, four

variants have been tested:

1. MEA: Mean curvature without step 4;

2. GAU: Gaussian curvature without step 4;

3. MEA-GAU: Using mean and Gaussian curvatures

without step 4;

4. MEA-GAU-UNI: Using mean and Gaussian cur-

vatures with step 4.

When mean and Gaussian curvatures are both

employed (MEA-GAU and MEA-GAU-UNI), the set V

merges the set of voxels in decreasing order of mean

curvature and the set of voxels in decreasing order

of Gaussian curvature by taking a value from each

set alternately. These strategies for landmark point

selection are compared in Figure 8. Results given by

the MEA and GAU methods are different, and it is

interesting to combine them (see the results

obtained with the MEA-GAU method). The MEA-

GAU-UNI method permits some points to be added

in locally flat regions. The influence of the choice of

the strategy on the respiration results will be further

considered in the Results and discussion sub-section.

Landmark points matching

We now discuss the steps taken in the computation

of patient-specific breathing models, which will be

used for the PET-CT registration. The landmark

points are selected on the original CT lung surface

mesh MN (cf. the preceding sub-section), and we

compute the matching of the landmark points with

the original PET mesh MPET (all the nodes of the

PET mesh are tested).

A direct matching, denoted as f Rd, can be

computed (dashed line in Figure 9):

MRd
PET ðN Þ ¼ f RdðMN ,MPET Þ, ð2Þ

where MRd
PET ðN Þ is the result of matching MPET

directly to MN (note that this could be done with

another instant in the breathing cycle Mi). Most of

the matching methods give good results when the

two volumes are quite similar or quite near to one

other. However, when the original CT lungs volume

is very different from the original PET lungs volume,

the matching may be inaccurate. To alleviate this

problem, we propose to exploit the breathing model

and introduce a breathing-based matching based on

the Iterative Closest Point (ICP) [48].

The transformation caused by the breathing is

used to match the landmark points (continuous line

in Figure 9) incorporating the transformation

between MN and MC (the CT mesh closest to

MPET) given by the breathing model:

�N ,C ¼ �Cþ1,C � �Cþ2,Cþ1 � � � � � �N ,N�1: ð3Þ

We apply �N,C to MN to obtain the corresponding

landmark points on MC, where MC¼�N,C (MN).

Then we compute the matching f r of the landmark

points in MC with the MPET as

Mr
PET ðCÞ ¼ f rðMC ,MPET Þ, ð4Þ

where Mr
PET ðCÞ denotes the corresponding nodes on

the MPET. As MC is the closest mesh to MPET, the

Figure 8. Selection of landmark points on the same axial view of the lung (patient B in our tests). In each image, two
regions of interest are identified with two rectangles. In the large rectangle, there is no landmark point with the GAU method
(b), whereas there are four landmark points with the MEA method (a). In the fusion MEA-GAU method (c), these landmark
points are selected. In the small rectangle, no landmark point is selected with the mean and/or the Gaussian curvatures
(a-c). However, a landmark point is added in this area with the MEA-GAU-UNI method (d). This example illustrates the
selected landmark points on one slice, but the selection has been computed on the volume. For this reason, no voxel has
been selected in the left flat region, i.e., a voxel has been selected in a close slice.
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inaccuracy of ICP (used in this stage), introduced

by important distances between the objects, is

minimized. Therefore, the final matching is given by

MRbm
PET ðN Þ ¼ f rð�N ,CðMN Þ,MPET Þ, ð5Þ

where MRbm
PET ðN Þ denotes the corresponding nodes

on the PET mesh using the breathing model.

PET deformation

The final step in the multi-modality registration

process consists of computing the deformation of

the whole PET image volume, and not only the

segmented lung surface. This task is based on the

previous results from landmark point correspon-

dences and lung segmentation. We take into

account the presence of tumors in the registration

process by introducing rigidity constraints and by

enforcing continuous deformations [49]. Tumors

are compact pathological tissues, and we can

assume that their deformations are different from

the alveolar expandability. As a first approximation,

rigid deformation of the tumors has been validated

by physicians.

Deformations for the whole PET image volume

are estimated based on correspondences between

anatomical landmark points (cf. the two preceding

sub-sections on selection and matching of landmark

points): at each voxel location, the displacement is

computed as an interpolation of the landmark

correspondence displacement field. The interpola-

tion takes into account the distance between the

voxel and each landmark point, while guaranteeing

a continuous deformation field and constraining

rigid structures. More precisely, the vector of

displacements f(t) of the voxel t is given by

fðtÞ ¼ LðtÞ|{z}
Linear term

þ
XNL
j¼1

bj �ðt, tjÞ

|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl}
Non-linear term

:
ð6Þ

where tj are the NL landmark points in the source

image that we want to transform to new sites uj

(the homologous landmark points) in the target

image. This is imposed by the constraints

8j, uj ¼ tj þ fðtjÞ: ð7Þ

Figure 9. Matching framework of the PET (MPET) and the original CT (MN): The MC mesh is the closest to the MPET

mesh. We can match landmark points between MPET and MN by following one of the two paths. The proposed method
corresponds to the bold line.
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The first term of Equation 6 represents the linear

transformation and the second term represents the

non-linear transformation of every point t in the

source image.

The linear term. When N0 rigid objects

(O1, O2, . . . , ON0
) are present, the linear term is

a weighted sum of each object’s linear transforma-

tion. The weights wi(t) are inversely proportional to

the distance from t to each structure and, for any

point t,

LðtÞ ¼
XN0

i¼1

wiðtÞLi ð8Þ

where Li, i¼ 1, . . . , N0 are the linear transformations

of the rigid objects (the tumors and the heart).

The weights wi(t) depend on a measure of distance

d(t, Oi) from the point t to the object Oi:

wiðtÞ ¼

1 if t 2 Oi

0 if t 2 Oj , j 6¼ i

qiðtÞPN0

j¼1 qjðtÞ
otherwise

8>>>><
>>>>:

ð9Þ

where qiðtÞ ¼
1

dðt,Oi Þ
� and �¼ 1.5 for the work

illustrated here. The smoothness of the interpola-

tion is controlled by the choice of this parameter.

A value of �> 1 ensures that the first derivative is

continuous.

The non-linear term. The non-linear transformation

is, for a point t, the sum of NL terms, one for each

landmark point. Each term is the product of the

coefficients of a matrix B (that will be computed in

order to satisfy the constraints on the landmark

points) with a function �(t, tj) that introduces

rigidity constraints corresponding to the rigid

structures, which do not have to follow the

transformation associated to the lung surface. This

is the main contribution of the registration method.

This function �(t, tj) is defined as

�ðt, tjÞ ¼ dðt,O0Þ dðtj ,O0Þ jt� tj j ð10Þ

where d(t, O0) is the distance from point t to the

union of rigid objects O0¼O1[O2[� � �[ON0
. It is

equal to zero for t2O0 (inside any of the rigid

structures) and takes small values when t is near one

of the structures. This measure of the distance is

continuous and weights the jt� tjj function [50].

Note that this formalism could be made more

general by replacing d(t, O0) with any function of

the distance to O0 that characterizes more accurately

the behavior of the surrounding regions. We have

used a linear (normalized) distance function as

a first approach.

Finally, with the constraints given by Equation 7,

we can calculate the coefficients bj of the non-linear

term by expressing Equation 6 for t¼ ti. The

transformation can then be defined in a matricial

way as

�Bþ L ¼ U ð11Þ

where U is the matrix of the landmark points ui in

the target image (the constraints), �ij¼ �(ti, tj)

(given by Equation 10), B is the matrix of the

coefficients of the non-linear term bi, and L repr-

esents the application of the linear transformations

to the landmark points in the source image, ti. From

Equation 11, the matrix B is obtained as

B ¼ ��1ðU � LÞ: ð12Þ

Once the coefficients bi of B are found, we can

calculate the general interpolation solution for every

point, as shown in Equation 6.

The importance of the non-linear deformation is

controlled by the distance to the rigid objects in the

following manner (cf. Figure 10):

. d(t, O0) makes �(t, tj) tend towards zero

when the point for which we are calculating

the transformation is close to one of the

rigid objects;

. d(tj, O0) makes �(t, tj) tend towards zero

when the landmark point tj is near one of

the rigid objects. This condition means that

the landmark points close to the rigid

structures hardly contribute to the non-

linear transformation computation;

. When both t and tj are far from the rigid

objects, then �(t, tj)’ jt� tjj.

Experimental validation

Data

We have applied our algorithm to a normal case

(patient A) and four pathological cases with

tumors (patients B through E). In all cases, we

have one PET (of size 144� 144� 230 with

resolution of 4� 4� 4 mm or 168� 168� 329

with resolution of 4� 4�3 mm) and two CT

volumes (of size 256�256� 55 with resolution of

1.42� 1.42� 5 mm to 512� 512� 138 with reso-

lution of 0.98� 0.98�5 mm), acquired during

breath-hold in maximum inspiration and inter-

mediate inspiration, from individual scanners. For

the breathing model, ten meshes (corresponding

to regularly distributed instants) are generated and

compared with the PET. Each mesh contains

more than 40,000 nodes. Here, the results are

Breathing model for registration 291

Chapter 3. 3D primitives

48



illustrated in two dimensions, but the algorithm is

computed in three dimensions. In Figure 11, we

compare the PET volume and two CT volumes:

the closest simulated CT and the CT at end-

inspiration.

Criteria

To quantify the quality of the results, the volumes

and surfaces of the segmented lungs in the original

CT and the registered PET are compared.

The original volume (or surface) of the CT is

denoted as O, and R corresponds to the registered

PET. The term jxj represents the cardinality of the

set x. The volumes are compared using some

classical measures:

. Percentage of false positives, denoted as FP, and

false negatives, denoted as FN. These values

correspond, respectively, to the percentage

of voxels inside or not inside the lungs in

the registered volume which are not

inside or are inside the lungs in the original

CT: FPðO,RÞ ¼ ½ðjRj � jO \ RjÞ=jRj� and

FNðO,RÞ ¼ ½ðjRj � jO \ RjÞ=jRj�. These cri-

teria evaluate the accuracy of the registra-

tion. Thus, for a correct result, FP and FN
will take low values.

. Intersection/union ratio, denoted as IUR. This

gives the ratio between corresponding

volumes (correctly registered) and volumes

that differ (false negatives and false

positives): IURðO,RÞ ¼ ½ðjO \ RjÞ=ðjO [ RjÞ�.

The higher this ratio, the higher the quality

of the registration.

. Similarity index, denoted as SIM. This

is defined by SIMðO,RÞ ¼ ½ð2jO \ RjÞ=
ðjOj þ jRjÞ�. This criterion must be as high

as possible.

. Sensitivity, denoted as SEN. This measures

the difference in volume between the

original volume and the registered volume

that has been correctly registered:

SENðO,RÞ ¼ ½ðjO \ RjÞ=jOj�. If the registra-

tion is efficient, this criterion tends to 1.

. Specificity, denoted as SPE. This measures

the difference in volume between the

registered volume and a correctly registered

volume: SPEðO,RÞ ¼ ½ðjO \ RjÞ=jRj�. If the

registration is performing well, this criterion

tends to 1.

The surfaces are compared using the following

criteria:

. Mean distance, denoted as MEAN. This is

given by MEANðO,RÞ ¼ 1
2
½dmeanðO,RÞþ

dmeanðR,OÞ� with dmeanðO,RÞ ¼ 1
jOj

P
o2O

Dðo,RÞ, where D(o, R)¼ [minr2Rd(o, r)] and

d is the Euclidean distance.

. Root mean square distance, denoted as RMS.

This is defined by RMSðO,RÞ ¼ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
2
½dRMSðO,RÞ2 þ dRMSðR,OÞ2�

q
with dRMSðO,RÞ ¼ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1
jOj

P
o2O Dðo,RÞ2

q
.

d(tj O0)

O0 = O1 ∪ O2 ∪ ∪ ON0

t tj

tj

t
tk

d(tk O0)
d(t O0)

d(t O0)

t

,

,

,

. . .

,

Figure 10. Illustration of the influence of the distance to the rigid objects (black ellipses) in the non-linear deformation.
Two different positions of a point t (one close to and one far from the rigid objects) are shown, and two points of interest
are represented by tj and tk. When a point of interest is close to a rigid object, like tk, it has little influence in the non-linear
term in Equation 6 (cf. Equation 10). When the point t is close to one of the rigid objects (like the t at the bottom of the
figure), its influence in the non-linear term is also reduced. [Color version available online.]
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Results and discussion

The complexity of each step of the proposed

algorithm is as follows (N denotes the number of

voxels):

. For the segmentation steps, the complexity

is linear for each segmentation, except when

the ‘‘between’’ relation is used (segmenta-

tion of the heart). Its complexity is 0(N2).

However, in practice, we noticed that

the relation could be computed with suffi-

cient precision by reducing the size of

the image, thus reducing N and the compu-

tation time.

. For the estimation of the breathing model,

the complexity can be decomposed into

three parts: (i) the complexity of computing

the displacement using the deformation

kernel is 0(n2), where n is the number

of surface nodes of the breathing model;

(ii) the complexity of registering the

end-expiration lung model with the end-

inspiration lung model is 0(n2); and (iii) the

complexity of estimating the deformation

parameters is 0(nlog n). Finally, the selec-

tion of the closest instant has a linear

complexity.

. For the registration, the complexity of the

selection of the landmarks is linear; the

complexity of the matching and the defor-

mation depends on the number of land-

marks NL and is respectively given by

0(NNL) and 0(N(NLþNO)), where NO is

the number of rigid objects.

In our tests, computation time for the whole process

could take two hours: a few seconds for the

segmentations, a few minutes for the landmark

point selection, and approximately 90 minutes for

the image volume registration process. Although

this is not a constraint because we do not deal with

a real-time application (this is not necessary for

therapy planning), the computation time will be

optimized in the future.

As illustrated in Figures 12 and 13 (one normal

case and one pathological case), correspondences

between landmark points on the original CT data

set and the PET data set are more accurate with the

breathing model (panels e and f in both figures) than

without (panels b and c). Using the model, the

corresponding points represent the same anatomical

structures and the uniqueness constraint of the

deformation field is enforced. In Table I, quantita-

tive results are given and we can see that the PET

volume is best registered with the proposed method

BM-UNI. The quality of the results can be visually

validated (panels f and i). In particular, the lower

part of the lungs is better registered using the model:

the lung contour in the registered PET data is closer

to the lung contour in the original CT data, as

shown in Figure 12 (panels j-l). In the pathological

case, the tumor is well registered and not deformed,

as illustrated in Figure 13. Here it can be observed

that the registration using the breathing model

avoids unrealistic deformations in the region

between the lungs. In addition, distances between

the registered PET lung surfaces and the original

CT lung surfaces are lower when using the breath-

ing model than when using the direct approach

(cf. Table I).

Finally, in Table I, we show that, for most of the

criteria, the best results are obtained with BM-UNI.

This method did not obtain the best results for

the criteria FN and SEN. However, the variations of

the values for these criteria are less than 2� 10�2,

and we can conclude that FN and SEN are

not very significant for comparing these four

different methods. We also give the results obtained

when we compare directly the original CT and the

PET and the closest CT and the PET. This gives an

indication of how the proposed method can improve

the results. Ideally, the results obtained with the

proposed methods should be better than those

obtained from the comparison between the

Figure 11. Superimposition of the contours for the same coronal slice in the PET (black contour) and two CTs (grey
contour) at two instants in the breathing cycle in patient B: (a) the closest to the PET (MC), and (b) end-inspiration (MN).
The criterion C corresponds to the root mean square distance.

Breathing model for registration 293

Chapter 3. 3D primitives

50



original CT and the PET. For the mean and RMS

errors, this hypothesis is always respected and,

moreover, the results are better than those obtained

from the comparison between the closest CT and

the PET.

Conclusion

In this paper, we have described the combination of

a CT/PET landmark-based registration method and

a breathing model to guarantee physiologically

plausible deformations of the lung surface.

The method consists of computing deformations

guided by the breathing model. The originality of

the proposed approach, which combines our land-

mark-based registration method including rigidity

constraints and a breathing model, lies in its strong

reliance on anatomical structures, its integration of

constraints specific to these structures on the one

hand and the pathologies on the other hand, and its

accounting for physiological plausibility. Initial

experiments (on one normal case and four patho-

logical cases) show promising results, with

Figure 12. Original PET (a) and CT (d and g) images in a normal case (patient A). Correspondences between selected
points in a PET image and an end-inspiration CT image (g) are shown in (b) for the direct method, in (e) for the method
with the breathing model and a non-uniform landmark points detection, and in (h) for the method with the breathing
model and a pseudo-uniform landmark points selection (corresponding points are linked). PET data is shown in (c) with
the direct method, in (f) with the method using the breathing model with a non-uniform landmark points distribution, and
in (i) with the method using the breathing model and landmark points pseudo-uniformly distributed. The fourth row of
images shows registration details on the bottom part of the right lung in a normal case: (j) is the end-inspiration CT; (k)
shows PET data registered without the breathing model; and (l) shows PET data registered with the breathing model.
The white crosses correspond to the same coordinates. The method using the breathing model provides a better
registration of the lung surfaces. [Color version available online.]
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significant improvement conferred by the breathing

model. In particular, for the pathological cases, it

avoids undesired tumor mis-registrations and pre-

serves tumor geometry and intensity (this being

guaranteed by the rigidity constraints, a main

feature of the proposed approach).

In this work, we consider the impact of the

physiology on lung surface deformation, based on

reference data from normal human subjects.

The methodology presented in this paper will

further benefit from the inclusion of pathophysiol-

ogy-specific data, once established. The use of

normal lung physiology serves to demonstrate

improvements in CT/PET registration using

a physics-based 3D breathing lung model. Current

ongoing work includes a deeper quantitative com-

parison and evaluation using a larger database in

collaboration with clinicians. Future work will also

include quantitative evaluations of the preservation

of tumor geometry and intensity.

Future investigations are expected to be focused

on refining the deformation model using pathophy-

siological conditions, and will include a more precise

characterization of the tumor movement and its

influence on the breathing model. Ultimately,

validation of the breathing model in pathological

cases should assess task-based performance on

a clinical problem. It will also be a great improvement

if the variability of the breathing model for different

patients can be taken into account by using different

typical breathing models that can account - as far as

possible - for all the individual differences.

Moreover, planned future work includes the use of

different criteria for the selection of the appropriate

Figure 13. Original PET (a) and CT (d and g) images in a pathological case (patient B: the tumor is surrounded by
a white circle). The correspondences between the selected points in the PET image and the end-inspiration CT image (g)
are shown in (b) for the direct method, in (e) for the method with the breathing model and a non-uniform landmark points
detection, and in (h) for the method with the breathing model and a pseudo-uniform landmark points selection
(corresponding points are linked). Registered PET is shown in (c) for the direct method, in (f) for the method with the
breathing model with a non-uniform landmark point distribution, and in (i) for the method with the breathing model and
landmark points pseudo-uniformly distributed. In panels (e) and (h) it can be observed that landmark points are better
distributed with a uniform selection. The fourth row shows registration details in the region between the lungs in
a pathological case: (j) is the end-inspiration CT; (k) is the PET registered without the breathing model; and (l) is the PET
registered with the breathing model. The white crosses correspond to the same coordinates. The method using the
breathing model avoids unrealistic deformations in this region. [Color version available online.]
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CT (see Simulated CT selection sub-section): the

RMS distance is a global criterion that does not take

into account local differences or similarities between

the surfaces. Another improvement would be for the

selection of landmark points to include points

undergoing significant displacements during respira-

tion, and the use of these points to guide the

registration procedure.
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Chapter 3. 3D primitives

3.4. Conclusion about 3D primitives

We presented a state of the art of classical 3D primitive detection approaches. Recently, some ap-
proaches rely on classical convolutional neural networks, cf.§ 12.2.1, [Zhou 18, Ghadai 19]. In [Shu 19],
two networks are combined: the first one allows to take into account geometrical characteristics based
on three descriptors (the most used in the community) while the second one allows to obtain a map
of the probabilities that the surface points are points of interest (this last network is based on an
auto-encoder, cf. § 12.2.3). A last classical classification is applied to distribute points of interest on
the surface.

This whole chapter has highlighted the fact that surface curvature remains the most studied criterion
in 3D. Since there are also many approaches in 2D, it seems quite natural to use this information jointly
between 2D and 3D. Moreover, we have separated 2D primitives and 3D primitives because there is
little work that compares 2D and 3D detection approaches. There are of course approaches that
combine these two types of information, and we describe some of them in the next chapter, § 4.2, but
few evaluate the repeatability of the results obtained in 2D and 3D, and few propose a methodology
adapted to this difference in the type of data manipulated. These are therefore the objectives of the
next chapter.
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Chapter 4.

2D/3D matching

4.1. Introduction to 2D/3D matching

What is this?

It is a question of finding 2D and 3D primitives, such as those defined in § 2.1 and 3.1, which correspond
to the same physical entities. The main difficulty lies in the fact that the definitions used in 2D and
3D must be consistent with each other so that these primitives can be matched. Very often, the
information used does not take into account texture or colour and relies on aspects related to the
shape of the elements to be recognized, such as silhouettes or occluding contours.

In the presented work, our objective is to characterise changes or rather degradations on objects of
urban scenes, by comparing a 2D image of this object, with its own photometric characteristics, with
a textureless 3D model without degradations, as shown in figure 4.1.

Figure 4.1.: 2D object recognition from a collection of 3D models – We have already explained the
application context in the figure 1.2. We assume that the studied object has been delimited by a
bounding box. Our goal is to recognize this object and its pose among a collection of non-textured 3D
models of multiple objects. It is important to note that apart from the texture, the 3D object shape
may also be different depending on the model we have in our database.
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Chapter 4. 2D/3D matching

Why?

In the case of multi-modal data matching, one of the most concerned fields is the analysis and un-
derstanding of medical images where the registratation of data from different sources is crucial for a
better treatment of the pathology (precise detection of the areas to be cured for the most adapted
treatment) [Nam 11]. For a consistent state of the art in this field, we recommend the following publi-
cation [Markelj 12]. In robotics, the need to match different kinds of data, especially 2D data with 3D
data, is also important [Wong 92]. This publication [Pomerleau 15] provides a presentation of the state
of the art in this field. In biometric recognition, we can also cite work in face recognition [Yang 08b].
Direct registration of a 2D image with 3D data can be useful to determine the location, i.e. the exact
place, of a photograph, assuming that a point cloud has been previously reconstructed [Irschara 09].

In the work presented, we wish to recognize objects from a textured 2D colour image and textureless
3D models.

How?

Before describing the different ways of performing this type of matching, we cite a set of remarkable
works but with different input data than ours. We think it is important to cite these methods
because, despite the highlighted difference, the elements presented and used for matching are close
to what is possible in our study context. Some systems are capable of simultaneously generating 3D
models or depth maps and 2D images, simplifying in part the registration problem, as with RGB-D
sensors [Cao 17a]. With RGB-D sensors, [Song 14] identifies objects using 3D models but relies only
on depth maps, which allows to be independent to colour, texture and possibly textured background.
In [Toshev 09], objects are recognized in videos, from known 3D models. A movement segmentation
allows to extract each object. Then, the object silhouette is used for matching. The advantage of
this approach is that the authors have many points of view on the object to be recognized. The
operator proposed in [Su 13] is generic and can be applied in both 2D and 3D but it is the pattern
recognition that is studied, and not directly the matching of these elements in 2D and 3D. The
authors hypothesize a detection (followed by shape sampling) that does not contained error. Once
again, only the outer contour of the shape is taken into account. In [Hinterstoisser 11], the authors
try to recognize non-textured objects. In the context of classical matching based on photometry and
texture, this is a delicate task, but this work overcomes this difficulty by using gradient maps. We
can also cite an approach that performs in parallel the matching of multiple images with multiple 3D
models to estimate the pose of an object in 2D and propose a 3D reconstruction [Huang 15]. The
originality of the approach comes, among other things, from the fact that it imposes a uniqueness
constraint. Finally, some methods are based on a priori on the studied shapes, such as articulated
objects citeIon2011.

The registration problem between 2D and 3D objects that we want to study is different because
we have only one image and no constraint on the objects handled. This problem is difficult because
the data acquired in the two modalities have very different characteristics. Indeed, in photographs,
the appearance of the object depends, on the one hand, on the intrinsic characteristics of the object,
such as texture, colour, albedo, and on the other hand, on the acquisition conditions, such as pose
and lighting. In addition, in an image taken in an uncontrolled environment, the background (the rest
of the scene containing the object) may also have texture or shapes that add additional difficulties in
comparing the 3D model and the image. On the contrary, for a 3D model, in most cases, the texture
of the object is not modeled and there is no background.

Matching 2D and 3D data means solving both a pose estimation problem [Crombez 18] and a
registration problem. In a very classical way, to perform this task, points of interest can be detected,
characterised and then matched [Wu 08, Agarwal 11], such as SIFT points [Crombez 18]. In the § 4.2,
we will detail the different existing approaches in 2D/3D direct matching but another way to solve
this matching problem is to consider two sub-problems [Shaiek 13]:
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4.2. Contributions to 2D/3D matching [Rashwan 19a]

(1) Choose a common representation for these two types of data;

(2) Match objects using this common representation.

Thus, the 2D/3D matching problem is transformed into a 2D/2D matching problem. We have chosen
to present the research work in this framework because dividing the problem into two sub-problems
simplifies understanding and treatment. In conclusion, the literature provides many methods for
combining different tools but not really tools for common analysis. Moreover, to our best knowledge,
few approaches attempt to quantitatively qualify the repeatability of tools between different data
sources. What we present below allows us to address these two aspects.

Quality of the results?

We use the same definition of repeatability as presented in the article on page 23. In addition, we
evaluate the interest of the proposed tools by assessing the quality of the repeatability obtained as
well as the quality of the estimated pose.

What about the descriptor?

As for detection, the descriptors used are based on those existing in 2D and 3D, such as for example
the descriptor SIFT [Wu 08], the descriptor HoG [Aubry 14, Lim 14] or a less time consuming version
in [Choy 15]. We can also cite the work of [Ricard 05a, Ricard 05b] which introduces a descriptor
applicable both in 2D and 3D and based on the Angular Radial Transform (ART).

4.2. Contributions to 2D/3D matching [Rashwan 19a]

In this paper[Rashwan 19a], supplemental material is cited and it is available in the appendix, § A.3.
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Using Curvilinear Features in Focus for Registering
a Single Image to a 3D Object

Hatem A. Rashwan, Sylvie Chambon , Pierre Gurdjos, Géraldine Morin, and Vincent Charvillat

Abstract— In the context of 2D/3D registration, this paper
introduces an approach that allows for matching features
detected in two different modalities, photographs, and 3D models,
by using a common 2D representation. More precisely, 2D images
are matched with a set of depth images representing the 3D
model. After introducing the concept of Curvilinear Saliency,
which is related to curvature estimation, we propose a new ridge
and valley detector for depth images rendered from 3D models.
A variant of this detector is adapted to photographs, first by
considering multi-scale features and second by integrating the
focus curve principle. Finally, a registration algorithm deter-
mines the correct view of the 3D model and, thus, the pose
of the photograph. This approach relies on the Histogram of
Curvilinear Saliency (HCS), an adaptation of the Histogram
of Oriented Gradients (HOG) to the proposed features in 2D
and 3D. The presented results highlight both the quality of the
features detected in terms of repeatability and the interest of the
approach for registration and pose estimation.

Index Terms— 2D-3D registration, pose estimation, object
detection, feature extraction, curvilinear saliency.

I. INTRODUCTION

MANY computer vision and robotic applications are used
to take 2D contents as input; recently, however, 3D

contents have become simultaneously available and popular.
To benefit from both modalities, 2D/3D matching is necessary.
For medical imaging, registration of pre-operative 3D volume
data with intra-operative 2D images is increasingly necessary
to assist physicians [27]. For robotics, the 2D/3D matching
can be useful to determine the 3D pose of an object of interest
for 3D navigation or object grasping [33]. The main goal is
to find the transformation of the 3D model that defines the
pose for a query 2D image. Thus, a typical 2D/3D registration
problem consists of two mutually interlocked subproblems,
that is, point correspondence and estimation.

To match 2D photographs directly to 3D models or point
clouds, most systems rely on detecting and describing features
on both 2D/3D data and subsequently on matching these fea-
tures [1], [47]. Some recent approaches are based on learning
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by a specific supervision classifier [41], [45]. In [45], a con-
volutional neural network (CNN) architecture is introduced
to predict a viewpoint. They combine multi-scale appearance
with a viewpoint-conditioned likelihood. The objective is to
predict key points to capture the finer details to correctly
detect the bounding box of the objects. In [41], the authors
have rendered millions of synthetic images from 3D models
under varying illuminations, lighting and backgrounds and
then have proceeded to use them to train a CNN model
for the viewpoint estimation of real images. These methods
produce very interesting results, but they require a high volume
of viewpoint-annotated images to learn the classifiers. What
makes it difficult to match the 3D features of an object to
the 2D features of one of its photographs is the appearance
of the object. Indeed, this appearance dramatically depends
on the intrinsic characteristics of the object, such as texture
and color/albedo, as well as the extrinsic characteristics related
to the acquisition, such as the camera pose and the lighting
conditions. Consequently, some approaches manually define
correspondences between the query image and the 3D model,
such as [10]. These manual selections can easily become
difficult to apply to large image sets. Moreover, in this paper,
we focus on automated approaches. Note that some systems
are able to generate a simultaneous acquisition of photographs,
and scanning of a 3D model; using this kind of system
nevertheless induces limited applications. Other methods solve
the problem by distinguishing two subproblems: choosing
the data’s common representation followed by finding the
correspondences. More precisely, these methods transform the
initial 2D/3D registration problem into a 2D/2D matching
problem by rendering multiple 2D images of 3D models
from different viewpoints, such as in [5], [7], [32]. The work
presented in this paper focuses on this type of approach.

Consequently, the first task of 2D/3D registration is to find
an appropriate representation of 3D models such that reliable
features can be extracted in 2D and 3D. In [5], synthetic
images of the 3D model are rendered, while depth images are
rendered in [7]. More recently, [32] proposes Average Shading
Gradients. This rendering technique for a 3D model averages
the gradient normals over all lighting directions to cope with
the unknown lighting of the query image. The advantage of
representing the 3D model by a set of depth images lies in
the fact that it can express the shape model independent of
color and texture information. Therefore, we have decided to
represent 3D models by sets of depth images; see Fig. 1.

The second difficulty of 2D/3D registration consists of
proposing how to match entities between the two modalities

1057-7149 © 2019 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
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Fig. 1. To compare 2D images with 3D models, a collection of rendered images of the 3D models from different viewpoints is used, and then, points of
interest (Multi-Curvilinear Saliency, MCS) are detected with common basis definitions between depth and intensity images. Each depth image is compared
with the original 2D image, based on this detection of points of interest, and the proposed algorithm gives as output the depth image with the most similar
point.

in this common representation. It can be partial [17] or dense
matching based on local or global characteristics [38]. In [5],
silhouettes extracted from synthetic images are matched to
those extracted from the color images. However, this method
does not have the capacity to account for most of the occluding
contours useful for accurate pose estimation. In turn, in [32],
Image Gradients are matched with their 3D representation,
but Image Gradients are still affected by image textures and
background. A key requirement for these features, as in classic
2D matching, is that the computation should be performed
with a high degree of repeatability. Here, similar to the
definition in [42], the repeatability of a feature is defined as
the frequency at which an element detected in the depth image
is also detected within ε pixels around the same location in the
corresponding intensity image (if it is supposed that the fea-
tures are not moving or are following a slight displacement).
Subsequently, by supposing that an individual photograph
of an object of interest is acquired in a textured environ-
ment, we will focus on comparing pre-processed features of
color images with features extracted in a depth image set;
see Fig. 1.

More precisely, the 3D object will be given by a set of 3D
depth surfaces, which describe how the object surface is short-
ened by a perspective viewing, and the image is given by the
3D intensity surface. Since the depth and the intensity surfaces
have a different order of representation, the two surfaces can-
not be directly matched. Thus, bringing both rendered depth
images and photographs into a common representation, such as
gradient and edge representation, allows for the establishment
of robust sparse 2D-to-3D matching [32]. The extraction of
gradient-based features corresponding to the object’s shapes
in both depth and intensity images regardless of illumination
and texture changes is proposed. In other words, as 2D
intensity images are affected by background, textures and
lighting changes, these difficulties are taken into account
by reducing the influence of non-redundant information

(i.e., colour and texture) on the features extracted from pho-
tographs. This means that the features in depth images that
highlight the object’s geometric characteristics are extracted.
For photographs, a refinement step is needed, which consists
of selecting salient points acquired by a camera in focus.
These points depend on the degree of blurring in an image.
Thus, the detected points are analyzed based on measuring the
blurring volume of every feature point. Finally, what we call
focus points should be able to detect the approximate shape
and to discard the other components, such as textures.

To summarize, the contributions of this paper are as follows:
1) A ridge and valley detector for depth images rendered

from the 3D model. We have called this Curvilinear
Saliency (CS), as it is related to the curvature estimation.
This representation directly relates to the discontinuities
of the object’s geometry, and the extracted features
should be robust in the face of texture and light changes.

2) A variant of this detector adapted to photographs.
This Curvilinear Saliency detector is applied at multi-
ple scales by searching over all scales and all image
locations to identify scale-invariant interest points. To
reduce the influence of structures due to texture and
background regions, the extraction of focus Curvilinear
Saliency features is introduced. This corresponds to
ridges unaffected by blurring.

3) A registration algorithm for determining the correct view
of the 3D model and thus the pose. We have introduced
the Histogram of Curvilinear Saliency (HCS), which
is a descriptor computed similarly to the Histogram of
Gradients (HOG) proposed in [9]. The HCS descriptor
is computed on both depth images (i.e., curvilinear fea-
tures extracted with Curvilinear Saliency detection) and
photographs (i.e., curvilinear features in focus extracted
with Multi-Scale Curvilinear Saliency detection), and
it combines the Curvilinear Saliency value with the
curvature orientation. The repeatability score measures
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the set of repeatable points detected both in a photograph
and in the rendered depth images.

After presenting the related work and notations, § II and III,
the 3D model representation is introduced, § IV, followed
by the image representation, § V. In addition, we describe
how robustness to background and texture can be achieved by
using the same principle as focus curve detection, § VI. The
results obtained illustrate how this new global approach for
2D/3D matching allows for obtaining more repeatable features,
compared to the state of the art, § VII. Finally, we explain
how 2D/3D registration is estimated, § VIII, and how pose
estimation is computed, § IX before the conclusions, § X.

II. RELATED WORK

As mentioned earlier, a typical 2D/3D registration problem
consists of two subproblems: feature correspondence and pose
estimation. Thus, the related work is divided into three parts
related to these subproblems: (1) Detection of features in 2D
photography, (2) detection of features in a 3D model and
(3) matching of 2D/3D features to estimate the 3D pose. We
briefly present classical detectors in 2D and 3D and highlight
that the associated points of interest, in 2D and 3D, are not
comparable, i.e., cannot be directly matched.

In 2D, edge detection [6] based on the first-order derivative
information is the initial technique. It can detect any kind of
edge, even low contrasted edges, not due to the structure but
more to texture. The second technique is to detect the points
of interest [40] by, for example, analyzing the eigenvalues of
the structure tensor [16]. Complementary to these methods,
blob detection [46] provides a description of image structures
in terms of regions. More recently, multi-scale approaches
have been introduced, such as a generalization of Harris
or Laplacian detectors [28] or the well-known approach of
SIFT, scale-invariant feature transform [26]. In [3], SURF,
speeded up robust features, a detector that is also based
on Hessian matrix analysis, is introduced to be faster than
these multi-scale techniques. All these techniques are robust
to light changes, rotations and translations and consequently
are invariant to viewpoint changes. However, they totally
rely on texture and/or intensity changes. Curvature detection
is one of the most important techniques of second-order
derivative-based approaches. Recently, [13] has proposed a
detector based on curvature κ , expressed as the change of
the Image Gradient along the tangent to obtain a scalar q
approximating κ . In addition, [11] presented PCBR, principal
curvature-based regions, the detector using the maximum or
minimum eigenvalue of the Hessian matrix in a multi-scale
space.

Feature extraction of 3D models/scenes can be classified
into point-based and image-based approaches. Most of the
point-based methods use SIFT in 3D by proposing an adap-
tation of the initial SIFT [37]. In image-based approaches,
the 3D model is first rendered to form images or geometric
buffers. Image processing methods are then applied such
as edge [23] or SIFT detection [24]. The apparent ridges,
AR [19], are a set of curves with points that are local maxima
on a surface; a view-dependent curvature corresponds to the

variation of the surface normal with respect to a viewing screen
plane. Average Shading Gradients, ASG, was proposed in [32].
This rendering technique is based on averaging gradients over
all lighting directions to cope with the unknown lighting
conditions.

In computer vision research, the problem of automatically
aligning 2D photographs with an existing 3D model of the
scene has been investigated over the past fifteen years. It can be
approached through indirect and direct methods [30]. For indi-
rect registration, these methods are implemented either by 3D-
to-3D registration or by finding some appropriate registration
parameters, such as the standard iterative closest point, ICP,
algorithm [4]. For direct registration, in [37], correspondences
are obtained by matching SIFT feature descriptors between
SIFT points extracted both in 2D and 3D. However, establish-
ing reliable correspondences may be difficult due to the fact
that the set of points in 2D and 3D are not always similar.
This is particularly due to the variability of the illumination
conditions during the acquisitions. Methods relying on higher-
level features, such as lines [48], planes [44] and building
bounding boxes [25], are generally suitable only for Manhattan
world scenes. Similarly, skyline-based methods [35] as well
as methods relying on a predefined 3D model [8] are of
limited applicability. Recently, the Histogram of Gradients,
HOG, detector [2] or a fast version of HOG [7] have been
used to extract the features from rendering views and real
images. Finally, in [32], 3D corner points are detected using
the 3D Harris detector and the rendering Average Shading
Gradient images on each point. For a query image, similarly,
corner points are detected on multiple scales. As the next
step, the gradient computed for patches around each point is
matched with the database containing Average Shading Gradi-
ent images using the HOG descriptor. This method still relies
on extracting gradients of photographs affected by textures and
background. Consequently, they propose a refining stage based
on RANdom SAmple Consensus, RANSAC [14], to improve
the pose estimation. All these approaches yield interesting
results, but they do not evaluate the repeatability between the
set of points detected in an intensity image and those detected
in an image rendered from the 3D model.

In this paper, structural cues (e.g., curvilinear shapes) based
on Curvilinear Saliency are extracted instead of only consid-
ering silhouettes since they are more robust to intensity, color,
and pose variations. In fact, they have the advantage of both
representing outer and inner (self-occluding) contours, which
also characterize the object and are useful for estimating the
pose. To merge in the same descriptor Curvilinear Saliency
values and curvature orientation, the HOG descriptor, which
is widely used in research and correctly describes the object
shape, is employed.

III. NOTATIONS

In the rest of the paper, we use the following notations:

• x, y, Z , f, I : scalars (and scalar-valued functions),
including Cartesian coordinates, are simply denoted with
letters without special formatting.

• x̃, ỹ: if needed, local Cartesian coordinates are distin-
guished by adding a tilde over the symbol.
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• P, M, and x: vectors (and vector-valued functions) are
denoted by bold letters.

• J: matrices (and matrix-valued functions) are denoted by
typewriter-style letters.

• S: regular surfaces are denoted by calligraphic mode.

We also use these special notations:

• ∇ f : the gradient vector of a scalar-valued function f .
• Fx : the partial first-order derivative ∂F

∂x of a vector-valued
function F w.r.t. variable x .

• Similarly, Fxy : the partial second-order derivatives ∂2F
∂x∂y

of F w.r.t. variables x and y.

For the two last notations, if the vector function is 1D, then
the scalar rule is applied.

IV. 3D MODEL REPRESENTATION

The work most related to that proposed in this paper is the
Average Shading Gradient (ASG) approach, which was pro-
posed in [32]. After introducing how the object surface can be
represented, the differences between these two approaches are
highlighted. For interested readers, a reminder on differential
geometry is given in the appendix Reminder on Differential
Geometry as supplementary material.

Object Surface Representation: Let M be the object surface
parameterized by M(x) � [X (x), Y (x), Z(x)]�, where x =
[x, y]� varies within the restricted image domain of a given
camera delimited by the occluding contour of the object. We
assume that M is such that all of its points M(x), as seen
from the camera viewpoint, are in one-to-one perspective
correspondence with the image point x = [x, y]�, such that
x = X (x)/Z(x) and y = Y (x)/Z(x). As a result, we obtain

M(x) = Z(x)[x�, 1]� (1)

Let n be the unit normal of M at P = M(x). The Gaussian
map N : M → � of M at P is the map that assigns to P
the vector N(P) = ±n on the unit sphere � such that N is
differentiable. Using the notation N̄(P) = Mx (x) × My(x) for

x = M−1(P), it can be computed as N(P) = N̄(P)∥∥N̄(P)
∥∥ , where

N̄ = Mx × My = Z
[−Zx,−Z y, x Zx + y Z y + Z

]� (2)

It can be shown that the Jacobian 3 ×2 matrix of N is written
as

JN = [
Nx Ny

] =
(
I− NN�)

JN̄ (3)

where the columns of JN̄ = [
N̄x N̄y

]
have the form

N̄� =
⎡
⎣

Zx Z� − Zx�Z
Z�Z y − Z�y Z

x Zx�Z + y Z�y Z + Z�(x Zx + y Z y + 3Z)

⎤
⎦ (4)

and � represents either x or y.

A. Average Shading Gradient (ASG) Feature [32]

Plötz et al. assumed that the image intensity function obeys
the Lambertian shading function for parallel light source s:

I (x, y) ∝ max(0,−N(x, y) · s) with s ∈ R3 (5)

Eq. (5) means that the reflectance describing the object mate-
rial is assumed to be Lambertian with constant albedo.1 In
addition, the image background is assumed to be constant
(e.g., as on a plane). The authors propose the magnitude
of the gradient of the shading function as a feature in the
intensity image. To register the intensity image to the 3D
(untextured) model, the idea is to generate virtual images when
viewing the object from different camera pose candidates.
Nevertheless, it is clearly impossible to render any such
virtual image obeying the shading function (5) without prior
information about the lighting direction and therefore about s.
Thus, the authors propose to replace the gradient magnitude
feature in the virtual images by a feature corresponding to
the average value of the gradient magnitude computed over
all light directions, which is the so-called Average Shading
Gradient magnitude. Denoting ‖∇ I ‖ as the magnitude of the
gradient of the shading function (5), the magnitude of the
Average Shading Gradient is then

‖∇I ‖ =
∫

S
‖∇ I ‖ ds (6)

with ‖∇ I ‖2 = I 2
x + I 2

y and where the vector s, cf. (5), varies
over the unit sphere S in R3, and ds is the volume element.
The nice contribution of Plötz et al. is, by applying Jensen’s
inequality, to derive the following closed-form bound on ‖∇ I ‖

‖∇I ‖ ≤
√∫

S
‖∇I ‖2 ds

= γ

√(
‖Nx‖2 + ∥∥Ny

∥∥2
)

with γ =
√

π

3
(7)

It is reported by the authors to behave like a very good
approximation of ‖∇ I ‖. This is the elegant way that the
authors do away with the unknown lighting direction s.

B. Proposed Curvilinear Saliency Features (CS)

As already mentioned, our goal is to find a common
representation between the 3D model and the 2D image to
match them. For that purpose, we first show how the 3D model
can be represented from different points of view and how
these different viewpoints can be compared to a 2D image.
The observed 3D object is represented by a set of synthetic
depth maps generated from camera locations distributed on
concentric spheres encapsulating it, by sampling elevation and
azimuth angles, as well as distances from the camera to the
object. A depth map Z(x, y) associates to every image point
(x, y) the Z -coordinate, w.r.t. the camera frame, of the object
3D point (1) that projects at image location (x, y). Let D
denote the depth surface that is the 3D surface with graph
parameterization is2 D(x, y) = [x, y, Z(x, y)]�. It is worth
noting that any two depth surfaces (from two different views)
are not equal to some Euclidean transformation.

Which features should be extracted in the depth map? We
aim at detecting depth discontinuities by searching points on

1A general shading function is I (x, y) = ρ(M(x, y)) max(0, −N(x, y) · s),
where ρ(M(x, y)) is the albedo at the object point M(x, y).

2Note the difference with (1).
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Fig. 2. The real conics of the Dupin indicatrix.

D having high principal curvature in one direction and low
principal curvature in the orthogonal direction. We denote this
as the curviness saliency features of surface loci of such points
that correspond to the ridges and valleys of this surface. Here,
the difference of the principal curvatures κ1 − κ2 is used to
describe the ridges and valleys, and we explain why.

1) Principal Curvatures and Directions: Consider a point
P = D(x, y). Let N′(x, y) denote the Gaussian map of D,
assigning to P the unit normal of D:

N′ = N̄′
∥∥N̄′∥∥ where N̄′ = Dx × Dy = α

[−∇Z

1

]
(8)

with ∇Z = [Zx , Z y]� and α = 1/
√

1 + ‖∇Z ‖2.
As the two columns of the Jacobian matrix JD of D are

Dx = [1, 0, Zx ]� and Dy = [0, 1, Z y]�, the first fundamental
form of D can be computed as

IP = I3 + ∇Z ∇�
Z

and the second fundamental form of D can be computed as

IIP = αHZ

where HZ is the Hessian matrix of Z , i.e., with the second-
order partial derivatives of Z w.r.t. x and y as elements.

The principal curvatures of D at P coincide with the
eigenvalues κα (α = 1, 2) of I−1

P IIP, which are always
real. In the tangent plane TP(D), the local coordinates of the
principal directions of D at P are given by the eigenvectors eα

of I−1
p IIp, so the 3D principal directions in 3D are written as

JDeα. As Koenderink wrote in [22], “it is perhaps not super-
fluous to remark here that the simple (eigen-)interpretation in
terms3 of IIP = αHZ is only valid in representations where
∇Z = 0”, which is the condition for the point to be a local
extremum.

Thanks to proposition 1, presented on page 3 of the sup-
plementary material, we know that that the principal curvature
κα at P associated to the principal 3D direction Tα = JDeα is
equal to the absolute magnitude of the change in the normal

|κα| = ∥∥dN′
P(Tα)

∥∥ (9)

where dN′
P(T) denotes the differential of N′ at P in direction

T. We will make use of this result for the image representation,
cf. §V. Now, let us explain the difference κ1 −κ2, where κ1 ≥
κ2 is proposed as a feature.

2) Curvilinear Feature: Without loss of generality, let κ1
and κ2 be the principal curvatures computed as ordered eigen-
values of I−1

p IIp so that κ1 ≥ κ2. We aim at detecting points

3i.e., by neglecting IP.

lying on “elongated” surface parts. In this work, we detect
points at which this difference is high:

C S(x, y) = κ1(x, y) − κ2(x, y) (10)

We call (10) the Curvilinear Saliency (CS) feature. Curvilinear
means a feature that belongs to a curved line. The rest of this
paragraph justifies such a choice.

Given a point P on D, let (x̃, ỹ) be the Cartesian coordinates
on the tangent plane TP(D)) w.r.t. the 2D frame whose origin
is P, and the orthonormal basis is formed by the principal
directions {e1, e2}. As a result, D can now locally be associated
to the new parameterization F(x̃, ỹ) = [

x̃, ỹ, F(x̃, ỹ)
]�, for

some height function F . In that case, it can be readily
seen that IP is the identity matrix, and so, I−1

P IIP =
IIP = diag(κ1, κ2) is exactly the Hessian matrix of F . For
some sufficiently small ε > 0, consider, on the two planes
parallel to TP(D) at distances ±ε from TP(D), the curves
C± = {(x̃, ỹ), F(x̃, ỹ) ∈ TP(D) | F(x̃, ỹ) = ±ε}. It can
be shown [15, p500] that the first-order approximation of
the intersections of D with the two parallel planes is the
union of two conics (one real and one virtual) with equations
IIP(x̃, ỹ) = ±2ε. This union is known as the Dupin indicatrix
when written in canonical form (i.e., by replacing 2ε by 1).

The real Dupin conic characterizes the local shape of D and
provides local information on the first-order geometry of the
surface, at least at points where the conic is non-degenerate.
It specializes as a parabola if the Gauss curvature vanishes,
i.e., κ1κ2 = 0, to an ellipse if κ1κ2 > 0 and to a hyperbola if
κ1κ2 < 0; see Fig. 2. Points are said to be elliptical, hyperbolic
or parabolic; more details are given in the appendix Analysis
of the Dupin central conics of the supplemental materials. The
Curvilinear Saliency C S is significant when κ1 
 κ2, which is
in the presence of distant foci and therefore a highly elongated
ellipse or a “squashed” hyperbola; see Fig. 2. This occurs, for
example, when the point is located on a depth “discontinuity”.
In turn, when κ1 � κ2, the conic approaches a circle, and the
distance between foci becomes very small.

3) A Simple Way to Compute the Curvilinear Feature: After
algebraic manipulations, it can be shown that I−1

P IIP = 1
αM

where

M �
[
(Z2

y + 1) Zx x − Zx Z y Zxy (Z2
y + 1)Zxy − Zx Z y Z yy

(Z2
x + 1) Zxy − Zx Z y Zx x (Z2

x + 1)Z yy − Zx Z y Zxy

]

Proposition 1: The squared curviness feature can be com-
puted as

CS2 � ‖∇Z ‖2
(
(traceM)2 − 4 det M

)
(11)

= 4 ‖∇Z‖2 (κ̄2 − K ) (12)

where κ̄ is the mean curvature of D, and K is its Gaussian
curvature (a proof is available in the appendix).
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Fig. 3. Curvilinear saliency of two shapes (columns 1, 5) with minimum (2, 6), maximum (3, 7) and the difference between maximum and minimum
eigenvalues (4, 8).

The reliance on the highest or smallest principal curvature
alone is not adequate for defining accurate ridges [36]. In
Fig. 3, we show the different detections obtained using the
minimum or the maximum principal curvature. The maximum
provides a high response only for dark lines on a light
background, while the minimum gives the higher answers
for the light lines on a dark background. The difference in
the principal curvatures, κ1 − κ2, improves robustness as it
responds in both settings.

V. IMAGE REPRESENTATION

We recall these notations:

• I (x, y) denotes the value of the image intensity function
I : U ⊂ R2 → R at image point (x, y).

• The intensity image can also be treated as an intensity
surface I defined by the vector function

I(x, y) = [x, y, I (x, y)]� (13)

Proposed Curvilinear Features for Images: Similar to the
work of [32], the Lambertian shading model (5) is assumed,
i.e., I (x, y) ∝ max(0,−N(x, y) · S). Recall that the unit
normal is N(x, y) = N̄(x, y)/

∥∥N̄(x, y)
∥∥ where N̄ is defined

in (2) and so only depends on the depth Z(x, y) and its
derivatives up to order-1.

We would like to detect features in the intensity surface I
and check whether they are good candidates to be matched
to detected curvilinear features in the depth surface D w.r.t.
a given camera pose. The key issue here is that detected
features in I can be matched to detected features in D on
the condition that both are based on measurements with the
same order of derivation in Z(x, y) to yield a “compatible”
matching that ensures repeatability. The fact that I depends
on Z(x, y) and its derivatives up to order-1 entails that the
detection of features in I must rely on order-1 variations of
the surface I(x, y), e.g., on its differential along some adequate
direction. Consider a point Q = I(x, y) on the image surface.
Let dIQ : U → R3 be the differential of I at Q. Given a
unit direction v = [a, b]� in the image xy-plane, we have
that dIQ(v) = aIx + bIy = JIv is the Jacobian matrix of I,
Ix = [1, 0, Ix ]� and Iy = [0, 1, Iy]�, where

I� = 1

2
(sign (N · s) − 1) (N� · s) (14)

� represents either x or y. It is an order-1 measurement of
the image surface variation at Q and is compatible with our
curvilinear measurements of the depth surface (i.e., with same
order of the derivatives of Z ).

To a obtain a scalar measurement, define the unit vectors
T1 = JI

∇ I‖∇ I ‖ and T2 by rotating T1 by π
2 . For α = 1, 2,

define

|μα| = ∥∥dIQ (Tα)
∥∥ (15)

which is the differential of I along unit direction Tα in the
image plane. It can be readily seen that ∇ I /‖∇ I ‖ is the
eigenvector of

J�
I JI =

[
Ix · Ix Ix · Iy

Ix · Iy Iy · Iy

]
=

[
1 + (Ix )

2 Ix Iy

Ix Iy 1 + (Iy)
2

]

= I+ ∇ I ∇�
I (16)

associated with the largest eigenvalue μα . The similarity
between the expression of the principal curvature computed
for the depth surface is noteworthy, cf. (15). In addition, note
that the matrix (16) is that of the first fundamental form of I.
Clearly,4 the maximum and minimum values of the quadratic
form

∥∥dIQ(v)
∥∥2 correspond the two eigenvalues of the first

fundamental form matrix given in (16). By a similar approach
to §IV-B, we can propose a feature μ1 − μ2, where μ1 ≥ μ2.

Proposition 2: Let μ1, μ2 be the two eigenvalues of the
first fundamental form matrix J�

I JI of I, in descending order.
Then, we have

μ1 − μ2 = ‖∇ I ‖2 (17)

Proof: The ordered eigenvalues of II
P = J�

I JI can be
deduced from those of ∇ I ∇�

I , i.e., ‖∇ I ‖2 and 0, so μ1 =
‖∇ I ‖2 + 1 and μ2 = 1. This concludes the proof stage.

The local shape of I at Q can be described by means of
the eccentricity of a conic, here given by the quadratic form
v�J�

I JIv = ±1. How can this conic be interpreted? The first-
order Taylor expansion for infinitesimal changes (dx, dy) in
the vicinity of Q = I(x, y) yields

I(x + dx, y + dy) − I(x, y) ≈ JI[dx, dy]� (18)

For any unit direction v = [a, b]� in the xy-plane,
the quadratic form v�J�

I JIv returns the linear part g of growth
in arc length from I(x, y) to I(x + a, y + b). In addition,

g2 = ∥∥dIQ((dx, dy)
∥∥2 = v�J�

I JIv (19)

The following is an important remark that we highlight here
and is not mentioned in [32]. The AVG feature defined in (7)
is actually the Frobenius norm of the Jacobian matrix JN
of the map N(x, y), see (3), up to constant γ . Clearly, this
describes the second-order behavior of the surface M relative
to the normal at one of its points in the immediate vicinity of

4If A�A is full rank, then the maximum (resp. minimum) of ‖Ax‖2 =
x�A�Ax under the constraints ‖x‖2 = 1 is given by the largest (resp.
smallest) eigenvalue of A�A. Here, A = J�

I JI is 2 × 2 and generally full
rank.

Authorized licensed use limited to: INP TOULOUSE. Downloaded on July 12,2020 at 09:30:46 UTC from IEEE Xplore.  Restrictions apply. 

4.2. Contributions to 2D/3D matching [Rashwan 19a]

65



RASHWAN et al.: USING CURVILINEAR FEATURES IN FOCUS FOR REGISTERING A SINGLE IMAGE TO A 3D OBJECT 4435

this point. Using the results in (2), (3) and (4), we can claim
that the extracted feature in the virtual image only depends on
X, Y, Z and their derivatives up to order-2. This is consistent
(regarding the considered orders of the derivatives of X, Y, Z )
with the feature ‖∇ I ‖ =

√
I 2
x + I 2

y detected in the intensity
image, where I�, with � ∈ {1, 2}, is given in (14).

We have presented how some information relative to Curvi-
linear Saliency can be extracted, both in 3D and 2D. In the next
section, this Curvilinear Saliency measurement is improved
in 2D to be robust to texture and to background.

VI. ROBUSTNESS TO TEXTURE AND BACKGROUND

A. Multi-Curvilinear Saliency (MCS)

Contrary to depth images that represent textureless 3D
shapes, intensity images are composed of shape and tex-
ture components. Consequently, the Curvilinear Saliency (CS)
estimated from intensity images is affected by the textured
regions. Our idea is to put forward the assumption that multi-
scale analysis can discriminate between key points (those with
high CS value in the image) due to shape and key points due
to texture.5 At a coarse level, edges detected are reliable but
with a poor localization, and they miss small details. At a fine
level, details are preserved, but detection suffers greatly from
clutter in textured regions. In addition, the CS values of small
details and textures are high at the coarse level, whereas these
values decrease in the finest levels. To combine the strengths
of each scale, the CS value of each pixel over n scales is
analyzed. If this value at all scales is higher than a threshold
T , the maximum Curvilinear Saliency (MCS) value of this
pixel over all scales is then kept. This threshold is a function
of the number of the smoothed images, n, (i.e., T = e−n:
when n is small, then T is high, and vice versa). However,
if the CS value is lower than T in one level, it is considered a
point that belongs to a texture (or a small detail) point; thus,
it is removed from the final Multi-Scale Curvilinear Saliency
image. Adding this multi-scale step should help reduce the
impact of the texture; however, in the next section, we propose
introducing the principle used for estimating focus maps to
increase the robustness to the background and to the presence
of the texture. Before introducing the proposed improvement,
we briefly present existing works concerning texture detection
and, in particular, those concerning focus curve estimation.

B. Extraction of Texture: State of the Art

Various methods, such as [20], [34], have been proposed
for extracting the texture from a natural image. In these
approaches, the image is separated into two components
while preserving edges by first smoothing the intensity image,
as a pre-processing stage, and then extracting the shape/the
structure from that image relying on prior knowledge. These
methods are analogous to the classical signal processing low
pass-high pass filter decomposition. However, even if it is

5To build the scale pyramid, an edge-preserving smoothing approach,
denoted as an anisotropic diffusion filter [29], is used. It tries to separate
the low-frequency components (i.e., sharp edges) from the high-frequency
components (i.e., textures) by preserving the largest edges in an image.

correct to consider that the structure part of an image contains
strong edges, the texture can also contain medium and high
frequencies. Another possibility is to consider focusness.

Usually, focusness, which is related to the degree of focus,
is defined as being inversely proportional to the degree of blur
(blurriness) [18]. It is a valuable tool for depth recovery [50]
and also for blur magnification or image quality assessment.
Blurring is usually measured in regions containing edges since
edges would appear in images as blurred luminance transitions
of unknown blurring scale [12]. Then, the estimation of the
blur can be propagated to the rest of the image. Since blur
occurs for many different reasons, this task is challenging, and
in research, many methods have been proposed [43]. Interested
readers can find details about techniques that take into account
penumbra blur or shading blur [50], in particular, with multiple
scales [18].

Finally, most of the existing algorithms [18], [50] depend
on measuring the blur amount using the ratio between the
edges at two different scale levels (i.e., the original image
and the re-blurred image). Consequently, we propose using the
ratio between the two Curvilinear Saliency images that contain
robust edges at different scales to determine the blur amount
based on the methods developed in [50]. Concerning the
multi-scale aspect, our approach is inspired by the principles
explained in [18].

C. Removing Background With Focus Curves: State
of the Art

Based on the mapping between the depth of a point light
source and the focus level of its image, shape from defo-
cus (SFD) approaches recover the 3D shape of a scene from
focused images that represent the focus level of each point in
the scene [31]. Consequently, it seems interesting to introduce
what is called the detection of “focus curves”. More precisely,
these curves mean that the scale of blurring is estimated at the
Curvilinear Saliency feature of the 2D image and that these
features are supposedly related to discontinuities.

Focal blurring occurs when a point is out of focus. When the
point is at the focus distance d f from the lens, all the rays from
it converge to a sharp single sensor point. Otherwise, when
d �= d f , these rays generate a blurred region in the sensor
area. The blurred pattern generated in this way is called the
circle of confusion (CoC), the diameter of which is denoted c.

In [18], [50], the defocus blur can be modelled as a convolu-
tion of a sharp image with the point spread function (PSF). The
PSF is usually approximated by a Gaussian function g(x, σ ),
where the standard deviation σ ∝ c measures the blurring
amount and is proportional to the diameter of the CoC:

c = |d − d f |
d

f

d − f
,

where d, d f , f are the focus distance, defocus distance and
focal length, respectively. A blurred edge i(x) is then given by

i(x) = f (x) ⊗ g(x, σ ) (20)

where f (x) = Au(x) + B is an ideal edge, and u(x) is the
step function. The terms A and B correspond to the amplitude
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and the offset of the edge, respectively. Note that the edge
is located at x = 0. In [50], the blur estimation method was
described for a 1D case. The gradient of the re-blurred edge is

∇i1(x) = ∇(i(x) ⊗ g(x, σ0))

= ∇((Au(x) + B) ⊗ g(x, σ ) ⊗ g(x, σ0))

= A√
2π(σ + σ0)

exp

(
− x2

2(σ 2 + σ 2
0 )

)
(21)

where σ0 is the standard deviation of the re-blur Gaussian
kernel. Thus, the gradient magnitude ratio between the
original and the re-blurred edges is

R = | ∇i(x) |
| ∇i1(x) |

=
√

σ 2 + σ 2
0

σ 2 exp −
(

x2

2(σ 2)
− x2

2(σ 2 + σ 2
0 )

)
. (22)

It can be proven that the ratio is a maximum at the edge
location (x = 0), and the maximum value is given by

R =
√

σ 2 + σ 2
0

σ 2 (23)

Finally, given the maximum value R at the edge locations,
the unknown blurring amount σ can be estimated using

σ = σ0√
R2 − 1

(24)

D. Multi-Focus Curves (MFC) Based on Curvilinear Saliency

We propose using the Curvilinear Saliency computation
instead of the edge response to estimate the focus curves of an
input image. In addition, focus curves are estimated at multiple
scales rather than at one scale as proposed in [50]. All the
information obtained from different blurring scales is com-
bined. In consequence, the Curvilinear Saliency is given by

C S = α((I 2
x + I 2

y )) ⊗ g(x, y, σ ) (25)

Then, the re-blurred Curvilinear Saliency image, denoted
C Si , at multiple scales can be defined as

C Si = α((I 2
x + I 2

y )) ⊗ g(x, y, σ ) ⊗ g(x, y, σi ) (26)

with n being the number of scales, and i = 1, 2, . . . , n.
Hence, the ratio between the original and the re-blurred
Curvilinear Saliency is

Ri = C Si

C S
= σ 2 + σ 2

i

σ 2 exp −
(

x2 + y2

2(σ 2)
− x2 + y2

2(σ 2 + σ 2
i )

)

Within the neighborhood of a pixel, the response reaches its
maximum when x = 0 and y = 0; thus,

Ri |0= C Si

C S
= σ 2 + σ 2

i

σ 2 = 1 + σ 2
i

σ 2

Finally, given the maximum value Ri at each scale level,
the unknown blur amount σi can be estimated using

σi = σi√
Ri |0 −1

, (27)

For n scales, n − 1 focus curve scales are computed by
using the ratio between the Curvilinear Saliency of the coarse
level (i.e., the original image) and the next scale levels. By
following the same remarks as in section VI-A, we define
Multi-Focus Curves (MFC) that correspond to the fusion of
all the focus curves into one map by keeping only the pixels
that have a high focus value in all the n −1 scales (i.e., a high
value means a value larger than T = e−n , chosen in the same
way as in section VI-A). If the pixel has a high value at all
scales, the maximum value of the scale of blur is taken into
account to build the final multi-scale curve map:

M FC = 1

arg maxi (si )
. (28)

In conclusion, the highest values of the estimated M FC
indicate edges that have low blurring (i.e., sharp edges). On
the contrary, low values indicate ones that have a high level of
blurring. Consequently, we expect that focus curves highlight
salient Curvilinear Saliency in images that are approximately
similar to the detected Curvilinear Saliency features in depth
images.

VII. EXPERIMENTS FOR FEATURE DETECTION

A. Comparison With Existing Methods

One of our most important objectives in this work was
to introduce a detector that is more repeatable between
2D images and 3D models than classical detectors. Conse-
quently, we compare the features detected on 3D models
with the proposed Curvilinear Saliency detector with features
detected on real images with these three 2D detectors: Image
Gradient (IG), Multi-Scale Curvilinear Saliency (MCS) and
multi-scale focus curves (MFC). In addition, the repeata-
bility is measured between the two other 3D model detec-
tors, i.e., Average Shading Gradient (ASG) [32] and Hessian
Frobenius Norm (HFN), and the same three 2D detectors.
In addition, MFC and MCS are then compared with nine
classical 2D detectors:

(1) Edge detectors: (i) Sobel, (ii) Laplacian of
Gaussian (LoG), (iii) Canny [6] and (iv) Fuzzy logic
technique [21];

(2) Corner detectors: (v) Harris detector based on auto-
correlation analysis and (vi) Minimum Eigenvalues detector
based on analysis of the Hessian matrix [39];

(3)Multi-scale detectors: (vii) SIFT [26], (viii) SURF,
speeded up robust features, a multi-scale technique based
on the Hessian matrix [3] and (ix) A multi-scale principal
curvature image (PCI) detector [11].

B. Evaluation Criteria

The eleven 2D detectors are evaluated with two measures:
(1) Intersection percentage (IP): the probability that a

2D intensity-based key feature can be found close to those
extracted in a depth image [36].

(2) Hausdorff distance (HD): the classical measurement is
defined for two point sets A and B by

H D(A, B) = max (h(A, B), h(B, A)) ,
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TABLE I

MEAN INTERSECTION PERCENTAGE (IP) (Higher Is Better) OF ALL DEPTH
IMAGES RENDERED FROM DIFFERENT VIEWPOINTS AND ALL REAL

IMAGES CAPTURED UNDER DIFFERENT TEXTURES AND LIGHTING

FOR THE Web Collection

where h(A, B) = max
a∈A

min
b∈B

‖ a − b ‖. The lowest distance

corresponds to the most similar two sets.

C. Datasets

Two datasets are evaluated:
(1) Web collection: we have collected 10 objects and 15

real images of each object on the web by choosing views
as close as possible to the views used for the generation of
the depth images. Moreover, to highlight the robustness of the
approach to different acquisition conditions, many real images
of a similar model are taken.

(2) PASCAL3D+ dataset [49]: it is used to assess scalabil-
ity. It contains real images corresponding to 12 rigid objects
categories. We have computed average results for all non-
occluded objects in each category, i.e., approximately 1000
real images and 3 or more reference models per category. The
real images are acquired under different acquisition conditions
(e.g., lighting, complex background, and low contrast). We
have rendered the depth images of the corresponding 3D CAD
model using the viewpoint information from the dataset. Only
non-occluded and non-truncated objects in the real images
were used. Furthermore, we choose 3D textureless objects
(available online: http://tf3dm.com/),

For all the tested 3D models, depth images have been
rendered using MATLAB 3D Model Renderer: http://www.
openu.ac.il/home/hassner/projects/poses/.

D. Analysis of the Results

As shown in tables I and II, and as expected, the proposed
approach using focus curves based on Curvilinear Saliency,
named MFC, is able to find the highest number of features
in the intersection with the features detected on real images
captured under different textures and lighting conditions. More
precisely, MFC obtains an average mean intersection per-
centage greater than 56%, whereas for MCS and PCI, it is,
respectively, greater than 50% and 44% for the web collection
dataset. With the PASCAL+3D dataset, MFC also yields the
highest mean average IP among all the tested detectors: 46%.

In addition, as shown in tables III and IV, the average
Hausdorff distance (HD) with MFC is less than 35 and,
with MCS, is less than 52. For all the presented results,
the two proposed approaches always give the lowest HD.

TABLE II

MEAN INTERSECTION PERCENTAGE (IP) (Higher Is Better) OF ALL DEPTH
IMAGES RENDERED FROM DIFFERENT VIEWPOINTS AND ALL REAL

IMAGES CAPTURED UNDER DIFFERENT TEXTURES AND LIGHTING

FOR THE PASCAL3D+

TABLE III

MEAN HAUSDORFF DISTANCE (HD) (Lower Is Better) OF ALL DEPTH

IMAGES RENDERED FROM DIFFERENT VIEWPOINTS AND ALL REAL
IMAGES CAPTURED UNDER DIFFERENT TEXTURES AND LIGHTING

FOR THE Web Collection

TABLE IV

MEAN HAUSDORFF DISTANCE (HD) (Lower Is Better) OF ALL DEPTH

IMAGES RENDERED FROM DIFFERENT VIEWPOINTS AND ALL REAL
IMAGES CAPTURED UNDER DIFFERENT TEXTURES AND LIGHTING

FOR THE PASCAL3D+

All these quantitative results support that MFC is able to detect
Curvilinear Saliency features that are more repeatable between
an intensity image and its corresponding depth image than the
state of the art.

In the rest of this section, we illustrate the results for
the most significant dataset, PASCAL3D+ [49]. In Fig. 4,
the repeatability percentage between the three comparable
3D detectors, i.e., MFC, MSC and Image Gradient (IG),
and the three comparable 2D detectors, Hessian Frobenius
Norm, Average Shading Gradient and CS, is presented. These
results highlight that Image Gradients are affected by texture.
Moreover, MCS improves the repeatability between depth and
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Fig. 4. Average repeatability percentages for two examples of 3D models
of PASCAL3D+ dataset: car (a) and sofa (b).

Fig. 5. Real images (row 1), depth images (row 2), and Curvilinear Saliency
resulting with 5 scales with MCS (row 3), MFC (row 4) and CS (row 5).

real images, compared to IG, and as expected, MFC still
yields the best repeatability scores. Among the detectors used
for depth images, the Curvilinear Saliency detector yields the
best repeatability scores between the three intensity-based 2D
detectors. In conclusion, using CS with MFC gives the best
repeatability among all the other possible combinations. In
Fig. 5, some visual results show that MFC can reduce a high
number of edges belonging to texture information.

E. Robustness to Illumination Changes

The MCS and MFC methods have been tested with
sequences of the web collection database by chang-
ing the global illumination of the image depending on
Io = 255(Ii/255)γ , where Ii and Io are the input and output

Fig. 6. Robustness against γ correction changes (illumination changes on
the x-axis) illustrated with (a) the intersection percentage (y-axis) and (b) the
Hausdorff distance (y-axis).

TABLE V

MEAN EXECUTION TIMES IN SECONDS OF MATLAB CODES EXECUTING
ON A 2.9 GHz INTEL CORE(i7)

images, respectively, and γ > 0 is the gamma correction.
Fig. 6 shows a qualitative comparison of the intersection
percentage (IP) and the Hausdorff distance (HD). Both MCS
and MFC are robust against small and significant changes in γ .

F. Execution Time for Detection

The proposed approaches obtain good results without a
substantial impact on the execution time. As shown in table V,
where the mean execution times are given, both MFC and
MCS execution time is compared with the 8 tested detectors.
The proposed approaches are finally less time-consuming than
SIFT or even SURF approaches. Moreover, MFC and MCS are
also twice as fast as PCI, which also works with curvatures.

VIII. REGISTRATION OF 2D IMAGES TO 3D MODELS

In this section, a 2D query image is registered to a 3D model
by finding the closest view d between all the rendered images
of the 3D model dk , k = 1 . . . N , with N being the number of
rendered views (i.e., depth images). The object to recognize
is supposed to be contained in a bounding box, and we would
like to estimate the 3D pose. Estimating the pose consists
in estimating the elevation and the azimuth angles, (h) and
(a), respectively, and the distance between the model and the
camera, (v). For each 3D model, depth images are generated
from almost uniformly distributed viewing angles around a
sphere by changing h, a and v to have N views per model.
The choices for these terms are explained in paragraph IX-A.

To describe an object in a photograph and in all the ren-
dered depth images, we naturally expand the famous classical
descriptor HOG, Histogram of gradient, which is presented
in [9] and widely used [2], [32], to work on Curvilinear
Saliency by generating Histogram of Curvilinear Saliency,
HCS. A sliding window is used to generate dense features
based on binning the gradient orientation over a region. Indeed,
both in rendered depth images and in photographs, the curva-
ture orientation and the magnitude of the Curvilinear Saliency
are used for building the descriptors. For depth images, C S is
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multiplied by the eigenvector eH1 corresponding to the largest
eigenvalue of the matrix M in (11):

−→
C S = C S.−→eH1 .

For photographs, MC S values are multiplied by the eigenvec-
tor eS1 corresponding to the Curvilinear Saliency λ1 − λ2:

−−−→
MC S = MC S.−→eH1 .

Moreover, M FC values are also multiplied by the
eigenvector eS1:

−−−→
M FC = M FC.−→eS1 .

Using the HOG principle, we propose a descriptor that con-
tains the curvature orientation and the magnitude of C S, MC S
and M FC , binned into sparse Histograms.

Given the HCS descriptor from a 2D query image Dq ,
the HCS descriptors of the rendered images DdN , with N
rendering depth images, are computed. To compare Dq to
every DdN , the similarity scores are computed as in [2]:

Shcs(k, h, a, v) = (DdN − µs)
T �−1Dq, (29)

where k = 1 . . . N , and � and µs are, respectively, the covari-
ance matrix and the mean over all descriptors of the rendered
images. For the registration process, evaluating Shcs(k, h, a, v)
can be carried out by computing the probability of the inverse
of the inner product between Dq and a transformed set of
descriptors. The Shcs(k, h, a, v) probability is then maximized
to find the closest corresponding views of the query image.

Moreover, a global similarity is evaluated by measuring
how well each individual detected point in an image can be
matched with a corresponding detected point in the depth
map, i.e., how well each image’s detected points are repeat-
able. More precisely, this repeatability score, Rep, normal-
ized between 0 and 1, is the probability that key features
in the intensity image are found close to those extracted in
the depth image RepdN ���q . Since the closest view should
have high repeatability scores in comparison to other views,
the dissimilarity based on repeatability scores is defined by
Rdi = 1 − Repdi���q . If Rdi is the repeatability scores of N
rendered views of a model and an image, the similarity Srep

is defined by

Srep(k, h, a, v) = ex p

(−(Rdi − μr )
2

2 σ 2
r

)
. (30)

where μr is the mean value of RdN , and σr is the standard
deviation (i.e., in this work σr = 0.1). Finally, by combining
all HCS feature similarities and the similarity based on the
repeatability, the probability of the final similarity is given by

S(m, h, a, v) = Shcs(k, h, a, v) � Srep(k, h, a, v). (31)

where � is the Hadamard product. Based on calculating
S(k, h, a, v), we select at least the highest three correspon-
dences to estimate the full pose. From the selected three views,
the logically ordered or connected views (i.e., coherent views)
are first selected. As a following step, minimum and maximum
values of h, a and v of the corresponding views are estimated.
Subsequently, additional views are generated in the vicinity

of the selected views that is between the minimum and the
maximum values of the three parameters with small steps
(e.g., δh = 5◦, δa = 5◦ and δv = 5 cm). The process is
repeated for these ranges to find the closet view to the object
in a query image until the differences between the minimum
and maximum values of h, a, v of the selected coherent
views are as small as possible; more precisely, |dh| = 5,
|da| = 5, |dv| = 1 are used to stop the algorithm repetition.

IX. POSE ESTIMATION EXPERIMENTS

A. 3D Model Representation and Alignment

Matching photographs and rendered depth images requires
a 3D model representation. Each depth image represents a 3D
model from different viewpoints. Hence, we need to have a
significant number of depth images to completely represent a
3D model, which yields a high execution time. Consequently,
N depth images (approximately 700 in our experiments)
have been orthographically rendered from approximately uni-
formly distributed viewing angles h and a and the distance v
(i.e., in these experiments, h is empirically chosen and is
increased by a step of 50◦, the azimuth angle, 20◦, and the
distance, 0.3 m, for a range between 0 and 2 m).

Moreover, we need to parameterize the model’s view align-
ment between the depth image and the object detected in a
color image. For comparing two models, the optimal measure
of similarity, over all possible poses, has to be computed.
To do so, each model is placed into a canonical coordinate
frame normalized for translation and rotation. Since the model
centroids are known, the models are normalized for translation
by shifting them to align the center of mass with the origin.
Subsequently, the two models are normalized for rotation by
aligning the model’s principal axes with the x- and y-axes.
This defines the ellipsoid that best fits the model. By rotating
the two point sets so that the ellipsoid’s major axis is aligned
with the x-axis and the second major axis is aligned with
the y-axes, the model is obtained in a normalized coordinate
frame. Then, principal component analysis, PCA, is used to
find the orientation of the major axis of the ellipse. The
model’s point set is rotated by the difference in the direction
of the two major axes. After normalization, the two models
are (almost) optimally aligned and can be directly compared
in their normalized poses.

In addition, the HCS descriptor is quantized into 9 bins,
exactly as proposed in [9]. The photograph and each depth
image are divided into a grid of square cells (we have
empirically chosen that the image is divided into 8 × 8).6 For
each cell, Histograms are aggregated by weighting them with
their respective magnitudes.

B. Analysis of the Results

For pose estimation or even for object recognition, the prob-
ability that photograph key features are found close to depth
key features must be high when the photograph and the depth
image come from the same viewpoint. This aspect is illustrated

6Different grids were tested: 4 × 4, 8 × 8 and 16 × 16. The grid with 8 × 8
size yields the best precision rate.
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Fig. 7. Repeatability scores of an image with 40 rendered views around the
correct view. The correct view is view#20 in the middle of the x-axis.

TABLE VI

PRECISION OF POSE ESTIMATION FOR CS, ASG AND AR
AGAINST MFC, MCS AND IG

in Fig. 7. As expected, the three tested detectors yield the
highest repeatability score with the correct viewpoint (even
if the difference between views is slight, as with Sobel).
In addition, as expected, the score is gradually diminished
whenever it is at a distance from the correct viewpoint. The
most important remark is that MCS results in the highest
differences between the correct view and all the other views.
Consequently, this illustrates that it is the most adapted detec-
tor for pose estimation based on 2D/3D registration. This result
is quite coherent because SIFT was designed to be robust in
the face of numerous change difficulties. Hence, it induces that
the differences should be lower than MCS, which is designed
to be efficient in the case of 2D/3D matching.

In addition, the other experiment was performed with the
Pascal+3D dataset. For each category of objects, we compute
the precision rate for detecting the correct view. This is done
subsequent to using the three aforementioned methods for 3D
model representations, i.e., Curvilinear Saliency (CS), Average
Shading Gradient (ASG) and apparent ridges (AR) [19],
against the three techniques for intensity image representation,
i.e., Image Gradient (IG), Multi-Curvilinear Saliency (MCS)
and Multi-Focus Curves (MFC). As shown in table VI, the reg-
istration between our Curvilinear Saliency (CS) representation
of the 3D model and the multi-scale focus curves (MFC)
extracted on corresponding images outperforms all other vari-
ations of the tested methods. This confirms the fact that

TABLE VII

AVERAGE ERROR OF THE ESTIMATED POSE (EST.) (a) ELEVATION,
(b) AZIMUTH AND (c) YAW ANGLES AND (d) DISTANCE, IN

CENTIMETRES, OF THE POSE OF THE CAMERA. THE TERM

CLO. INDICATES THE CLOSEST VIEW TO THE CORRECT

POSE. THESE QUANTITATIVE RESULTS
DEMONSTRATE THAT THE BEST

COMBINATION IS MFC/CS

TABLE VIII

Accπ/6 MEASURES POSE ESTIMATION ACCURACY (THE HIGHER THE

BETTER), AND Med Err MEASURES THE VIEWPOINT ERROR (THE

SMALLER THE BETTER) FOR THE PROPOSED MODEL BASED ON

MFC FEATURES AND TWO DEEP LEARNING MODELS [41], [45]

TABLE IX

CONTRIBUTION OF EACH STEP OF THE PROPOSED ALGORITHM

TO THE ENTIRE EXECUTION

Curvilinear Saliency representation computed from the depth
images of a 3D model can capture the surface discontinuities.
In addition, MFC can reduce the influence of texture and
background components by extracting the edges related to
the object shape in intensity images rather than MCS. Fur-
thermore, the precision rate is reduced by more than 25%
compared to ASG and IG. Apparent ridge rendering yields
the lowest registration accuracy with the three image repre-
sentations among all the 3D model representation techniques.
Moreover, using ASG with untextured 3D models against
MFC and MCS increases the correct pose estimation rate.
All these results indicate that Average Shading Gradients
computed from the normal map of an untextured geometry
are a good rendering technique for the untextured geometry.
However, Image Gradients are not the appropriate representa-
tion of intensity images to match rendering images and real
images since they are affected by image textures. All these
results are confirmed in table VII, where the details regarding
the pose estimation precision in terms of elevation, azimuth,
yaw angles and distance are given.

In the following experiment, in Fig. 8, the precision of
image registration is shown among the top r similarities,
i.e., we sort all the similarity scores obtained for all views,
and the r first highest similarities are analyzed (more precisely,
the 1, 3, 5, 10 and 20 first ranks). The correct pose is searched
for within this view set. As shown, the precision rate is
increased when the number of views is increased for any
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Fig. 8. Precision values with different ranks with image representation using (a) Image Gradient (IG), (b) Multi-Scale Curvilinear Saliency (MCS) and
(c) multi-scale focus curves (MFC).

Fig. 9. Some correct registration examples with the Pascal+3D dataset. We show the query image (column 1), the corresponding 3D model (column 2) and
the first ranked pose estimation (column 3). This illustrates that even if the 3D model does not have the same detailed shape, the registration can be correctly
executed.

combination of 3D model representation and image representa-
tion. However, MFC yields the highest precision rate with the
three tested methods for representing 3D models. In addition,
MCS yields good precision values. In fact, IG yields the lowest
precision values due to the fact that the edges detected with
texture information have a negative influence on estimating
the successful registration.

Finally, Fig. 9 shows some examples of correct registrations
with the top-ranked pose estimation. It can be seen that
our system is able to register an image with a wide variety
of textures and viewing angles. In addition, the proposed
algorithm can register images regardless of light changes.

C. Comparison With a CNN Model

The proposed model based on MFC features is compared
with two deep pose estimation models [41], [45] using the

same dataset, PASCAL3D+. We used the same metrics Accπ/6
and Med Err as in [45]. The quantitative results are shown
in table VIII. As indicated, our model based on MFC yields
an average Accπ/6 of 80%, which is comparable with the
work put forward [41], [45] with accuracies of 82% and 81%,
respectively, although these methods have rendered millions
of synthetic images to train their deep models. For Med Err ,
the proposed method yields the smallest error among the
two tested methods [41], [45], achieving Med Err of 9.5◦,
while [41], [45] achieved 13.6◦ and 11.7◦.

D. Execution Time for Registration

In Table IX, we show how each step of the proposed
approach, i.e., rendering, depth feature extraction (CS),
image feature extraction (MFC/ MCS) and registration, con-
tributes to the total execution time. It is shown as a pie
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chart: approximately 53% of the execution time of the entire
algorithm’s total time is spent on rendering and depth feature
extraction. In addition, the time requested to extract the input
color feature is only 6%. Finally, to determine the final
viewpoint, the time spent corresponds to approximately 40%
of the entire operation. Optimizing the code was not the
priority, and we can imagine that this execution time can be
improved.

X. CONCLUSIONS AND PERSPECTIVES

After an analysis of existing tools for 2D/3D registration,
the major goal of this paper was to propose a more adapted
approach for 2D/3D matching, and, in particular, more justified
than existing approaches. For that purpose, we also put forward
an evaluation protocol based on the repeatability study. More
precisely, to carry out this matching process, we have studied
these two important aspects: how to represent the data in 2D
and 3D and, subsequently, how to compare them. In this
context, we introduce a 3D detector based on Curvilinear
Saliency and a 2D detector based on the same principle but
adapted on multiple scales and combined with the principle
of focus curves. The interest in this method is illustrated
by quantitative evaluation on pose estimation and 2D/3D
registration. All the results are encouraging, and the next
step of this work is to use this registration to identify object
defaults. For this purpose, we need to study the robustness of
this work with regard to missing parts of objects and to adapt
the registration process.
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4.3. Conclusions and perspectives about 2D/3D matching

Thus, we proposed an analysis of the existing 2D/3D registration and we introduced an approach
by trying to take into account the variability between an intensity image and a non-textured 3D
model. In particular, we have highlighted the reasons why the proposed approach takes into account
the particularities of this task. More precisely, we introduced an evaluation protocol to assess the
repeatability of detector between an intensity image and a depth map. The method introduced
allowed us to study two subjects separately: how to represent the data in 2D and 3D and then how to
to match them. Thus, we introduced a 3D detector based on curvilinear saliency and a 2D detector
using the same principle but adding multi-scale analysis and using the principle of focus map. The
interest of the proposed approach was validated by a quantitative evaluation of the pose estimated
from the 2D/3D registration.

We can consider improvements, in particular, by taking into account recent approaches. For
example, regarding common representations between 2D and 3D data, we can cite the approach
of [Grabner 19b] which defines the concept of location fields in 2D and 3D. For 3D models, these
maps are computed very simply by rendering. In 2D, the authors need to perform an estimation by
first learning through a convolutional neural network. We could also combine the work of detection
and matching with segmentation information, as in [Huang 15] or by following the principles we have
studied and that we present in the chapter 9 or in our perspectives, cf. § 13.7.

Finally, the next step of this work is to recognize the objects degradation. To do this, first of all, it
is imperative to carry out a robustness study to occlusions and object changes, in order to determine
what adaptations need to be made to integrate this degradation qualification.
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Conclusion about 2D and 3D points of
interest detection and matching

We have presented a state of the art as exhaustive as possible on points of interest detection, in 2D and
3D, in order to understand both the main principles and the links between 2D and 3D detectors. This
corresponds to what we have presented in chapters 2 and 3, but also to all the information added in
appendix A and which largely constitute the courses carried out at ENSEEIHT. The objective of this
presentation was also to show our studies on the complementarity of 2D detectors, cf. § 2.3, as well
as the interest of combining multimodal 3D data in medical imaging, cf. § 3.3. Finally, the chapter 4
highlighted a common tool for analysing 2D images and 3D models, using depth maps: curvature.
We have also proposed a 2D point of interest detector using the notions of curvilinear saliency and
focus curves, with a multi-scale analysis, to take into account, as well as possible, the differences
between 2D images and 3D models, to be independent of them. The evaluations carried out show
the interest of the proposed approach that we have confirmed, thanks to the application illustration
in [Abdulwahab 19] but also in the segmentation work that we present in chapter 11.

We could deepen this work, in particular by studying even more the aspects related to the focus
blur detection. Indeed, recent works on indoor scene analysis allow to estimate the focal length with
a deep learning [Grabner 19a]. We could study the possibility of exploiting this type of approach as
well as the use of this focal length estimation in our focus blur estimation. In the part IV related
to perspectives, we also develop future research, at § 13.1 and 13.2. These are perspectives in the
continuity of co-supervised theses. This is also the case in § 13.6, which corresponds to a thesis
framing project. More precisely, we would like to take into account the temporal aspects but also the
association with a semantic segmentation. Indeed, this seems to us relevant in the current research
context, cf. the work carried out, in a context of urban segmentation, by [Armagan 17].

Although this section focuses on the detection and characterisation aspect, we have started to
address the notions of matching and we will go into more detail on this aspect in the following part.
Once again, our objective is to study the complementarity of existing approaches in order to propose
methods for combining the interests of each approach. We focus largely on stereoscopic matching but
we also open this theme to the matching of multiple videos.
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Introduction to multiple matching

A lot of work has been introduced for detecting specific primitives, weakly correlated to their environ-
ment, in order to match them easily, i.e. with few ambiguity. Because of this definition, especially the
respect of the repeatability criterion, the matching is often limited to a simple cross-correlation, or
even a simple difference, as we have seen in the previous section. For example, with SIFT, cf. § A.1.6,
Zero-mean Normalised Correlation, ZNCC, is sufficient. The first part of this manuscript has focused
on the study of these primitives and their combination in order to achieve multi-modal matching. This
new part focuses on how to perform the matching.

First, we study dense matching. A dense matching or a minima less sparse than a matching of
points of interest, allows a finer 3D reconstruction. Indeed, in the case of a simple indoor scene
with many plane objects, from a partial scene reconstruction, we can easily interpolate the estimated
surfaces to compute a complete reconstruction without causing significant errors. When the scene is
more complex, with natural objects, with more chaotic surfaces, performing dense matching allows us
to reconstruct finer details. However, in these complex scenes, this matching step is more delicate,
inducing matching errors that have to be corrected by post-processing. This is why, as in the first
part, we have paid particular attention to precise evaluations of the matching errors of the proposed
approaches.

Most of our work focuses on matching of stereo pairs, or image sequences where stereo pairs can
be extracted and we are mainly concerned with pixel matching. In particular, we are interesting on
making this step more robust to certain difficulties. Specifically, we show how different information
can be merged, such as colour, multiple measurements, reliable correspondences of points of interest,
segmentation results and even super-pixel or over-segmentation results. In this context, we call multi-
ple matching a registration algorithm that combine the interests of multiple matching approaches or
multiple extracted information. At the end of this part, we introduce our most recent work that takes
into account temporal aspects by manipulating multiple videos.

In the literature, usually, among all the matching methods, local approaches are distinguished from
global ones [Brown 03]. Another way for presenting the state of the art is to decompose the description
into basic elements [Chambon 05a, chapter 1]. This description allows us to refine the separation into
four categories: local methods, global methods that do not involve local criteria, mixed methods
(with a local criterion used in the global process) and multiple-pass methods (that involve different
local and/or global approaches in a sequential and complementary way). We are mainly interested in
local or multi-pass approaches. Matching difficulties are numerous: noise, lack of texture, occlusions,
depth discontinuities. We focus in particular on the management of weakly textured areas, taking into
account occlusions and problems related to depth discontinuities.
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Structuring scientific contributions on
matching

The beginning of this part is in the continuity of the perspectives stated at the end of the the-
sis [Chambon 05a, page 185]. The first chapter 5 introduces the bibliography relating to the Teach-
ing Unit Vision, Augmented Reality and Applications, proposed in the third year to the students
of ENSEEIHT, in the Multimedia pathway [Chambon 15b]. The contributions corresponding to the
thesis perspectives that have been concretized are presented in the chapter 6. More precisely, we
present:

(1) A deepen study of the impact of using colour – In the § 6.1, we characterise in a more de-
tailed way the interest of colour in matching approaches [Bleyer 08, Bleyer 10a] notably by
determining the radiometric distortion areas and by studying the impact of these zones on
the performances of global methods. This work was carried out in collaboration with Michael
Bleyer, at the University of Vienna, Austria.

(2) A precise study of the contribution of each correlation measure with respect to the others
and the interest of combining them – In the § 6.2, we present the interest of combining more
than two correlation measures for local approaches. In particular, we have characterised the
performance gain that we can expect from this combination and we have introduced a new
combination algorithm. This work has been published in [Chambon 10b, Chambon 11b].

(3) Seed-based approaches combined with proposed robust measures for taking into account the
difficulties related to the lack of texture – We have studied the impact of using points of
interest, in the § 6.3. Starting from reliable matches, we wish to propagate the results in their
vicinity until a dense match is obtained [Gales 10c, Gales 12, Prévost 13a].

(4) A study of occlusions treatement by combining proposed measures with a segmentation or an
over-segmentation – We have introduced a new approach based on voting in the § 6.4. This
work has been published in [Gales 10a].

These last two points were made during the thesis of Guillaume Galès [Gales 11], co-supervised
with Alain Crouzil, IRIT-TCI, under the direction of Patrice Dalle.
The end of this part deals with the more general case of video matching by exploiting redundant
elements, the concomitant activities between videos. This work has been published in [Malon 18,
Guyot 19, Malon 19a, Malon 19b] and is part of the thesis of Thierry Malon (thesis in progress),
co-supervised with Alain Crouzil, IRIT-MINDS, under the direction of Vincent Charvillat, IRIT-
REVA.
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Chapter 5.

Stereo-matching

5.1. Introduction to pixel matching

More complicated primitives than pixels [Jawahar 02] can be matched, such as lines [Bouchafa 06] or
points of interest, cf. part I, but in this part we focus on pixels. A very common way to classify matching
methods is to distinguish local methods from global ones, as proposed in [Scharstein 02, Brown 03]. In
this paragraph, we take into account essential elements as presented in [Chambon 05a, chapter1], and
in particular, the families of methods considered: local approaches, global approaches not involving a
correlation measure, global approaches involving a correlation measure and finally, mixed approaches
that combine different matching methods or different computer vision tools, such as techniques of
segmentation into regions.

We consider matching from the left image to the right image but all the explanations and formulas
can be used in the case of a right-to-left matching. One way to represent the correspondence results
is to associate to each pixel pi,jg = (i j)T of the left image a vector called disparity, defined by its
components (u − i v − j)T where (u v)T are the coordinates in the right image of the corresponding
point of pi,jg .

We can assimilate the matching problem to the estimation of d, a disparity function, that assigns
a disparity to each pixel pi,jg . In the general case, the profile of d is defined such as:

d : IN2 −→ IR2

pi,jg 7−→ d(pi,jg ) = (u− i v − j)T . (5.1)

When a real disparity is estimated, we talk about sub-pixel correspondences. Most methods perform
a pixel-to-pixel matching, i.e. they calculate integer disparities, and within this case, the profile is
simplified by:

d : IN2 → ZZ2.

So, after giving reminders on the cost generally defined for global approaches, cf. § 5.2, we explain
how it is adapted to local approaches, cf. § 5.3. We then present a category of mixed methods involving
segmentation into regions, cf. § 5.4, before presenting the evaluation protocol introduced, cf. § 5.5,
which allow us to validate all the results presented in the chapter 6.

5.2. Global matching cost

The global matching cost , which assesses how valid a correspondence set is, has this general and
complete form:

Eglobal(d) = (1− λ)Ecorrespondence(d) + λEconstraint(d), (5.2)

where λ ∈ [0; 1] allows to adjust the influence of the weights between the two terms:
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• Ecorrespondence is the correspondence cost or the data attachment term.

• Econstraint is the constraint cost modeling the interactions between the pixels under consideration.

Solving the matching problem, formulated in this way, is to find the disparity function, denoted d ,
that minimizes this cost Eglobal.

5.2.1. Correspondence cost

This term assesses how reliable a correspondence set is. It is determined by the sum on the support
S of the local costs and has this generic form:

Ecorrespondence(d) =
∑

pi,jg ∈S

Elocal(pi,jg ,p
u,v
d )

with pu,vd = pi,jg + d(pi,jg ).
(5.3)

The local cost corresponds to the cost of a correspondence and is defined by:

Elocal(pi,jg , pu,vd ) =
∑

pi
′,j′
g ∈ ZA(pi,jg )

pu
′,v′

d
∈ ZA(pu,v

d
)

Edissimilarity(pi′,j′g ,pu
′,v′

d ), (5.4)

where ZA(pi,jl ) corresponds to the aggregation area considered (pixels taken into account for the local
cost estimation). The aggregation area related to a pixel pi,jl is most often a neighbourhood of pi,jl ,
i.e. it corresponds to a set of connected pixels that contains pi,jl . A classic neighbourhood is a square
window of size (2t + 1) × (2t + 1) centred on pi,jl . The term Edissimilarity is the dissimilarity cost: it
evaluates how much two pixels do not look similar.

5.2.2. Constraint cost

It models the constraints between the pixels of the support, S , and the aggregation area pixels.
There are Nc constraints and thus Nc associated aggregation zones that we note ZAC because this
zone is different from the aggregation zone associated with the local cost, ZA. Most of the time, it
also corresponds to a neighbourhood. The cost of constraints is given by:

Econstraint(d) =
Nc−1∑
c=0

Ecconstraint(d) =
Nc−1∑
c=0

∑
pi,jg ∈S

Ecvicinity(pi,jg ), (5.5)

The vicinity cost evaluates the effect of the constraint on the pixel under study, and its neighbours
and it is defined by:

Ecvicinity(pi,jg ) =
∑

pi
′,j′
g ∈ZACc(pi,jg )

Ecsmoothing(pi,jg ,pi
′,j′
g ). (5.6)

The term Ecsmmothing compares the disparities associated to the two pixels considered and it is named
the smoothing cost. The aggregation area associated to the cth constraint is noted ZACc.
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5.3. Local matching cost

5.2.3. Developed global cost

We have presented the two terms of the global matching cost, we can now consider again the equa-
tion (5.2) and detail it:

Eglobal(d) =
∑

pi,jg ∈S


(1− λ)

∑
pi

′,j′
g ∈ ZA(pi,jg )

pu
′,v′

d
∈ ZA(pu,v

d
)

Edissimilarity(pi′,j′g ,pu
′,v′

d )

︸ ︷︷ ︸
Local cost

+ λ
Nc−1∑
c=0

∑
pi
′,j′
g ∈ZACc(pi,jg )

Ecsmoothing(pi,jg ,pi
′,j′
g )

︸ ︷︷ ︸
Vicinity cost


with pu,vd = pi,jg + d(pi,jg ).

(5.7)

For this global matching cost, we have to determine these elements:

• λ – Most often, publications do not address this weighting.

• Edissimilarity – This cost is often based on the pixel grey levels. This aspect has been discussed in
the thesis [Chambon 05a] and we will give only the conclusions on the most remarkable similarity
measurements highlighted in [Chambon 11c].

• Ecsmoothing – This cost, in most cases, is related to the disparity associated to each pixel or
whether the pixel is considered hidden or not.

• ZA – We distinguish between methods with an aggregation area reduced to a single pixel (the
studied pixel), which are global methods, and methods that use a larger aggregation area, which
are local methods and mixed methods.

• ZACc – Constraint aggregation areas are, in general, not the same as local cost aggregation
areas. In many cases, the local cost aggregation area is limited to the pixel under study whereas
the constraint aggregation area is a 4-neighbourhood.

• S – The support can be the considered pixel or the set of Ng pixels considered in the image or
the N col

g pixels that are on the same line (in the case of rectified images, the definition is given
in § 5.5.2).

Local methods perform Ng minimisations of local costs and the aggregation area is always strictly
greater than one pixel, whereas global methods perform minimization of the global cost which is a
function of local costs and the aggregation area is often reduced to the pixel under consideration.

5.3. Local matching cost

Local methods are also called correlation methods. A correlation indicates the similarity degree
between two data sets. For the sake of brevity, in this chapter when we talk about the correlation
method, the correlation measure used evaluates the dissimilarity degree between two pixel sets, we
call it the correlation score. For these methods, we have:
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• S – It corresponds to Ng supports, each support is a singleton.

• ZA – There are two possibilities: use a square window centred on the pixel in question or adaptive
windows [Veksler 02, Yoon 06, Zhang 09]. The most sophisticated approaches are based on using
weights assigned to each pixel of the considered area and takes into account, among other things,
the perspective distortions [Hosni 13]. We can also cite approaches that take into account a non-
connected subset of pixels [Muresan 15], using the same principles as the Local Binary Pattern,
LBP, cf. § A.2.

• Edissimilarity – One of the most commonly used variants is:

Edissimilarity(pi′,j′g ,pu
′,v′

d ) = fdissimilarity(Ii′,j′g − Iu
′,v′

d ) = (Ii′,j′g − Iu
′,v′

d )2, (5.8)

where fdissimilarity is a function of the difference between the two grey levels.

Local methods have no constraint cost and only the local cost, equation (5.4), is used. Thus the
disparity function d is determined as follows:

∀ pi,jg ∈ Pg d(pi,jg ) = (u− i v − j)T with pu,vd = argmin
pu
′,v′
d
∈Zd(pi,jg )

Elocal(pi,jg , pu
′,v′

d ), (5.9)

where Pg is the set of pixels considered in the image, Zd(pi,jg ) corresponds to the search zone associated
to the pixel pi,jg . The optimisation method used is the exhaustive search method, i.e. winner take all,
denoted WTA, i.e. the pixel with the best cost is selected.

In stereoscopic matching, correlation approaches are very popular because of their simple imple-
mentation and relatively low computational time. In particular, the publication of [Yoon 05] has
highlighted the efficiency of this type of approaches by obtaining a good ranking on the evaluation
proposed by [Scharstein 02]. We consider that a correlation measure evaluates how similar two pixels
and their neighbourhoods are. Even if in the literature many correlation measures have been evaluated
and compared (classical measure, derivative-based measures, measures with non-parametric transfor-
mation) [Hirschmüller 09], the choice of a measure remains rather difficult and in [Chambon 11c], we
proposed a more systematic and complete evaluation which allowed to characterise more precisely
the behaviour of each measure and to propose choice recommendations among a set of five measure
families. These five families correspond to measures based on: a scalar product in grey scale, a clas-
sical distance between pixel grey levels, a distance between gradient vector fields, a non-parametric
distance, a measure based on robust statistic tools. The last two categories are the most efficient in
the presence of noise and/or occlusions, while the first two are the most efficient in areas without
difficulty. More details are provided in [Chambon 11c] and also in the appendix, § B.1 where we
present the six measurements we use in the rest of the chapter.

Now that the essential elements of the most classical approaches have been reminded, we present
the approaches combined with a segmentation into regions, or even an over-segmentation.

5.4. Matching based on segmentation into regions

For region-based methods, we made the assumption that a region of homogeneous colour in the
image, sufficiently small, can be the projection of the same scene surface and that this surface can
be approximated by a model in the disparity space, e.g. a plane or a B-Spline surface, [Hong 04,
Sun 05, Klaus 06, Wang 08, Yang 08a, Yang 09, Taguchi 08, Bleyer 10b]. These regions can help to
match homogeneous regions and also to avoid artifacts at depth discontinuities. The plane model is
relatively simple and gives good approximations, especially with smaller regions, but can be imprecise
when the regions are not the projections of plane small surface. In the latter case, the B-Spline model
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5.4. Matching based on segmentation into regions

can give better approximations. However, it is more complex to configure (the order and nodal vector
must be chosen carefully) and large oscillations may appear in the result [Lin 03, Bleyer 10b].

These methods consist of several steps summarized by the figure 5.1:
• Image segmentation into regions – An image partition is estimated using a homogeneous

colour region segmentation algorithm [Gonzalez 04, Trémeau 04]. The mean-shift method is the
most used in this context [Sun 02, Klaus 06, Wang 08, Yang 09, Bleyer 10b]. This approach is
developed in § C.3.2. It is important to note that for this step, an over-segmentation is almost
always involved. It allows to have small regions that are more easily approximated by a plane
model.

• Classic initial matching – To initialize disparities, a local matching method is generally used
such as those described in § 5.3.

• Parameter estimation of the chosen model – The plan model is relatively simple and
gives good disparity approximations, especially for small areas. It is the most commonly used
model but the B-Spline model has also been studied in [Lin 03, Bleyer 10b]. The chosen model
parameters are usually estimated using a robust estimation method based on initial disparities:
iterative weighted least squares [Hong 04], RANSAC, RANdom SAmple Consensus, [Yang 08a,
Yang 09] or parameter decomposition [Wang 08, Klaus 06].

Left image Right image

Region map Initial disparity map

Disparity map based on surface model

Final disparity map

Segmentation Initial classic matching

Parameter estimation of
the surface model

Global optimisation

Figure 5.1.: Major steps of matching combined with segmentation into regions – A disparity (or match-
ing) map represents for each pixel, the distance between the pixel and its correspondent.

• Global optimisation – The results are refined with global optimisation. We can distinguish
the following methods:
◦ Plan assignation – The different disparity planes are obtained from the estimated models

and each pixel is assigned to one of these planes so that an overall cost over the entire
image is optimized. This may allow to correct certain errors, particularly due to poor seg-
mentation. This solution is used in [Hong 04, Bleyer 10b] where the optimisation technique
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used is the graph cut, and also in [Klaus 06] where the optimisation technique is belief
propagation.
◦ Parameter refinement – Previously estimated model parameters can be refined by minimiz-

ing a global cost. This solution is notably used in [Wang 08, Yang 08a].

All the contributions presented in chapter 6 are evaluated and compared, and for this we proposed
to use the same protocol, described in the next section.

5.5. Evaluation and comparison of matching approaches

5.5.1. Test images used and proposed for matching evaluation

In the literature, a huge and founding work has made it possible to list and compare the most ef-
ficient methods, essentially among global approaches [Scharstein 02]. The authors of this article
have also made an evaluation protocol available to the community 1. We used the databases of
the following articles: [Scharstein 02, Scharstein 03] which we supplemented with test pairs gener-
ated in our work [Chambon 05a, chapter 2]. We thus obtain a base of 42 pairs of images, with
a ground truth or an associated disparity map2, cf. figure 5.2: a random stereogram, two pairs of
synthetic images, a pair of images composed of plane objects and finally 38 pairs of real images.
More precisely, the images of Middlebury come from different versions, more and more complex: 6
pairs were introduced in 2001 [Scharstein 02], then 2 in 2003 [Scharstein 03] and 30 in 2005 and
2006 [Scharstein 07, Hirschmuller 07].

(2002) (2003) (2004) (2006)

Figure 5.2.: Examples of tested images for matching – On the first line, the left image and on the
second line, the theoretical associated disparity map. All details can be found in publications and on
the website, cf. § 5.5 (use of active vision and/or geometric constraints on the scene).

5.5.2. Hypothesis on the tested stereoscopic images

So far, we have presented the matching tools in the general case, i.e. assuming that movements
from one image to another can be performed in both dimensions. In reality, and this is the case of the
database presented in § 5.5.1, most stereo pairs are rectified. Epipolar rectification consists of reducing
the image pairs to a specific configuration of the sensor, called parallel configuration, in which two

1http://vision.middlebury.edu/stereo/eval/
2A disparity (or matching) map represents for each pixel, the distance between the pixel and its correspondent. When

the disparity map is represented by a grey level image, the clearer the pixel, the larger the distance is. Black pixels
are occluded pixels.
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5.6. Conclusion about pixel matching

pixels that correspond to each other are on the same line. Thus the displacement between a pixel in
the left image and its corresponding pixel in the right image corresponds to a simple translation. A
geometric transformation has to be applied to both images to obtain this configuration. The difficulty
lies in the parameter estimation of this transformation, which is not the core of this work and we refer
to the reference book [Hartley 04]. In the chapter 6, all the works presented have been tested
on images in parallel configuration, contrary to the chapter 7.

5.5.3. Evaluation criteria for measuring the disparity map quality

We assume that we possess a ground truth, i.e. an estimate of the disparity for each pixel of the image
that we consider reliable enough to serve as a reference. Thus, if we note dref the theoretical disparity
function and occ the symbolic disparity assigned to an occluded pixel, it is possible to compute the
following error to assess the quality of an estimated disparity:

Eri,jg =
∥∥∥d(pi,jg )− dref(pi,jg )

∥∥∥ . (5.10)

The value Eri,jg is valid only if d(pi,jl ) 6= occ and dref(pi,j) 6= occ.
Thus, we can define the following criteria:

1. Correct match percentage, C – A match is correct if Eri,jg = 0.

2. Accepted match percentage, A – A match is accepted if 0 < Eri,jg < t.

3. Erroneous match percentage, Er – A match is erroneous if Eri,jg ≥ t.

4. Disparity map density, D – The result density is the ratio of the number of matched pixels to
the total number of image pixels. If we note R the image of column disparities associated with
an image, then we can compute

D(R) =
#
{
pi,jg |d(pi,j) 6= occ

}
Ng

. (5.11)

5. Recall rate, Tra – This is the number of correct matched pixels over the number of total matched
pixels.

6. Acceptance rate, Ta – This corresponds to a recall rate with a certain error tolerance. It therefore
corresponds to the number of accepted matched pixels over the number of matched pixels.

5.6. Conclusion about pixel matching

This chapter has allowed us to present the major matching method families, with emphasis on those
that are part of the contributions in the next chapter: correlation-based approaches and approaches
with segmentation into regions. In addition, we presented the data sets and criteria used to validate,
evaluate and compare. The next chapter will therefore be devoted to the various contributions in
stereoscopic pixel matching.
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Chapter 6.

Contributions on stereoscopic matching

6.1. Study of introducing colour in global matching approaches

6.1.1. Introduction to colour in stereo-matching

We assumed that using colour improves the results obtained with grey level images. Indeed, colour
can remove ambiguities by providing more information than grey levels. For example, if we look at
the image in figure 6.1, we can see that many origami shapes appear to be in similar colours in the
grey levels whereas they are not at all in colour.

Figure 6.1.: Example of the interest of colour for matching – We can hope from this example that colour
provides richer information than grey levels, especially when we observe the pink origami shapes on
the blue madras background. This shape seems to be the same colour as the support. However, in
colour, we can see that the support is cream/yellow, since it is a cardboard.

We studied the impact of colour for correlation matching approaches and showed that this im-
provement was significant only in chromatic areas, i.e. areas where colour information is present and
significant compared to grey levels, cf. [Chambon 05a, chapter 4]. The tested images had 14.47% to
86.34% of colour areas and this explains the moderate differences in behaviour between colour and
grey levels. Then, we studied the use of colour in global approaches. Despite the first encouraging
results in the literature [Okutomi 92, Koschan 93, Mühlmann 02] and our work [Bleyer 08] where we
obtained more than 25% of global improvement, here, we will, first, confirm these preliminary results
and, second, add details on why these performances have been achieved and what their limitations are.
In particular, we compare our study with the improvements brought by robust approaches to radio-
metric distortions such as the one of [Hirschmüller 09]. In this paper, the authors almost exclusively
test operators relying on grey levels but they also present preliminary results using colour and they
find rather minor improvements using colour with their robust measurements to radiometric distor-
tions and conclude that colour does not bring much to the matching. This contradicts the preliminary
results obtained. So, similarly to our previous work, we try to find areas where the improvements are
significant and we study, in particular, the impact of colour in areas of radiometric distortions.

6.1.2. Contribution related to colour global matching [Bleyer 10a]

This work has been published in the following paper [Bleyer 10a]. In the appendix, the previous paper
published [Bleyer 08] is given in order to complete this presentation, see § B.2.

93



Does Color Really Help in Dense Stereo Matching?

Michael Bleyer∗

Institute of Software Technology
Vienna University of Technology

Favoritenstrasse 9-11/188/2, A1040 Vienna, Austria
bleyer@ims.tuwien.ac.at

Sylvie Chambon
Laboratoire Central des Ponts et Chaussées

Route de Pornic, BP 4129
44341 Bouguenais Cedex, Nantes, France

chambon@lcpc.fr

Abstract

This paper investigates the role of color in global stereo
matching approaches. In our evaluation study, we build
various energy functions by combining nine color spaces
with four dissimilarity functions and test their performance
on 30 ground truth stereo pairs. Our experiments start
by computing the matching scores via the absolute differ-
ence of color values. As is consistent with previous studies,
we observe that color-based matching clearly outperforms
grey-scale matching. However, our key observation is that
this improvement largely stems from considerably improved
performance in radiometric distorted regions, i.e. regions
where corresponding pixels have different intensities/colors
in the two input images, which is e.g. caused by illumination
variations. Hence, we claim that color basically serves the
same purpose as radiometric insensitive measures, namely
to reduce matching errors in radiometric distorted image
areas. However, the important difference is that radiometric
insensitive measures are considerably superior in this re-
spect, which we demonstrate by using Mutual Information,
ZNCC and Census as dissimilarity functions in our experi-
ments. Interestingly, we observe that for these dissimilarity
functions color even has a negative effect. Therefore, our
suggestion is to not use color at all, but radiometric insen-
sitive measures on grey-scale images, also on images where
radiometric distortions seem to be very small.

1. Introduction

Using color intuitively represents a good idea in binoc-
ular dense stereo. A color image provides more informa-
tion than a grey-scale image, and this additional informa-
tion should help in reducing the ambiguity in stereo match-
ing. For example, consider the case where we have a green
pixel in the left image. Let us suppose that we have two
match candidates in the right image, i.e. a green and a red
pixel. In this case, it is easy to compute the green pixel as
being the correct match. Let us now discard the color in-

∗Michael Bleyer received financial support from the Austrian Science
Fund (FWF) under project P19797 and the Vienna Science and Technology
Fund (WWTF) under project ICT08-019.

formation. Red and green might then project to the same
intensity value. Hence, matching now becomes ambiguous,
and it can be expected that matching performance becomes
worse. Despite this obvious advantage of color, there have
recently been contradicting statements about whether color
should be used in stereo algorithms or not.

There are several previous studies that assess the perfor-
mance of color-based stereo, either in the context of local
methods [5, 8, 9, 10] or, more recently, in the context of
global algorithms [2]. These papers consistently claim that
color improves the performance in comparison to grey-scale
matching. For example, the authors of [2] report a relatively
high performance gain, i.e. matching errors are reduced by
up to 25% in their experiments. In this work, we will con-
firm the results of these studies, but we argue that previous
papers do not tell the “whole story” about color in stereo
matching, i.e. they do not give enough details about the con-
ditions of this improvement.

A recent study [7] has evaluated the performance of dif-
ferent match measures that are insensitive to radiometric
distortions. By radiometric distortion we mean that cor-
responding pixels have different intensity/color values in
the two input views, which violates the commonly applied
photo-consistency assumption. There are various sources
for radiometric distortions such as different camera settings
(e.g. in exposure times), vignetting or slightly different illu-
mination conditions under which the images have been ac-
quired. Although the authors of [7] almost exclusively op-
erate on grey-scale images, they also present a preliminary
experiment addressing the role of color. Surprisingly, the
authors report very little improvement when using color in
conjunction with their radiometric insensitive match mea-
sures. Consequently, they state that color does not help in
stereo matching, which seems to contradict the evaluation
studies cited above.

In this paper, we aim at shedding light onto these contra-
dicting results. We perform an evaluation study that com-
pares competing color as well as grey-scale energy func-
tions against each other. An important concept of this study
is to separately analyze matching errors that occur in (1)
radiometric distorted and (2) radiometric clean image re-
gions. This separation allows us to show by experiment

1
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that the major argument for using color is an increased ro-
bustness against radiometric problems. In particular, we
demonstrate that the overall improved performance due to
using color reported in [2] can largely be explained by a
significant improvement in the handling of radiometric dis-
torted regions. This finding also establishes a link to [7],
namely: If radiometric distortions are already accounted
for by the match measure, the major argument for color
(i.e. robustness against radiometric problems) seems to be-
come useless. It is therefore not surprising that color does
not improve performance when using radiometric insensi-
tive match measures.

The remainder of this paper is organized in two parts.
The first part (section 2), describes our evaluation method-
ology including the energy functions to be evaluated, the
stereo algorithm in which the energy functions are embed-
ded and our evaluation metrics. The second part (section 3)
then presents our experiments on which the findings of the
paragraph above are based on.

2. Testbed

2.1. Energy Functions

We model the stereo problem using a standard energy
function. The energy measures the quality of a disparity
map D that assigns pixels to discrete disparity values and is
defined as

E(D) = Edata(D) + Esmooth(D). (1)

Let us first discuss the smoothness term Esmooth whose
evaluation is beyond the scope of this paper. We define it as

Esmooth(D) =
∑

(p,p′)∈N
s(dp, dp′) (2)

where N is the set of all spatial neighbors in 4-connectivity
and dp denotes the disparity of p according to disparity map
D. To define the function s(), we use a simplified truncated
linear model:1

s(dp, dp′) =

⎧
⎨
⎩

0 if dp = dp′

P1 if |dp − dp′ | = 1
P2 otherwise.

(3)

Here, P1 and P2 are user-defined constants where P1 rep-
resents a penalty for small variations in disparity and P2

penalizes disparity discontinuities. In our experiments, we
set P1 := P2

2 . We tune the value of P2 individually for each
energy function of our benchmark. The goal of this tuning
is to achieve good-quality results on our test set. Note that

1This is not a perfect choice, because the truncated linear model has
a bias towards fronto-parallel surfaces. However, more advanced smooth-
ness terms such as the second-order term of [14] are considerably more
difficult to optimize. We have therefore decided against using them.

this individual tuning is required, since the application of
different data terms changes the balance between data and
smoothness terms.

Let us now define the data term whose evaluation is the
topic of this paper. It is defined as

Edata(D) =
∑

p∈I
ρ(p, p − dp) (4)

where I is the set of all pixels in the left view. The function
ρ(p, q) computes the color dissimilarity between a pixel p
of the left and a pixel q of the right image. In our study, we
will use different implementations of ρ() and will compare
their performance against each other.

2.1.1 Dissimilarity Functions

Absolute Color Difference The first dissimilarity func-
tion investigated in our study is the absolute difference of
color values. This simple measure cannot handle radiomet-
ric distortions, but is important, since it represents the stan-
dard way for computing the data costs in global methods.
We define ρAD as

ρAD(p, p − d) =
∑

1≤i≤3

|σi(p) − σi(p − d)| (5)

where σi(p) returns the value of the ith color channel at
pixel coordinates p. Note that we use nine different color
representations in our study and hence nine different imple-
mentations of σ(). This is discussed in section 2.1.2.2

Window-based Measures Let us now define two
window-based measures that can handle radiometric distor-
tions. It is not common to use window-based measures in
global stereo. This is most likely due to performance degra-
dations that can be expected at disparity borders where the
window contains pixels of different disparities. To weaken
this effect, we apply small windows of size 5 × 5 pixels.

Our first measure is the Zero mean Normalized Cross-
Correlation (ZNCC), which is defined as

ρZNCC(p, p − d) =

∑

1≤i≤3

∑
q∈Wp

[σi(q) − σi(p)][σi(q − d) − σi(p − d)]
√∑

q∈Wp
[σi(q) − σi(p)]2

∑
q∈Wp

[σi(q − d) − σi(p − d)]2

(6)
where Wp denotes a square window centered at pixel p. The
function σi(p) returns the mean value of the ith color chan-
nel computed over all pixels inside Wp.

The second window-based measure is Census [17]. Fig-
ure 1 explains this measure by using a simple example. To

2We will also evaluate the performance of grey-scale matching where
there is just one channel. In this case, the dissimilarity function is defined
as ρAD(p, p − d) = |σ(p) − σ(p − d)|. The adaptations for the other
dissimilarity functions work analogously.
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Figure 1. The Census measure. A window is centered on pixels
of left and right images. The color values inside a window are
converted to a binary representation where 1 means that the pixel’s
color value is larger than that of the center pixel. 0 means that the
opposite is true. The resulting bit-strings are compared against
each other by computing the Hamming distance, which represents
the dissimilarity of the two windows according to Census.

compute Census for color pixels, we first compute the Cen-
sus value individually for each color channel. We then sum
up the results over all three color channels.3

Mutual Information Mutual Information (MI) is attrac-
tive for global methods, since it is a radiometric insensi-
tive measure defined on a pixel basis (and not on windows).
Hence one has the advantage of being insensitive to radio-
metric distortions without introducing artifacts at disparity
boundaries. The disadvantage is that MI requires a dispar-
ity map for computing the matching scores. This dilemma
is typically solved by an iterative computation scheme, i.e.
a disparity map is determined given initial matching scores,
then the matching scores are computed using the disparity
map and so on. Our implementation follows the hierarchical
MI approach of [6] to speed up this procedure. The reader
is referred to the same paper [6] for a more detailed de-
scription of MI. To incorporate color, we proceed as for the
measures above, i.e. MI is computed individually for each
color channel and the resulting values are summed up.

2.1.2 Color Systems

As stated above, σ() implements nine color spaces. These
are basically identical to the color systems evaluated in pre-
vious studies [2, 5].4 We use three different categories
of color spaces: (1) primary systems (RGB and XY Z),
(2) luminance-chrominance systems (LUV , LAB, AC1C2,

3Obviously, there are alternative ways for fusing the three color chan-
nels to obtain the matching costs. For example, one can compute the mini-
mum or the median value over the three channels [5]. We have decided for
the sum of channel values, since this represents the simplest and probably
most commonly used method.

4We have excluded HSI , since its performance has been reported to
be very poor in [2, 5]. Moreover, one needs to modify the dissimilarity
function ρ() to correctly handle HSI . This modification is not trivial.

Name Definition

Grey I = 0.299R + 0.587G + 0.114B

XY Z

⎛
⎝

X
Y
Z

⎞
⎠ =

⎛
⎝

0.607 0.174 0.200

0.299 0.587 0.114

0.000 0.066 1.116

⎞
⎠

⎛
⎝

R
G
B

⎞
⎠

LUV

L =

{
116 (Y/Yw)

1
3 − 16 if Y/Yw > 0.01

903.3 Y/Yw otherwise

U = 13L(u′ − u′
w) with u′ = 4X

X+15Y +3Z

V = 13L(v′ − v′
w) with v′ = 9Y

X+15Y +3Z Xw,
Yw, Zw: white reference components

LAB

A = 500(f(X/Xw) − f(Y/Yw))
B = 200(f(Y/Yw) − f(Z/Zw))

f(x) =

{
x1/3 if x > 0.008856

7.787x + 16
116 otherwise

AC1C2

⎛
⎝

A
C1

C2

⎞
⎠ =

⎛
⎜⎝

1
3

1
3

1
3√

3
2

−
√

3
2 0

−1
2

−1
2 1

⎞
⎟⎠

⎛
⎝

R
G
B

⎞
⎠

Y C1C2

⎛
⎝

Y
C1

C2

⎞
⎠ =

⎛
⎜⎝

1
3

1
3

1
3

1 −1
2

−1
2

0 −
√

3
2

√
3

2

⎞
⎟⎠

⎛
⎝

R
G
B

⎞
⎠

I1I2I3

⎛
⎝

I1

I2

I3

⎞
⎠ =

⎛
⎜⎝

1
3

1
3

1
3

1
2 0 −1

2
−1
4

−1
4

1
2

⎞
⎟⎠

⎛
⎝

R
G
B

⎞
⎠

H1H2H3

⎛
⎝

H1

H2

H3

⎞
⎠ =

⎛
⎝

1 1 0
1 −1 0

−1
2 0 −1

2

⎞
⎠

⎛
⎝

R
G
B

⎞
⎠

Table 1. Conversions from RGB to other color spaces.

Y C1C2) and (3) statistical independent component systems
(I1I2I3, H1H2H3). In addition, we also provide a grey-
level version of σ() (Grey) to implement intensity-based
matching. Table 1 provides formulas for the conversion
from RGB to the other color spaces.

At this point it is important to understand that we build
an energy function by combining a dissimilarity function
with one of our color spaces. Having four dissimilarity
functions and nine color systems, this leads to 4 · 9 = 36
potential energy functions.

2.2. Energy Optimization

There is a large amount of work dealing with effec-
tive optimization of energies in the form of equation (1).
The most popular optimizers are Belief Propagation and
graph cut-based α-expansions. However, since computa-
tional speed is vital for handling our large number of energy
functions and test sets, we have decided to incorporate our
energy functions into the fast stereo matcher of [3].

Roughly spoken, the method of [3] constructs an in-
dividual tree-based approximation of the standard four-
connected grid at each pixel. The global energy optimum
on these trees is then computed via dynamic programming.

3
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(a) (b) (c)

Figure 2. Extraction of radiometric distorted regions. (a) Left
image of the Moebius set (top) and corresponding ground truth
disparities (bottom). (b) Data costs of the ground truth solution.
Bright pixels denote high costs and red pixels are occlusions. (c)
Map of radiometric distorted regions. This image is generated by
applying a median filter on the image of (b).

The method also incorporates a simple form of occlusion
handling. It first determines a disparity map for the right
input image to obtain the occluded pixels of the left image.
This occlusion information is then exploited in the compu-
tation of the disparity map for the left view. From a practi-
cal point of view, the method delivers high-quality results at
low processing time, which is typically less than a second.

2.3. Test Set and Quality Metrics

2.3.1 Extracting Radiometric Distorted Regions

A key concept of this paper is to separately analyze match-
ing performance in (1) regions that are affected by radio-
metric distortions and in (2) regions that are not. We can
extract these regions from ground truth stereo pairs.

Let us look at the data costs of the ground truth disparity
solution for this purpose. For each non-occluded pixel of
the left image, we look up its matching point in the right
image using the ground truth disparity map. We then com-
pute the absolute intensity difference between the two corre-
sponding points and store the calculated value in an image.
An example result of this procedure is shown in figure 2b
where bright pixels represent high intensity differences.

The interesting point in figure 2b are the large regions
of homogeneously high dissimilarity that we have marked
with green boxes. These high-dissimilarity areas are the
result of radiometric differences that exist between left and
right input images (e.g. caused by slight variations in illumi-
nation and/or exposure times). We extract these regions by
applying denoising on the ground truth cost image of figure
2b. For simplicity, we use a median filter, which generates
the desired map of radiometric distorted pixels (figure 2c).

Note that apart from radiometric problems, high dissimi-
larities in the ground truth cost image can also be attributed
to other problems such as sensor noise, sampling artefacts
[1] and the stereo matting problem [4, 15]. In the ground
truth cost image, noise typically leads to isolated high-cost
pixels, while sampling and matting artefacts lead to thin
high-cost lines in the proximity of texture and disparity bor-

ders, respectively (also see figure 2b). We do not investi-
gate these problems in our study and have therefore treated
these high-cost pixels as noise. In fact, we believe that the
smoothness term of our energy can successfully suppress
these high-dissimilarity pixels to a large extend due to their
number being small. This is in contrast to radiometric dis-
torted regions, where large areas of high-cost pixels lead the
energy optimum away from the correct disparity.

2.3.2 Test Set

To accomplish our experiments, we select a large number
of 30 ground truth stereo pairs [7, 11] that can be obtained
from the Middlebury website. For each pair, we compute a
map of radiometric distorted pixels using our procedure de-
scribed in section 2.3.1. The left images of the stereo pairs
and corresponding distortion maps are shown in figure 3. It
is interesting to note that although the images from the Mid-
dlebury set have been acquired under laboratory conditions
and using controlled illumination, they contain a consider-
able amount of radiometric distortion.5

2.3.3 Quality Metrics

To evaluate the quality of a disparity map, we compare it
against the ground truth image. Our first error measure EV
follows [11] and computes the percentage of visible (unoc-
cluded) pixels having a disparity error larger than one pixel.

Our other two error measures operate on the maps of fig-
ure 3. The first measure ED computes the percentage of
wrong pixels in radiometric distorted regions and is defined
as

ED(D) =

∑
p∈V T [|dp − d′

p| > 1] · wp∑
p∈V wp

. (7)

Here, V is the set of all non-occluded pixels. T is the indica-
tor function that returns 1 if its argument is true and 0, oth-
erwise. d′

p returns the disparity of p according to the ground
truth solution. Finally, wp returns a weight that lies between
0 and 1. This weight represents the confidence to which we
believe that p is part of a radiometric distorted region and is
directly inferred from the distortion maps of figure 3. The
weight is thereby 0 if p is black in the distortion map and
1 if p is white. For grey-scale values different from black
or white, the weight takes a fractional value. Note that our
distortion maps are not binary (i.e. distorted / not distorted),
since we want to avoid the problem of finding an appropri-
ate threshold for binarization.

Our final error measure EC calculates the percentage of

5For each of the new Middlebury pairs, there exist various versions,
which differ in that they have been recorded using varying illumination
conditions and exposure times. In this study, we only use image pairs for
which left and right images have been acquired using constant illumination
conditions and exposure times. It is not our goal to study extremely strong
radiometric distortions as has, for example, been a topic in [7].
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Tsukuba          Venus           Teddy            Cones             Art               Books            Dolls          Laundry         Moebius       Reindeer

Aloe           Baby1          Baby2             Baby3         Rocks1           Rocks2          Wood1        Bowling2   Lampshade1   Flowerpots

Bowling1   Lampshade2      Plastic         Midd1         Monopoly        Wood2            Cloth1         Cloth2            Cloth3           Cloth4

Figure 3. The 30 test sets used in our test runs and computed maps representing radiometric distortions. High intensity values represent
pixels of high radiometric distortion. Red pixels denote occlusions.

wrong pixels in radiometric “clean” regions. It is defined as

EC(D) =

∑
p∈V T [|dp − d′

p| > 1] · (1 − wp)∑
p∈V(1 − wp)

. (8)

For later use in section 3, we also define EV , ED and EC
as the average of these error measures computed over all 30
test stereo pairs.

3. Experiments

3.1. Standard Color-Based Matching

We start by using absolute color differences (see equa-
tion (5)) as a dissimilarity function and compare the perfor-
mance of our nine color systems. This experiment is equiv-
alent to the one performed in [2], but [2] has not given an
explanation for the results, as we will do in the following.

In our experiments, we have recognized that when com-
paring disparity maps obtained by using different color sys-
tems, disparity errors are not randomly distributed all over
the images, but occur in approximately the same image re-
gions. For example, let us consider the Moebius image pair.
Figure 4 shows error maps that we have produced using
grey-scale matching and using color-based matching with
RGB and LUV color systems. In the error maps, we plot
pixels that have a disparity error larger than one pixel in
comparison to the ground truth image. We use the same

(a) Grey (b) RGB

(c) LUV (d)

Figure 4. Disparity errors in the Moebius test set using (a)
intensity-based, (b) RGB-based and (c) LUV -based matching.
We use absolute differences in color values as dissimilarity func-
tion. Disparity errors (black and grey pixels) always occur in ap-
proximately the same image areas. These areas seem to corre-
spond to regions of high radiometric distortions (bright pixels in
(d)). In comparison to grey-scale matching, RGB and LUV seem
to improve matching performance in exactly those regions.
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Figure 5. Our quality measures computed for nine different color
spaces using absolute color differences as a dissimilarity function.
Analogously to [2], we report that color matching outperforms
intensity-based matching (see values of EV ). The important point
stressed in this paper is that this “overall” improvement is mainly
due to a large improvement in radiometric distorted areas (see val-
ues of ED). In radiometric clean areas, the benefit of color seems
to be low (see values of EC).

error coding as on the Middlebury webpage [11], i.e. black
pixels show errors in visible regions, while grey pixels show
errors in occluded image areas. It can be seen from the error
maps that the majority of disparity errors occur in approxi-
mately the same image regions for all three color represen-
tations (green rectangles in figure 4). These areas seem to
have large overlap with areas affected by radiometric dis-
tortions (see figure 4d). The important point is that color
(especially LUV ) effectively reduces the errors in exactly
those areas. This motivates the conclusion that color is of
specific importance in regions of radiometric distortions.

Obviously, it is not valid to draw this conclusion from a
single image pair. We have therefore computed our quality
measures EV , ED and EC that are defined over a large im-
age set of 30 stereo pairs. Figure 5 plots the corresponding
results for our nine color representations. Here, the val-
ues of EV confirm the result of [2], i.e. color outperforms
grey-scale matching and the luminance-chrominance color
systems are the best performing color representations.

Figure 5 shows only small variations in the values of
EC , which measures the error in radiometric “clean” re-
gions. Therefore, it seems that color does not have signifi-
cant influence if there are no radiometric distortions. Conse-
quently, this cannot represent an explanation for the “over-
all” improvement measured by EV . However, the important
point is that color leads to a large performance gain in radio-
metric distorted regions (see values of ED). For example,
the value ED drops from 32,6% for grey-scale matching to
17,8% when the LUV color system is used, i.e. LUV elim-
inates almost half of the errors in distorted regions. There-
fore, a key observation of this study is that an “overall” im-
provement by using color is largely caused by considerably
improved performance in radiometric distorted regions.

We have identified radiometric distorted pixels as being

the major source of matching errors in our test set. In the
case of grey-scale matching, 57% of the “overall” wrong
matches stem from these distorted pixels. (This is in con-
trast to their relatively small number, i.e. 33% of the “over-
all” pixels are affected by radiometric problems.) There-
fore, improving the value of ED has strong influence on the
overall matching performance EV . Note that the amount
of radiometric problems might obviously be different on a
different set of test images. However, one has to consider
that the Middlebury images have been captured under con-
trolled illumination and exposure conditions in laboratory
conditions. Hence, we strongly believe that the influence of
radiometric distortions will even be higher on “more practi-
cal” image pairs.

The conclusion that color is more robust in radiometric
distorted regions is not surprising. For example, consider
two images that have been recorded under different illumi-
nation conditions. In this case, it is likely that a green pixel
of the left image corresponds to a dark green pixel of the
right view, i.e. that the pixel changes its intensity. In con-
trast to this, we believe that it is quite unlikely that these il-
lumination differences lead to the green pixel turning into a
red one, i.e. that the pixel changes its color. Despite this ro-
bustness against radiometric distortions, it is not a good idea
to solely rely on color information in the matching process
as is demonstrated next.

Let us now take a closer look at the LUV -color system,
which is the top performer according to figure 5. LUV
strictly separates intensity from color, i.e. the L-channel
contains the intensity information, while the U - and V -
channels hold the color information. Let us use this prop-
erty of LUV to compare “pure” intensity against “pure”
color matching. We therefore construct a first energy func-
tion that only operates on the L-channel and a second one
that solely operates on the U -channel.6 We use the abso-
lute difference of channel values as a dissimilarity function.
The values of ED and EC are plotted for each test pair in
figure 6. As expected, color is clearly superior to intensity
in regions of radiometric distortions (see left plot in figure
6). When looking at radiometric clean areas (right plot), the
opposite is true. Here, intensity outperforms color match-
ing. The problem of “pure” color matching is that one loses
a lot of texture when discarding intensity information from
the image. Since stereo matching relies on the presence of
texture, this leads to performance degradations. To handle
both cases, i.e. radiometric distorted and undistorted pixels,
it is a good idea to combine intensity and color information.

We believe that the performance differences between
color systems in figure 5 can be explained by the “recipe”
for mixing color and intensity. The color systems H1H2H3,
XY Z , RGB and I1I2I3 interleave color with intensity in

6We omit the results for the V -channel for the sake of legibility in figure
6. These results are almost identical to that of the U -channel.
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Figure 6. “Pure” intensity-based versus “pure” color-based matching. Our first energy function computes data costs as the absolute differ-
ences in L-channel values of the LUV color system. The L-channel holds the intensity information. The second energy function operates
on the U -channel that holds color information only. The left diagram shows that pure color-based matching outperforms intensity-based
matching in radiometric distorted regions. If there are no radiometric distortions, intensity-based matching is clearly superior (right plot).
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Figure 7. Standard color matching versus radiometric insensitive
match measures. The radiometric insensitive measures ZNCC and
Census (used on grey-scale images) outperform other strategies.

each channel, i.e. the mixture ration is 1:1. In contrast to
this, the better-performing luminance-chrominance systems
AC1C2, Y C1C2 and LUV use one dedicated channel for
intensity, but two dedicated channels for color, i.e. the ration
is 1:2.7 Hence, we can say that the luminance-chrominance
systems contain “more color”, and this is important to han-
dle the radiometric distorted regions that represent the ma-
jor source of matching errors on our test sets.

3.2. Radiometric Insensitive Measures

We have argued that the main benefit of color is an im-
proved robustness against radiometric problems. However,
as an alternative, one can directly use radiometric insensi-
tive measures on a grey-level basis to obtain this robustness.
We now compare these two options against each other.

We have the following competing energy functions in
our experiment: (1) We use the absolute difference of grey
values as a matching function. (2) As a representative of
standard color-based matching, we determine the absolute
differences of LUV color values (which has been the best-
performing strategy in figure 5). (3) For evaluating the per-
formance of radiometric insensitive measures, we use MI,
ZNCC and Census on grey-scale images to calculate the

7We currently do not have a good explanation for the bad performance
of the luminance-chrominance system LAB.

data term. Our error measures representing the matching
performance of these strategies are plotted in figure 7.

The results speak a clear language. ZNCC and Census
have the same effect as color matching, i.e. they reduce the
error in radiometric distorted regions. However, ZNCC and
Census are considerably more effective in this respect. In
addition, both measures are even capable of reducing the
errors in radiometric clean regions, which leads to the over-
all best performance. Note that the performance improve-
ments are extreme. For example, the value of EV drops
from 20.5% for AbsDif (Grey) to 6.7% for Census (Grey).
This demonstrates the potential that lies in the data term of
common energy functions. MI delivers approximately the
same performance as standard color-based matching, which
is surprisingly poor in comparison to ZNCC and Census.
Nevertheless, from these results, it is clear that radiomet-
ric insensitive measures should be preferred over standard
dissimilarity functions such as the absolute difference. We
strongly suggest to follow this advice also in cases where
radiometric differences do not seem to be present to the
human observer. For example, radiometric problems are
hardly visible on our test set with bare eyes.

Let us now see if we can get additional performance im-
provement for ZNCC and Census when incorporating color
information. In figure 8, we build the energy functions by
combining our nine color spaces with ZNCC and Census.
The results show that color does not help and even worsens
the results. We believe that this does not represent a contra-
diction to figure 5 where a clear improvement due to color
has been observed. The main benefit of color (i.e. robust-
ness against radiometric distortions) becomes unimportant,
since such distortions are already handled by the dissimilar-
ity function. A similar result has been reported in [7] where
the authors observed only very little improvement due to
color. The authors of [7] have argued that color is not im-
portant, since by deleting it from the images, one practically
does not lose texture. Moreover, they state that intensity is,
in general, more robustly captured by the camera than color
information. We believe that these two arguments become
dominant when the major argument for using color, i.e. han-
dling of radiometric distorted regions, falls away.
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Figure 8. ZNCC and Census measures used with intensity and color. Color does not represent an improvement for both measures.

4. Conclusions

This paper has investigated color stereo matching with a
specific focus on radiometric distortions. We have claimed
that the major argument for color is an improved treatment
of radiometric distorted regions. However, we believe that
this benefit is low considering that the alternative of directly
using radiometric insensitive match measures on grey-scale
images works considerably better. We answer the question
whether color should currently be used in stereo matching
by no: In our experiments with radiometric insensitive mea-
sures, color has consistently led to performance degrada-
tion. In accordance with [7], we believe that in contrast to
intensity information, color is simply less robustly captured
by nowadays cameras (or at least by those cameras used to
record the applied test images).

In future work, there are several ways to extend our
study. One obvious extension is the application of addi-
tional optimization algorithms for minimizing our energy
functions (e.g. α-expansions or Belief Propagation). One
could also extend the set of evaluated energy functions, e.g.
by incorporating more advanced smoothness terms [14] or
dissimilarity functions [16]. However, we believe that none
of these modifications would lead to substantially different
results. However, a more crucial point is that due to the
absence of ground truth data different from the Middlebury
set, our findings are based on images that have all been ob-
tained under similar conditions using the same cameras. In
future work, one should generate additional ground truth
images using a set of different cameras to check the valid-
ity of our conclusions on other data. An interesting aspect
also lies in the upcome of novel “segmentation-based” cost
aggregation strategies that have been evaluated in [12, 13].
Fusing our results with [12, 13] would represent another
step on the way to an “optimal” data term for stereo.
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6.1.3. Conclusion about introducing colour in global matching approaches

This work allowed us to deepen the one started in [Chambon 05a, chapter 4]. First, we have highlighted
other areas where colour can improve the quality of the results: radiometric distortion areas. Second,
we have identified under which conditions these improvements are significant: when a local cost involv-
ing a classical distance, such as an absolute value, is used. Moreover, in line with [Hirschmüller 09],
we believe that in many situations, the available colour information is not really exploitable, in partic-
ular, when we do not have information on the reference white [Can Karaimer 18]. We could explore
this further, based on the publications of Michael Brown1 [Nguyen 17, Can Karaimer 19]. It would
be necessary to define the minimum amount of information about the colour that is required for it
to be truly usable. With this knowledge, we could envisage two perspectives: an adaptation of the
approaches proposed to integrate this information, and, possible adaptations in case it is not avail-
able. Of course, the work we have presented here can be developed by adding other optimisation
approaches, such as those cited in [Chambon 05a, chapter 1], or by testing other smoothing costs,
such as those presented in [Woodford 08] and other dissimilarity costs [Chambon 05a, Yoon 07, chap-
ter 3]. Finally, as [Tombari 08, Wang 06], we think that it is interesting to integrate other aspects,
such as other correlation measures into the matching cost, which is what we study in the § 6.2, or the
use of segmentation to condition the correspondence propagation that we study in § 6.3 and 6.4.

6.2. Complementarity study for the correlation combination

6.2.1. Introduction to correlation complementarity

For local methods, it is still difficult to measure the respective qualities of each proposed meth-
ods, in particular of each correlation measures introduced. Moreover, the first study con-
ducted [Chambon 05b, chapter 3 to 5] highlighted the interest of robust measures, in areas with
occlusions, as well as the interest of classical measures, in areas without occlusion. We have there-
fore proposed approaches to combine them. The results obtained are encouraging, but there are still
questions:

(1) In a more general consideration, which are the correlation measures that are the most comple-
mentary to cover all the matching difficulties?

(2) Does it make sense to combine many measures and how many?

(3) Can we propose an algorithm that combines more than one measure to obtain dense and correct
disparity map and is it more efficient than the previous methods?

Consequently, based on the 41 measures studied in [Chambon 11c], we evaluate the matching result
quality on the 42 image pairs presented in § 5.5 in order to study the correlation measure complemen-
tarity. For this study, we focus on a single criterion, the percentage of erroneous matches.

Few research has been done on this type of combination. The closest approach we have found is
[Wegner 09] where the authors compare and combine four different measures (SAD, Sum of Absolute
Differences, RANK [Bhat 98], GC, cf. § B.1.3 and CENSUS, cf. § B.1.4). To combine these measures,
they use a two-by-two product of the scores. The measure is used within a global belief propagation
matching algorithm [Sun 03]. Our study deepens this work because, first, we study the measure
complementarity, and, second, we generalize this work to all the measures presented in [Chambon 11c].

6.2.2. Contribution related to correlation combination [Chambon 11b]

This part has been published in [Chambon 11b].
1I met him during my visit to the University of Singapore in 2016.
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Abstract: In the context of dense stereo matching of pixels, we study the combinationof different correlation mea-
sures. Considering the previous work about correlation measures, we use some measures that are the most
significant in five kinds of measures based on: cross-correlation, classic statistics, image derivatives, non-
parametric statistics and robust statistics. More precisely, this study validates the possible improvement of
stereo-matching by combining complementary correlation measures andit also highlights the two measures
that can be combined in order to take advantage of the different methods: Gradient Correlation measure (GC)
and Smooth Median Absolute Deviation measure (SMAD). Finally, we introduce an algorithm of fusion that
allows to combine automatically correlation measures.

1 INTRODUCTION

Finding homologous pixels in a stereo pair of im-
ages is one of the most important step in order to
recover the 3D structure of a scene by stereovision.
Many methods have been proposed in the literature
where local methods are distinguished from global
ones. More precisely, matching methods can be de-
scribed with essential components, this term has been
firstly introduced by (Scharstein and Szeliski, 2002).
These components are: the matching cost, the opti-
mization method, the introduction of multiple passes,
i.e. to improve the matching performances, some ap-
proaches are based on several methods applied in se-
quence. This description leads to a four type cate-
gorization: local methods, global ones (without cor-
relation measure), mixed method (global ones with a
correlation measure) and the methods with multiple
passes. Our purpose is to introduce a multipass algo-
rithm based on combination of local methods.

Local methods are easy to implement, low
time consuming, quite efficient, and consequently
intensively used. Unfortunately, characterising
how the existing correlation measures are effec-
tive, i.e. obtaining correct matching in differ-
ent areas of the image, is still an open issue.

In our work (Chambon and Crouzil, 2011) on lo-
cal costs, the influence of different measures on
the quality of stereo matching results have been
studied, in particular, near occluded regions and,
in (Chambon and Crouzil, 2004), we demonstrated
that a measure based on a robust statistics tool com-
bined with a cross correlation measure allows to ob-
tain better performances than using a correlation mea-
sure alone. These results raise up three new questions:

• Which are the correlation measures that are the
most complementary to cover all the matching
difficulties?

• Is it advantageous to combine numerous measures
and how many?

• Following up the previous questions, can we pro-
pose an algorithm that combines more than one
measure to obtain a whole dense and correct
matching (or disparity) map1 and is it more effi-
cient than the method based on a sole measure?

1A disparity (or matching) map represents for each
pixel, the distance between the pixel and its correspondent.
When the disparity map is represented by a grey level im-
age, the clearer the pixel, the larger the distance is. Black
pixels are occluded pixels.
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Existing methods are briefly presented before the de-
scription of the data set used for validating the pro-
posed method. Then, combination study is described
leading to the proposal for matching algorithm based
on merging the results obtained from various correla-
tion measures. Finally, results are presented.

2 CORRELATION MEASURES

The principle of a local cost, i.e. a correlation mea-
sure, is to consider that two homologous pixels and
their respective neighborhoods, are similar, from a
photometric point of view. The main difficulties of
these methods are: illumination changes, untextured
areas and occlusions. Many measures have been in-
troduced to tackle out these difficulties. Based on the
results of 41 measures on a benchmark of 42 images,
presented in (Chambon and Crouzil, 2011), we pro-
pose to study the complementarity of these measures,
and, in particular, the best measures of each families.

Table 1: Notations used for the description of the measures.

Iw The images withw∈ {l , r} (left and right).

I i, j
w ,

pi, j
w

The grey level of the pixelpi, j
w of coordinates

(i, j) in imageIw is I i, j
w . Moreover,px,y

r is the
correspondant pixel ofpi, j

l .

N∗
The number of pixels in the neighborhood:
Nf = (2Nv +1) ×(2Nh +1), Nv, Nh ∈ N∗.

fw

The vector of grey levels of pixels in the cor-
relation windows (inIw):
fw = (· · · I i+p, j+q

w · · ·)T = (· · · f k
w · · ·)T

where T is the matrix transposition operator
andp∈ [−Nv;Nv], q∈ [−Nh;Nh].

fw The mean of the grey levels infw.

f k
w The elementk of vectorfw.

LP
The LP norms: ‖fw‖P = (∑

Nf−1
k=0 | f k

w|P)1/P

with P∈ N∗ and ‖fw‖= ‖fw‖2.

In the following description, when no ex-
plicit reference is given, the reader should con-
sult (Aschwanden and Guggenbül, 1992). We briefly
present the notations in Table1 and the five best mea-
sures of the different families that are considered.

(1) Family 1: Cross correlation-based measures –
All these measures are based on a scalar prod-
uct (Moravec, 1980) and NCC (Normalized Cross
Correlation) is the most efficient one:

NCC(fl , fr) =
fl · fr

‖fl‖‖fr‖
. (1)

(2) Family 2: Classical statistics-based measures –
These types of measures can be used: measures

based on a distance or/and that are locally cen-
tered, variance-based or fourth-order cumulant-
based measures (Rziza and Aboutajdine, 2001).
The best one is the LSAD (Locally scaled Sum
of Absolute Differences) defined by:

LSAD(fl , fr) = ‖fl −
fl

fr
fr‖1. (2)

(3) Family 3: Derivatives-based measures –In-
stead of using grey levels, these measures em-
ploy the derivatives of the images at different or-
ders (Seitz, 1989). Most of the existing mea-
sures use only the direction of the gradient vec-
tors (Ullah et al., 2001), but, this kind of infor-
mation can induce errors, in particular, with
low norm gradient vectors whose direction is
not reliable. In consequence, the most perfor-
mant measure is based on the similarity of the
image gradient vectors, GC (Gradient Correla-
tion) (Crouzil et al., 1996). If the gradient vector
at pi, j

w in Iw is ∇I i, j
w and the norm is denoted by

‖∇I i, j
w ‖, the definition of GC is:

GC(fl , fr) =
∑A‖∇I i+p, j+q

l −∇Iv+p,w+q
r ‖

∑A(‖∇I i+p, j+q
l ‖+‖∇Iv+p,w+q

r ‖)
,

(3)
with ∑A = ∑Nv

p=−Nv ∑Nh
q=−Nh

.

(4) Family 4: Non-parametric statistics-based mea-
sures – They are based on the order of
the grey levels inside the correlation win-
dow (Kaneko et al., 2002; Bhat and Nayar, 1998).
Using the order of the grey levels allows these
measures to be robust against noises and occlu-
sions but, sometimes, it also gives an ambiguous
result, i.e. the best correlation score is obtained
for the wrong correspondant. The most perfor-
mant measure of this family is a non-parametric
one, CENSUS (Zabih and Woodfill, 1994). The
similarity measure uses a transform that produces
a bit chain which represents the pixels with an in-
tensity lower than the central pixel:

Rτ(fw) =
⊗

k∈[0;Nf−1]

ξ( f
Nf /2
w , f k

w),

whereξ( f
Nf /2
w , f k

w) = 1 if f k
w < f

Nf /2
w and 0 else-

where. CENSUS is the sum of the Hamming dis-
tances, denoted by DH , between the codes of each
pixel of the correlation window:

CENSUS(fl , fr) =
Nf−1

∑
k=0

DH(Rτ(fl ),Rτ(fr)). (4)
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(5) Family 5: Robust measures –We are particu-
larly concerned with the occlusion problem which
appears in the vicinity of a pixel near a depth
discontinuity. In fact, some pixels lie on a first
level of depth whereas the other pixels lie on a
second level. It can disturb the matching pro-
cess and introduce erroneous matches. To take
this problem into account, robust statistics tools
are introduced as correlation measures, like par-
tial correlation (Lan and Mohr, 1997) or pseudo-
norms (Delon and Rouǵe, 2004). The most effi-
cient is SMAD, the Smooth Median Absolute De-
viation (Rousseeuw and Croux, 1992):

SMAD(fl , fr) =
h−1

∑
k=0

(fl − fr −med(fl − fr))
2
k:Nf−1,

(5)
where the ordered values offw are represented by:
( fw)0:Nf−1 ≤ . . .≤ ( fw)Nf−1:Nf−1. It can be inter-
preted as a robust centered (median) and troncated
distance and, in our experiments,h =

Nf
2 .

Robust and non-parametric measures (families 4 and
5) are efficient in the presence of noises and/or oc-
clusions whereas the classic ones (families 1 and 2)
obtain better results when there is no major problems.
The derivatives measures have been designed to be
more efficient in the presence of noises, but, most of
the time, they are really less efficient than the other
ones, except GC which seems to have better results
than the others, in particular in low textured areas.
Interested readers can find more details about all the
measures in (Chambon and Crouzil, 2011).

3 EVALUATION PROTOCOL

To validate our approach, 42 images, with their
ground truth or reference disparity maps, have been
tested (see Figure1 for examples): 1 random-
dot stereogram, 2 synthetic pairs (Murs) and one
real image pair2, and, finally, 38 real pairs in-
troduced by Scharstein and Szeliski (9 in 2002
(Tsukuba) (Scharstein and Szeliski, 2002), 2 in 2003
(Cones) (Scharstein and Szeliski, 2003), 6 in 2005
and 22 in 2006 (Aloe)). The last ones are the
most complex scenes. The most consequent eval-
uation protocol to highlight the different perfor-
mances of global methods is given by the authors
of (Scharstein and Szeliski, 2002)3. Compared to
their protocol, our comparison is based on all their
38 images instead of 4.

2http://www.irit.fr/˜Benoit.Bocquillon/MYCVR/
research.php

3http://vision.middlebury.edu/stereo/eval/

NAME (a) (b) NAME (a) (b)

Murs Tsukuba
(2002)

Cones
(2003)

Aloe
(2006)

Figure 1: Examples of data used in our tests (left images
(a) and disparities1 (b)). Interested readers can find more
explanations about the estimation of these reference maps
(ground truth), both in the cited papers and in the cited web
page of section3 (active vision is used and/or some con-
straints about the geometry of the scene are introduced).

Many criteria can be used to evaluate
the quality of the results based on ground
truth (Chambon and Crouzil, 2004). However,
for this evaluation, we use the percentage of erro-
neous matches, noted ER, and the evaluation of the
complementarity of the results (also based on ER)
because they are the two most important aspects
to consider in order to evaluate the impact of the
proposed fusion algorithm.

4 COMPLEMENTARITY STUDY

To evaluate the complementarity of similarity mea-
sures, we analyse the percentage of erroneous
matches (ER) for each measure used alone, and for
each combination, by supposing that the correct cor-
respondent is always kept (when one of the measures
that are combined finds the exact correspondent), see
Table2 for the combination of 2 measures and Fig-
ure 2 for the percentage of erroneous matches with
more than 2 measures. We use these notations:

• Mi , with i ∈ {1;. . . ;Nm}, theNm tested measures;

• dth(pl ) the disparity of the pixelpl given by the
ground truth;

• di(pl ), the disparity given by the algorithm based
on the correlation measureMi ;

• dNm
tc (pl ) the theoretical or optimal combination of

Nm measures.

More formally, the optimal combinations of the re-
sults overNm measures (Nm ∈ {2;. . . ;41} because in
our previous work 41 measures have been studied),
denoteddNm

tc , is simply estimated by following this
rule, for each pixelpl :

if ∃ i ∈ {1;. . . ;Nm} wheredi(pl ) = dth(pl )

thendNm
tc = dth(pl ) anddNm

tc is correct
elsedNm

tc is erroneous.
We have tested these configurations:

(C1) Nm = 2: All the 41×41 combinations have been
evaluated and it highlights the best combination:

6.2. Complementarity study for the correlation combination
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GC and SMAD with only 14.13% for the mean
percentage ER on the 42 images.

(C2) Nm = 41: All the 41 measures have been theo-
retically combined and the results show that the
percentage ER can be decreased to 7.26%.

(C3) Nm ∈ {3; . . . ;40}: When we used the best com-
bination GC-SMAD, any kind of measures can
be added, the performances are quite equivalent.
With 3 measures, the percentage ER decreases to
about 13% and, then, it goes slowly to the min-
imum percentage ER (about 1% for each added
measure) reached by the optimal combination of
41 measures. Moreover, when more than 10 mea-
sures are used, ER is close to this minimum.

First, the results show how the local matching with
one correlation measure can be theoretically im-
proved, and, second, which measures are the most
complementary. In Table2, we can remark that com-
bining different measures can highly improve the re-
sults: on the whole image, from 7% of improvement
(2 measures combined) to 17% (41 measures).

Table 2: Percentages of erroneous matches (ER) with each
of the 5 best correlation measures and the best combinations
of 2 correlation measures.

MEASURE ER MEASURE ER

NCC 23.2 LSAD 23.3
GC 21 CENSUS 20.2

SMAD 27.9 GC-SMAD 14.13

Figure 2: Percentage of erroneous matches versus the num-
ber of correlation measures theoretically combined. This
graph illustrates the maximal number of measures that are
interesting to combine (10) but it also highlights the biggest
improvement obtained with only 2 measures.

The following analyses illustrate these results. Us-
ing four maps, see Figure3, we propose to visualize:

(1) The comparison of the two most complementary
measures –As expected by the definitions of these

measures, this visualization illustrates that SMAD
compensates for the weaknesses of GC in occlu-
sion areas (or near occlusion areas) whereas GC
compensates for the weaknesses of SMAD in non-
occluded areas and, in particular, areas that are
low textured, see (a) in Figure3.

(2) The areas with 1 correct correspondent over 5,
10 or 41 correspondents –The most distinctive
measure is GC, i.e. it is the most complementary
measure to the other measures. SMAD is the sec-
ond most complementary measure to the others,
see (b) for 5, (c) for 10 and (d) for 41 in Figure3.
Moreover, with 10 different correlation measures,
the results are quite near the results with 41 mea-
sures. And, our last conclusion is that combin-
ing more than 2 measures seems to be interesting
because, most of the time, more than one mea-
sure obtains the correct correspondent. This last
remark has inspired the fusion algorithm that is
described in the next section.

(a) (b)

(c) (d)

COLOR CODES

Measure NCC LSAD GC CENSUS SMAD
Non-
occ.
Occ.

Figure 3: Study of complementarity (an example with im-
age of Figure1) – The pixels in grey levels correspond to
pixels with more than 1 correct match over theNm combina-
tions. The darker the pixel, the higher the number of correct
matches. The color codes are used when only one measure
gives the correct match. Moreover, we discern the occluded
areas (Occ.) from the non-occluded areas (Non-occ.). In
(a), it shows that SMAD is efficient near occlusions whereas
GC is more efficient than SMAD in low textured areas.

In conclusion, we have decided to present an algo-
rithm that combinesNm different measures and we il-
lustrate the interest of this kind of algorithm by using
the two complementary measures: GC and SMAD.
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5 ALGORITHM OF FUSION

In our first proposition of combina-
tion (Chambon and Crouzil, 2004), the algorithm
was designed to take into account occlusions. In
consequence, as expected, the results are good in
non-occluded areas and also in occluded areas. The
goal of this new algorithm is to improve this work by
combining the advantages of each measure according
to each kind of regions in order to take into account
more difficulties, like low textured or noisy regions.
Towards this goal, instead of detecting the occlusions,
we work directly on how to merge the disparities
by taking into account their variations in several
matching maps (each map has been obtained with a
different correlation measure).

Our method of fusion is based on two steps, the
principle being to estimate a disparity map with each
measure and then to merge the results applying the
following two rules:

(1) If more than one disparity map give the same
match, the correspondence is validated and this
result is considered as reliable.

(2) In an “undetermined area” (i.e. rule (1) is not
respected), the “most reliable” disparity is kept.
The difficulty is to determine the most reliable. In
this paper, we consider the disparities found in the
neighborhood in the matching map of each con-
sidered measure.

Formally, these two rules can be defined as:

(1) Initialization for each pixelpl – The termdNm
f is

the final disparity, after the fusion ofNm correla-
tion measures.

If ∃ d |
(

(d = argmax
e

Me(pl ) && (d≥ Nm

2
)

)

then dNm
f (pl )← d

else the disparity is undetermined.

We define :

Me(pl ) = #{i|di(pl ) == e}.
(2) Refinement –For each pixelpl without dispar-

ity, we estimate the ambiguity, denoted by A, of
each possible disparitydi(pl ). For the estimation
of the function A, which represents how much the
estimated disparity is reliable, we suppose that if
most of the neighbors have the same disparity (in
the same result obtained with the same correla-
tion measure) the estimated disparity can be con-
sidered as sure. In consequence, for estimating A,
we compare the studied disparity with the mean
of the disparities in the neighborhood, denoted by
N . The disparity with the lowest ambiguity is

kept only if this ambiguity is not important, i.e.
higher than a given thresholdε.

For (each pixelpl )

d = argmin
i∈{1,Nm}

A(di(pl )) with

A(di(pl )) = |di(pl )−
1

#N (pl )
∑

k∈N (pl )

di(pk)|

with N (pl ) the neighborhood ofpl
4.

If (d < ε)5

then dNm
f (pl )← d

else pl is occluded.

6 Matching results

For this part, the fusion algorithm has been tested
with the fusion of the two most complementary mea-
sures: GC and SMAD. In order to try to detect oc-
clusions and erroneous matches, we use the symme-
try constraint that consists in estimating correspon-
dences from the left image to the right image and
then from the right to the left and in considering non-
coherent matches as occluded pixels (these occluded
pixels are shown in black in each disparity map). Ta-
ble 3 shows the improvements of the percentage of
erroneous matches obtained with the new algorithm
of fusion on all the 42 tested images. The decreasing
of this percentage is from 2.47 to 4.08 (with complex
images), i.e. the images difficult to match because of
the occlusion areas or the untextured areas. However,
this improvement did not reach the theoretically max-
imal improvement that is showed in Table2. Another
way to appreciate the quality of the results is to look
at the disparity maps that are given in Figure4. The
disparity maps obtained by fusion are the best ones
because they contain less false negatives than the oth-
ers. Moreover, the occlusion areas are better delim-
ited (the contours are clean and contain no “holes”).

As in the first step we have to estimate each dispar-
ity map induced by each measure, the execution time
is the sum of the execution time of each correlation-
based algorithm. The fusion algorithm does not take
much time in comparison to the second step. In con-
sequence, the higher the number of merged results,
the higher the execution time and the execution time
depends on the chosen measures. In our test, for ex-
ample with Tsukuba, GC takes 17.6 s and SMAD
39.77 s, so finally, the fusion algorithm takes about
1 minute.

4The 8 neighbors have been taken into account.
5We have chosenε = 1.
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Table 3: Precentage of erroneous matches –H represents
the images with untextured areas, likeTsukubapair, O, the
images with a lot of occlusions, likeAloe pair andR, the
images with no major difficulties, likeConespair (see Fig-
ure 4 for these images). The term Tc refers to the results
obtained with a theoretical or optimal fusion, see Table2.
The percentage of erroneous matches with the new method
is better than those obtained with the GC measure alone and
in particular with complex scenes.

METHOD H+O O H R Total

GC alone 25.6 17.5 19.6 15.9 20.9
Fusion 22.1 13.5 16.9 13.5 17.5
Tc 19.4 10.8 15.4 10.8 15.3

Image Tsukuba Image Cones Image Aloe

(a)

(b)

(c)

(d)

Figure 4: Disparity maps – (a), left image, (b) disparity map
with SMAD, (c), with GC, (d), with FUSION. The fusion
results present less false negatives, in particular forCones
andAloe. The example ofTsukubaillustrates the limits of
the method and the need to combine more than 2 measures.

7 CONCLUSION

In this paper, we proposed a study of the comple-
mentarity of correlation measures, illustrated with vi-
sualization maps, and we introduced a new way to
combine complementary measures. Moreover, we
highlight the most complementary measures: GC and
SMAD. The tests on 42 images illustrate the im-
provement of performances of the new fusion algo-
rithm compared to classic correlation matching, i.e.
based on one correlation measure alone. These re-
sults are encouraging but also exhibit the limit of this
approach that might lead to investigate the fusion ap-
proach based on a voting method in the neighborhood
of the studied pixel or to distinguish the most reliable
measures (in the first step of the algorithm). More-
over, we will study the influence of the number of

measures involved in the proposed algorithm.
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6.2.3. Conclusion about correlation combination for matching

This paragraph allowed us to present an in-depth study on the origin of the best results obtained
for each measure according to the kind matched areas. To this end, an initial study of the comple-
mentarity of the measures highlighted the most advantageous combination: GC and SMAD. We then
introduced a new matching algorithm allowing to combine them automatically. These preliminary
results are encouraging and allow us to highlight the perspectives of this combination work, by raising
the following questions:

(1) What can be the results of this fusion algorithm if we use more than two measures? Is it possible
to achieve the theoretical performance by combining more measures?

(2) These results show that it is possible to find points or regions in the image that are reliable
elements to match (here, some points are always well matched regardless of the correlation
measure). Can we imagine an algorithm that would propagate the reliable matched points to
obtain correspondences in the most difficult regions?

(3) If we imagine being able to determine the different types of regions in the image (with or without
occlusion, with similar radiometric characteristic), is it possible to combine these improvements
with over-segmentation?

This last questioning is explored in the work we present in the next two sections, cf. § 6.3 and 6.4.

6.3. Seed propagation matching

6.3.1. Introduction to seed propagation matching

We have seen in the previous paragraphs that the local approaches studied and for which we have
proposed improvements have obtained perfectible results in difficult areas such as near occluded areas
or depth discontinuities. Another way of taking these difficulties into account is to use a global
approach, but these approaches are costly and in our work, once again, we will seek to achieve these
performances while maintaining a local process. As presented previously, there is a large literature on
the subject but few publications have explored germ propagation methods.

i i
j jI1 I2

Candidates

Score

Figure 6.2.: Comparison between correlation-based matching and seed propagation matching – In this
example, we show that the search area in a classical correlation matching approach is much larger
than in a germ propagation approach. Indeed, in the first case, for the black point, without a priori
knowledge, the search is carried out on the whole corresponding line, whereas in the second case, for
the blue point, the search area is reduced to a neighbourhood of the germ point, the red point, for
which the correspondent is known. Thus, in this example, the search area of 7 pixels is reduced to 3
pixels.

Seed propagation principle is to assume that it is possible to have a set of very reliable correspon-
dences, what we call the seeds, and to propagate them in order to obtain a dense disparity map.
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These seeds are mostly matched points of interest. The primary interest of this type of approach is to
reduce matching errors. Indeed, at each iteration, to look for a new match, the search area is reduced
compared to a classical approach, cf. figure 6.2. In this example, we observe the score distribution
in the whole search area taken into account for a classical correlation approach and we notice that
there are several potential candidates to match a point (in black): more precisely candidate 1 and
candidate 6. This remark allows us to introduce the notions of ambiguity and imprecision as described
in [De Joinville 01]. Ambiguity corresponds to the distance between a candidate and the second corre-
sponding candidate. The ambiguity is therefore 5 pixels in this example. The imprecision corresponds
to the width of the main peak of this distribution. In this example, the fifth and seventh candidates
obtain close scores. Thus, the imprecision is plus or minus 1 pixel. In the case of seed propagation (a
blue seed appears in this example), the search area for finding the matched point (such as the one in
red) in the vicinity of the seed is reduced to the vicinity of the seed point (the blue point). We hope
that this reduces the ambiguity and imprecision. The second advantage, also related to the reduced
search area, is the decrease of the computing time.

In part I, we dealt extensively with the notion of point of interest detection, and in the rest of
this chapter we will focus on the propagation technique. We have chosen to explore the sequential
propagation method in an attempt to promote the most reliable matches. Classically, for propagation,
a simple correlation approach is used but, as we have seen in previous chapters, this measure may
contain ambiguities or imprecisions, cf. the score distribution shown in figure 6.2. To limit this effect,
we propose to combine a correlation measure with other aspects in order to introduce the notion of
confidence measure. More precisely, this measure combines the use of a photometric and geometric
distance to the seed, as well as a correlation measure as unambiguous as possible. This new approach
has been validated on the dataset presented in § 5.5.

6.3.2. Seed propagation matching with reliability measure [Gales 12]

This work has been published in [Gales 12].
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ABSTRACT
Seed propagation-based stereo matching can help to reduce
ambiguity occuring when a pixel from one image has dif-
ferent putative correspondents in the other one due to diffi-
cult areas (repetitive patterns, homogeneous areas, occlusions
and depth discontinuities). They rely on previously computed
matches (seeds) to reduce the size of the search area, and thus
the number of candidates. One approach of these iterative
methods selects the “best” seed at each iteration to prevent
the propagation of errors. However, little attention has been
brought to this best-first selection criterion for which a cor-
relation score is usually employed. This value itself does not
consider any ambiguity and is not well-suited to select the
most reliable seed. Therefore, in this paper we introduce a re-
liability measure. It has the advantage of taking into account
information from the other candidates, and leads, according
to the provided experimental evaluation, to better results than
the correlation score alone.

1. INTRODUCTION

Stereo matching – Widely studied problem in computer vi-
sion, it consists in finding, from two images (left and right) of
a same scene, which pairs of pixels correspond to the projec-
tion of a same element. A taxonomy of different stereo corre-
spondence algorithms can be found in [1]. These algorithms
are classified into two main categories: local (window-based)
and global methods. The methods from the former category
search for the pixels whose neighbourhoods are the most sim-
ilar based on correlation measures. The methods from latter
category search for the correspondences that minimize a cost
function of the overall matching error. Local methods are fast
and simple to implement but they are more prone to errors
in difficult areas (near occlusions and depth discontinuities)
than global ones, which are more time consumming. How-
ever, few papers focus on seed propagation-based technique
which has the advantage of reducing errors. This is a special
case of local method. As illustrated by Figure 1(a), in the ba-
sic local approach, the correspondent of one pixel is sought
through a large search area (9 pixels in the given example).
This search area is usually reduced to a line using epipolar
geometry. Nevertheless, the size of such a search area is still
large enough to introduce ambiguity as shown by Figure 1(b).

Indeed, one pixel from one image may have many different
look-alikes in the other image. The idea behind seed prop-
agation is to reduce this search area, and thus ambiguity, to
the neighbourhood of reliable matches (the seeds), see Fig-
ure 1(c) where (pl

u,v,pr
u,v0) is a seed and the search area for

the pixel pl
i,j is reduced to few pixels. Then, the newly found

correspondences are added to the set of seeds and the process
is reiterated until no more matches can be found.

Besides increasing the reliability of the computed matches,
these methods are also suitable for small and wide baseline
configurations and the results can be used by global methods
which usually require an initialization step. For these rea-
sons, in this paper, we focus on the seed propagation-based
techniques.

Motivation – We focus on the “best-first strategy” to prop-
agate from the “best” seed at each iteration in order to prevent
the propagation of errors. A correlation score is usually em-
ployed, however, this criteria does not provide a measure of
the reliability of a match since it does not reflect any ambi-
guity. Therefore, we propose to use a reliability measure in-
stead. This measure takes into account an ambiguity term, a
continuity term and a colour consistency term. Furthermore,
we propose an experimental evaluation in a small baseline
stereo context and compare the results with propagation us-
ing correlation as best-first selection criterion and the basic
local algorithm.

Propagation-based methods – Seed propagation-based
stereo matching relies on an initial set of trustworthy matches.
Feature points can be extracted and matched using correlation
or distance measures between descriptors [2, 3, 4, 5]. An al-
ternative method consists in applying a basic local matching
algorithm and selecting only the most reliable matches, satis-
fying a set of strong constraints [6].

Once the initial seed set is computed, the actual propaga-
tion can start. The propagation methods differ according to
the way the seeds are used. In the simultaneous approach, at
each iteration, all the seeds included whithin the set of seeds
are propagated (i.e. a correspondent is sought for the neigh-
bours of the left pixel of a seed) at the same time [6]. In the
sequential approach, at each iteration, one seed is selected
(according to its correlation score) to be propagated. This
strategy is also called “best-first strategy” [2, 3, 7, 8, 4]. When
no new matches satisfying a set of constraints can be found,
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Fig. 1. (a) Basic local algorithm. (b) In this example, there is a high ambiguity i.e. we cannot distinguish the real correspondent
between the candidates # 2, 3, 4 and 7. (c) The search area for the pixel pl

i,j is reduced to the neighbourhood of the correspondent
of the seed (pl

u,v,pr
u,v0) assumed reliable.

the set of seeds empties itself and the propagation stops. A
threhsold on the correlation score is usually used. A con-
straint is also used in [3] to avoid propagations in homoge-
neous areas.

Sequential approach – It is summarized by the algo-
rithm 1 (notations are given in Table 1.), since we propagate
at each iteration from the “best” seed, errorneous seeds are
more likely to be selected towards the latest iterations. There-
fore, some constraints can be introduced to stop the propaga-
tion before reaching these errors while having a quasi-dense
result (i.e. a result for almost all the pixels of the image).
For these reasons, in this paper, we focus on the sequential
approach and more especially on the selection of the most re-
liable seeds.

pk
i,j Pixel of coordinates (i, j) within the

image k 2 {l, r} (l for left, r for right)
dm disparity value of a match m
m = (pl

i,j ,p
r
i,j0) Candidate match

s = (pl
u,v,pr

u,v0) Seed

Table 1. Notations.

Algorithm 1 Sequential propagation-based stereo matching.
1: Input: S  initial set of seeds
2: Output: quasi dense disparity map
3: repeat
4: select and remove (pl

k,l,p
r
k,l0 ) the “best” seed from S

5: for each unmatched pixel pl
i,j in the 8-neighbourhoud of pl

k,l do
6: find pr

i,j0 the best candidate within the search area induced by the
seed (see Figure 1(c))

7: if the found match (pl
i,j ,pr

i,j0 ) satisfies a set of constraints then
8: accept this match
9: S  S [ (pl

i,j ,pr
i,j0 )

10: end if
11: end for
12: until S = ?

2. RELIABILITY MEASURE

Instead of a correlation score which does not reflect the am-
biguity, we propose to use a reliability measure to select the

“best” seed at each iteration. This value is precomputed for
the initial set of seeds, otherwise, it is computed during the
matching step (step 6 of algo. 1). We define the “best” seed
as a reliable seed i.e. a match without ambiguity. This is inte-
grated in our reliability measure by an ambiguity term. When
a new match computed from one seed is accepted, it is added
to the set of seeds. The farther this match is from its seed, the
less reliable this new seed is. This is also taken into account
into our reliability measure as a continuity term. We also use
the hypothesis that neighbouring pixels with similar colours
are more likely to belong to the projections of points from a
same surface, and thus to have close disparities. This is taken
into account by a colour consistensy term.

Ambiguity term – The correlation score itself does not
take into account the ambiguity. We propose to use instead the
probability induced by the correlation scores among all the
candidates. We also believe that a small correlation window
(3 ⇥ 3) helps to propagate into small details of the image.
These small windows usually introduce ambiguity (because
they are not as discriminant as bigger ones) but we believe
that the ambiguity is reduced with a propagation algorithm
(since we also rely on proximity of the pixels from a seed).
We propose to use GC (Gradient Field Correlation), which
gives the best results with a small window according to [9].
The ambiguity term is given by:

PGC(m, s) =
GC(pl

i,j ,p
r
i,j0)

nP
�=0

GC(pl
i,j ,p

r
i,ds��)

(1)

with ds = (v0 � v) and where GC(pl
i,j ,p

r
i,j0) is the cor-

relation score1 between the neighbourhoods of the candidate
match, ds is the disparity induced by the seed and n is the
size of the search area. For the initial set of seeds, this is pre-
computed with the largest possible search area. Thanks to the
normalization, this term will be low for a highly correlated
candidate if there is ambiguity (i.e. if other candidates are
also highly correlated).

1The orignal GC0 is a dissimilarity measure and its formula can be found
in [10]. The result varies into [0; 1] and we actually use the similarity value
GC = 1�GC0.
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Continuity term – The reliability score for each candi-
date is weighted according to the continuity hypothesis, stat-
ing that, neighbouring pixels should have close disparities.
The continuity is usually ensured by a propagation algorithm
when a small reduced search area is chosen. However, on
one hand, if the chosen size is too small, we increase the risk
of making mistakes in areas where the pixels are the projec-
tions of points from non-fronto-parallel surfaces. On the other
hand, if the size is too large, we increase the risk of propagat-
ing errors in areas where the ambiguity is high. Thus, we pro-
pose to use a “large” search area and to lower the weight of
candidates too far away from the seed. We used the Gaussian
function to express this term:

Ps(m, s) = N ((j � j0)� ds | 0,�s). (2)

For the initial set of seeds, this term is set to its maximum
value N (0 | 0,�s). A small value of �s gives more chances to
the candidates in the close neighbourhood of the right pixel of
the seed to be selected2. A higher value gives more flexibility.

Colour consistency term – We assume that pixels within
an homogeneous colour region are the projections of pixels
from a same surface. We propose to use this idea in the propa-
gation by using the Gaussian function of the distance between
I(pr

i,j0), the color vector of the candidate pl
i,j , and I(pl

u,v),
the color vector of the left pixel of the seed pl

u,v:

Pc(p
l
i,j ,p

l
u,v) = N (kI(pl

i,j)� I(pl
u,v)k | 0,�c). (3)

In order to use the Euclidean distance between two colours,
we work in the Lab color space which is almost perceptually
uniform. For the initial set of seeds, this term is set to its
maximum value N (0 | 0,�c). Like this, we consider that a
match is more reliable when the colour of its left pixel is close
to the colour of the one from the left pixel of its seed.

Reliability measure – Finally, the reliability measure is
given by:

Pm(m, s) = PGC(m, s)Ps(m, s)Pc(p
l
i,j ,p

l
u,v). (4)

Although the proposed measure is intended to be used as the
best-first selection criterion, since it is computed during the
matching step, this term is also used instead of the correla-
tion score to find out the best match among the canditates. A
threshold t on this measure is used to accept a match.

3. EVALUATION AND RESULTS

Compared methods – We compare the following methods:
1. Sequential propagation with the reliability measure (PRM )
Different values of �s 2 [0.75; 30] and �c 2 [0; 1 ⇥ 105] are
used to cover the set of all possible configurations. The seeds
are computed by matching complementary feature points [11].

2The actual size of the reduced search area depends on the chosen �s. We
can take 4�s pixels since N (x | 0,�s) ⇡ 0 for x � 4�s.

A threshold t 2 [0; 1] on the reliability measure is used to stop
the propagation.
2. Sequential propagation with correlation only (Pcorr) We
use GC with a 3 ⇥ 3 window to be consistent with the pro-
posed approach. Different sizes for the reduced search area
are tested: s 2 [1; 10]. A threshold t 2 [0; 1] on the correla-
tion score is used to stop the propagation.
3. Basic local algorithm (B.L.A.) We use GC with a 3 ⇥ 3
window, to be consistent with the size chosen for the prop-
agations, and with a 9 ⇥ 9 window, more suited for this al-
gorithm [9]. A threshold t3⇥3|9⇥9 2 [0; 1] on the correlation
score is applied to keep the highest correlated matches giving
different densities.

Image dataset – For our experimentation, we used stereo
image pairs provided by Middlebury3 [1, 12], see Figure 2.
The images are epipolar rectified and the ground truth is given.
It is obtained with a technique of projection of structured light
(except for the Tsukuba pair, for which the ground truth is
obtained manually, and for the Venus pair, where geometric
constraints are used to obtain the ground truth).

Evaluation criteria – Unlike the methods compared by
the Middlebury protocol, the outputs of the compared meth-
ods are not expected to be dense. Therefore, we propose to
measure the percentage of correct matches C and the per-
centage of computed disparities (density) D. Let dth

p be the
theoretical disparity value of a pixel p. Since the ground truth
is given at sub-pixel precision, and since our matching is done
at pixel precision, we suppose an error when:

��dth
p � dp

�� > 1.
Then, our evaluation criteria are:

C = # correct matches
# matches D = # computed disparities

# pixels

Results – Figure 2 presents the results on the 34 Mid-
dlebury pairs sorted according to a measure of “textureness”4

from the most to the least textured image. For each method,
only the configuration giving the best result is kept. Table 2
gives the values of the parameters that lead most of the time
to the best result. For densities 50%  D < 75%, PRM gives
better results than the other methods except for the pairs #1,
3, 5, 7. These images are well-textured and are not very diffi-
cult to match, thus all the tested methods perform well. There
is also an exception on the pair #27. For densities D � 75%,
PRM gives better results than the other methods except for
the well-textured pairs #2 and 7. In both cases, the reliability
measure leads to better improvement than the other methods
with images showing large homogeneous areas. Moreover,
B.L.A.3⇥3 performs better than B.L.A.9⇥9 on well-textured
images (and vice-versa).

Figure 3 presents disparity maps obtained with the evalu-
ated methods (D � 75%). Furthermore, we try a stereo pair
of a building. This pair is particularly difficult to match due
to large occlusions and repetitive texture patterns. Though the

3vision.middlebury.edu/stereo
4Percentage of pixels for which the squared horizontal intensity gradient

is greater than some threshold [1].
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Fig. 2. Comparison of different methods of matching. These graphs show the percentages of correct matches for the best results
obtained with a density 50%  D < 75% (left) and the ones obtained with a density D � 75% (right).

METHOD 50%  D < 75% D � 75%
PRM (�s,�c, t) (1, 750, 4.7⇥ 10�6) (1, 1000, 2.8⇥ 10�6)
Pcorr (s, t) (2, 0.8) (2, 0.65)
B.L.A. (t3⇥3; t9⇥9) (0.825; 0.825) (0.725; 0.65)

Table 2. Modes of the values giving the best results.

result with PRM is not perfect, we notice that the computed
disparities are better than the ones obtained with the others
methods on the facades of the building.

Left image PRM Pcorr B.L.A.3⇥3 B.L.A.9⇥9

Fig. 3. Examples of results with Cones (#8), Baby3 (#24)
and Flowerpots (#29). Errors are shown in red. The last row
shows the results on an image of a building.

4. CONCLUSION

In this paper we used a reliability measure instead of a cor-
relation score for propagation-based stereo matching. This
measure is based on three terms which take into account am-
biguity induced by other putative matches, as well as disparity
continuity and color consistency hypothesis. The most reli-
able seeds, according to this measure, are propagated first.
This helps to prevent the propagation of errors. Our evalu-
ation showed that the proposed measure leads to better re-
sults than the correlation approaches on 85% of the dataset

(50%  D < 75%) and on 94% of the dataset (D � 75%).
Further work will deal with the contribution of each term in-
dependently, as well as different methods of combining them.
The result obtained on the building image is promising and
this work will be extended to achieve more accurate results
by using local and global constraints.
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6.4. Voting-based matching

6.3.3. Conclusion about seed propagation matching with reliability measure

We have introduced an approach whose main contribution is the definition of a reliability measure
dedicated to seed propagation matching. In addition, the results presented benefited from the two
previous studies for: the correlation choice [Chambon 11c] as well as the choice of complementary point
of interest detectors [Gales 10b]. This work has been enriched by using a combination of correlation
measures [Gales 11, chapter 5] and we could go even further by using the principles used in the § 6.2.
In the algorithm we have proposed, we have constrained the propagation with a confidence measure
on the matches but it seems quite intuitive to take into account a segmentation to constrain the
propagation. This is why we are also interested in using segmentation into regions, decribed in the
next § 6.4.

6.4. Voting-based matching

6.4.1. Introduction to voting scheme for stereo matching

The seed propagation matching, presented in § 6.3, gives good results when we look for a compromise
between acceptance rate and density. The higher the acceptance rate, the less dense the results. The
objective of this chapter is to propose a method that allows high acceptance rates but gives dense
results. According to Middlebury’s evaluation protocol2 which compares dense matching methods
for binocular stereovision, most of the methods that are well ranked used segmentation into regions.
The principle of segmentation-based matching has already been presented in § 5.4. These methods
consist of calculating a region map (segmentation) of the image by assuming that each region of
homogeneous colour is the projection of the same scene surface. Then, the parameters of a surface
model are estimated for each region. Finally, a final step involving global optimisation is performed
to refine the results. Such an approach should allow to be robust in homogeneous areas and to
estimate a disparity in occluded areas. It therefore has the advantage of combining the interests of
a local approach (speed and simplicity of calculations) with those of a global approach (different and
complementary treatment of the difficulties induced by occlusions and homogeneous areas). However,
the disparities calculated depend on the surface model chosen, the most common being the planar
model. This choice does not always allow a good approximation, especially if a plane is chosen to
represent a conical surface. Moreover, the optimisation step is delicate because the cost used can be
relatively complex (taking into account many constraints to best model the matching problem). This
is why we propose a method based on regions whose principle is based on a random and iterative
process. For each pixel, from several segmentations, an initial disparity map and a surface model, we
calculate different approximations of its disparity value. Each approximation constitutes a vote and
the value that obtains the most votes is selected as the final disparity. We assume that each region of
homogeneous colour is a projection of the same surface and therefore that pixels in the same region
have close disparities. With this approach, we therefore wish to obtain the performance of a global
approach while avoiding the global optimisation step.

6.4.2. Proposed algorithm for voting-based matching [Gales 10a]

This work has been published in [Gales 10a].

2http://vision.middlebury.edu/stereo/
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Abstract. This paper presents a region-based stereo matching algo-
rithm which uses a new method to select the final disparity: a random
process computes for each pixel different approximations of its dispar-
ity relying on a surface model with different image segmentations and
each found disparity gets a vote. At last, the final disparity is selected
by estimating the mode of a density function built from these votes. We
also advise how to choose the different parameters. Finally, an evaluation
shows that the proposed method is efficient even at sub-pixel accuracy
and is competitive with the state of the art.

1 Introduction

Pixel matching of epipolar rectified image pair consists in finding for each pixel
pl

i,j at the ith row and jth column in the left image the disparity value d such
that the pixel pr

i,j+d in the right image is the projection of the same scene el-

ement as pl
i,j . They are two major families of pixel matching methods: global,

based on mathematical optimization techniques to minimise the errors made by
the disparity d, and local, based on correlation measures between the neighbour-
hood of the considered pixel in the left image and the neighbourhood of each
candidate in the right image within a predefined search area [1]. Both techniques
are usually combined in region-based methods which are the best methods in the
Middlebury1 evaluation. They consist in computing a region map of the input
image with a color segmentation algorithm, then estimating the parameters of a
surface model for every region assuming that it corresponds to a same object. At
last, a final step involving global optimization is performed to refine the result.
Such an approach helps to compute disparities for homogeneous and occluded
areas (which are difficult to match with a correlation-based approach). Never-
theless, the computed disparities are based on the chosen surface model which
may not always give the best representation, for instance, if a plane model is
chosen to fit a conic surface. Thus, we propose a region-based algorithm which
uses a new method to select the final disparity: for each pixel, different dispar-
ity approximations are computed based on a surface model with different image

1 vision.middlebury.edu/stereo/

G. Bebis et al. (Eds.): ISVC 2010, Part II, LNCS 6454, pp. 182–191, 2010.
c© Springer-Verlag Berlin Heidelberg 2010
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segmentations and different random seeds. Each found disparity gets a vote.
Ultimately, the final disparity is selected by estimating the mode of a density
function built from these votes.

2 Previous Work

The principle of region-based methods [2,3,4,5,6,7,8,9] relies on the following
hypothesis: Pixels within a homogeneous color region of an image belongs to
the same object. The use of the segmentation presents the following advantages:
it can help to match homogeneous areas. It can also help to avoid too many
boundary artefacts at depth discontinuities. The regions can be approximated
by a surface model usually a plane or a B-spline. The plane model is simple
and gives good approximations especially with small regions but may not be
sufficient when dealing with non-polyhedral surface. The B-spline model can
give better results than the plane model when regions do not correspond to flat
objects [2,3,4]. However, it is harder to configure (the order of the B-spline and
the knot vector must be chosen) and big oscillations in the estimated disparities
can appear [5,10].

Region-based methods go through the following steps : (1) Color segmentation
of the image. (2) Computation of an initial disparity map. (3) Initial estimation
of the chosen model parameters. (4) Refinement of the results.

For the first step, the mean-shift algorithm [11] is commonly used [2,3,4,5,9,7].
An over-segmentation is usually performed especially when the plane model is
chosen. To obtain different disparity candidates with both plane and B-spline
models, the authors of [5] use different segmentations. For the second step, the
initial disparity map is computed. A local correlation-based method with cor-
relation measures is usually employed to find the initial disparities. Different
methods such as an adaptive correlation window technique [2,4] or a specific
correlation measure [3] can be applied to obtain less disparity errors in the ini-
tial map. Then, in order to calculate the model parameters from the initial
disparities, the weighted least-squared method is employed iteratively by [9]
where the weights are given by a confidence measure based on the difference be-
tween current disparities and previous estimated ones. Robust estimation of the
parameters can be performed by the RANSAC algorithm [4,8]. This algorithm
relies on a stochastic process and the authors of [2,3] propose to calculate the
parameters in a non-stochastic robust manner by finding the best value for each
parameter one after the other. Finally, two different kinds of refinements can be
distinguished:

– Plane assignment– The different disparity planes are extracted and grouped
according to the disparity estimations and each pixel is assigned to its most
probable plane [9,5,12,3]. This assignation is made by global optimization
(graph cut [9,5], belief propagation [3], greedy algorithm [12]).

– Parameter refinement – The parameters of the model can also be refined us-
ing global optimization (cooperative optimization [2], belief propagation [8]).

6.4. Voting-based matching

117



184 G. Gales, A. Crouzil, and S. Chambon

3 Proposed Algorithm

First of all, we propose to use a robust correlation measure near occluded areas in
step 2 to reduce the number of errors in these areas (see § 2). Then, the basic idea
of our algorithm, is to replace steps 3 and 4 by using for each pixel a random-
ized voting scheme for different disparity approximations leading to a density
function where the mode, i.e. the most occurring disparity, is taken as the final
disparity. This approach is simple: it is easy to implement, it does not require
any global optimization that relies on a cost function which usually requires to
define constraints to obtain good results. The more the number of constraints
is, the best the results are. However, the computation time is increased, so does
the number of tuning parameters. Besides, optimization methods are usually
iterative while our randomized process can be achieved in parallel.

3.1 Initial Disparities

The initial disparities are the data used to compute the different approximations
(based on a plane model in our case). Thus, the initial disparity map does not
need to be dense. However, a good ratio of correct disparities is needed within
each region to be able to find good approximations.

We use a correlation-based matching method (squared window) with a winner-
takes-all strategy. Next, we apply a left-right consistency check to get rid of
unreliable matches, especially in occluded areas, see figure 1. As errors are most
likely to occur near occluded and depth-discontinuity areas, a robust correlation
measure which is designed to reduce errors in these areas is used. According to
our early experiments, the Smooth Median Powered Deviation SMPD measure
proposed in [13] leads to good results near occluded areas. The idea is to discard
grey-level differences too far from the median value assuming that these high
differences are induced by pixels with different depths:

SMPD(pl,pr) =

N
2 −1∑

k=0

(
|pl − pr − med(pl − pr)|2

)
k:N−1

(1)

where p is a vector containing the N grey-level values of the studied pixel and
those of its neighbours ; k : N − 1 indicates that the values of the vector inside
the parentheses are sorted in ascending order.

3.2 Multi-segmentations

Region-based methods usually use over-segmentation. Indeed, the smallest a re-
gion is, the better the plane model fits the real disparities. Since our method
relies on an initial disparity map, if we use an over-segmentation, we may not
have enough initial disparities in some regions, especially in occluded and dis-
continuity areas. On the other hand, if we use an under-segmentation, we can

Chapter 6. Contributions on stereoscopic matching
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left image right image initial disparities errors

Fig. 1. Left and right images for the pair teddy, one example of initial disparity map
obtained with SMPD (rejected disparities by the left-right consistency check are shown
in black) and error map (errors are shown in black and occluded areas in grey)

find enough initial disparities for a given region but the plane model does not
fit the disparities as well as with smaller regions. Therefore, we propose to use
different segmentations. This idea is introduced in [5] for B-spline fitting. In our
case, under-segmentation is used to estimate disparities in occluded areas hoping
that they are inside regions with non-occluded pixels for which initial disparities
are computed. Then, finer segmentations are used to have better approximations
when possible (mainly in non-occluded and non depth-discontinuity areas).

The mean-shift algorithm is used to perform the segmentations based on
color [11]. There are two parameters, the spatial window size hs and the range
size hr. To set these parameters, we can give the following advices based on
our experiments: it seems helpful to select segmentations with different bound-
aries especially when ambiguities occur (for instance, two neighbour objects with
different depth but of the same color) to limit the effects of the segmentation
boundary errors by not reproducing the same error too many times on the dif-
ferent segmentations. This can be achieved with the mean-shift algorithm by
changing simultaneously the hr and the hs parameters. Also it is important
to have enough initial matches inside the smallest regions to avoid too many
approximation errors for pixels within these regions. An example of different
segmentations is given in figure 2.

hs, hr = 14, 10 hs, hr = 13, 6 hs, hr = 10, 4 hs, hr = 2, 4

Fig. 2. Example of different segmentations with the left image of the pair cones. The
boundaries of the regions are shown in white.

3.3 Randomized Voting Scheme

Estimation of the disparity approximations. For each pixel, the proposed algo-
rithm finds different approximations of its disparity value and builds a disparity

6.4. Voting-based matching
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6.4.3. Conclusion about voting scheme for stereo matching

In conclusion, we believe that combining segmentation into regions with a voting scheme is a good
strategy for dense binocular stereovision matching. We have shown that, on average, the best results
are obtained from the disparity map calculated by the CENSUS correlation measure. However, a
drawback of this method, is the random selection which means that we cannot get exactly the same
result twice by running the algorithm twice. However, although random selection does not guarantee
the same results when the algorithm is run several times, when we use more than 75 runs, we get
very close results. There are approaches based on a different voting strategy [Bouchafa 06], and one
perspective would be to study other strategies to adapt them to our input data.

6.5. Conclusion about the contributions on stereo matching

In this chapter, we have presented different pixel matching techniques for binocular stereovision.
After having studied in more detail the interest of using colour and the complementarity of correla-
tion measures, we have dealt more specifically with two approaches: seed propagation matching and
region-based matching combined with a voting scheme. The first is an alternative to ”classical” local
matching. It is based on a set of reliable correspondences, the seeds, which reduces some ambigui-
ties. But these seeds must be carefully selected to avoid propagating errors. Although many works
address the problem of reliable matching (especially for points of interest), few address this problem
for seed selection in the context of matching for binocular stereovision. For this reason, we have pro-
posed a detailed study of this aspect. The second approach achieves the best results, among all our
contributions, according to Middlebury’s evaluation protocol3.

In the end, we have considered these elements for a joint use4 of these two approaches [Gales 11,
chapter 6]:

• Calculation of the initial map with the proposed seed propagation approach – For seed selection,
the FAST detector, in combination with the CENSUS or GC measures, gave the best results for
the seed selection. The best strategy is to detect and match the points of interest in such a way
that the seeds obtained are very reliable, even if their distribution is not maximal. It is then
possible to improve this set of seeds by merging it with other sets from other complementary
detector-correlation pairs. In order to be used as an initial map for the region-based randomized
voting scheme for matching, the resulting map must have a good compromise between density
and percentage of accepted matches.

• Dense matching by sampling of regions – Finally, dense matching can be achieved by sampling
regions by adding a bias to the initial random disparities to favour the pixels with the most
reliable initial disparities.

Subsequently, we continued to explore approaches involving segmentation, notably using the notion
of superpixels, cf. 8.3 which introduces this notion. The preliminary work we have carried out in the
context of matching using superpixels has highlighted the need to measure the impact of superpixel
size, as well as the regularity of these superpixels. It is also important to assess the influence of
different superpixel approaches to complement the work initiated by [Xie 10]. This is part of the
future work we are developing in the section 13.7 of the IV on perspectives.

So far, we have been dealing with stereoscopic image pairs. The following works allow the consid-
eration of multiple videos.

3http://vision.middlebury.edu/stereo
4This part is not directly developed in this manuscript.
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Chapter 7.

Scene analysis based on multiple videos
with overlap

7.1. Introduction to analysis of multiple videos with overlap

(a) (b)

Figure 7.1.: Illustration of the camera devices we would like to study – Il s’agit d’une installation
de caméra que nous avons proposée et nous avons publié les vidéos annotées dans [Malon 18]. Le
jeu de vidéos contient 25 vidéos synchronisées avec un scénario et une annotation manuelle par des
cases délimitées. Nous avons nommé cet ensemble de données Toulouse Campus Dataset (ToCaDa).
Nous montrons, en (a), la vue globale de l’appareil et, en (b), un zoom de la vue globale à l’intérieur
du rectangle rouge. La position de chaque caméra est présentée : on peut remarquer que certaines
caméras ont un petit (comme 14 et 6) ou aucun (comme 8, 9, 11, 12, 13) chevauchement avec les autres.
D’autre part, certains groupes de caméras ont une grande zone commune : toutes celles présentées en
vue (b).

Some of the works presented in this manuscript deal, in the part I, with the use of multi-modal
images, cf. chapter 3, or with the combination of 2D images and depth maps rendered from 3D
models, cf. chapter 4. At the beginning of this part II, we introduced treatments on stereo pairs,
cf. chapter 6. Moreover, we introduced, at the beginning of this manuscript, the fact that there is
more and more multimedia data available for recognition and learning. This is also the case of videos,
and, in particular, in the case of a particular event: competition, climatic phenomena, demonstrations
or criminal attack, a very large number of videos will be acquired, by surveillance systems or more
simply by mainstream acquisition tools, such as smartphone cameras. In the case of an important
event, or even an event linked to an investigation, this source of information is crucial but it is also
difficult to exploit. This is why, in our current work [Malon 19b], we are interested in overlapping
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(a) (b)

Figure 7.2.: Illustration of the videos sets to study – All the views shown are at the same time in all
the acquired videos. The views presented in (a) correspond to videos that have an overlap between
them and they are acquired by all the cameras visualised in the figure 7.1.(b). The car circled in red
is visible in all the cameras. On the other hand, in (b), we present an example of the view at the same
time for all cameras without overlap.

videos. More precisely, we are seeking to cross-check the information contained in the different videos
in order to identify groups of videos that observe the same part of the scene, cf. the figure 7.1 showing
the type of device we wish to exploit and the figure 7.2 which illustrates the type of data we wish to
manipulate.

(a) (b)

Figure 7.3.: First problem addressed in the study of camera networks – In (a), we show a trajectory
drawn by a user. This is what we call a query path. From this trajectory, we propose, in (b), to find it
again, or more precisely, to reformulate it in another video allowing to visualise the same scene from
another point of view.

Manually determining which groups of videos are watching the same part of the scene is a very time-
consuming task, and this can have a considerable impact in a given application context, especially
in the case of a police investigation. Therefore, we need tools that are as automatic as possible to
identify matched videos as well as the salient elements to be studied in the videos. We would like
these tools to answer the following questions:

(1) Which videos allow us to view the same elements but from different angles?

(2) Which video offers the best view of an element of interest?

Specifically, we have begun to address the following issues, illustrated in figures 7.3 and 7.4 :

(1) Which videos in a collection allow to better visualise a query trajectory, cf. figure 7.3.(a)? With
the following two sub-problems:

122
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(a) We want to obtain the reformulated trajectory for each video, cf. figure 7.3 where we can
observe the trajectory provided in (a) reformulated in another camera in (b).

(b) We would like a list of videos ranked in descending order of relevance.

(2) Generally speaking, how to construct a graph of relations, cf. figure 7.4? That is to say, knowing
a set of videos, cf. figure 7.4.(a), is it possible to determine which ones allow to visualise the
same part of the scene (these are the videos with a link in the figure 7.4.(b))? Moreover, how
are the cameras oriented in relation to each other?

Figure 7.4.: Second problem addressed in the context of the study of camera networks – We wish to
obtain from the set of videos, in (a), a graph of links between videos, like the one presented in (b).

In this context, we could consider the use of many vision tools, such as 3D reconstruction tools or
re-identification methods. We hypothesize very different points of view, as well as variable acquisition
systems of more or less good quality. All these techniques thus seem useful but not very exploitable
in this very unconstrained context. In this work, we therefore mainly exploit the following intuition:
if we observe a similar activity simultaneously in two videos, it is likely that they observe the same
scene. We therefore assume, beforehand, that:

(1) The manipulated videos are synchronized.

(2) Moving objects have been detected beforehand. This detection is carried out frame by frame, in
the form of enclosing boxes, and we have no notion of tracking. This seems to us to be a result
that we can obtain with tools from the literature, such as with the YOLO tool, You Only Look
Once [Redmon 18], or Mask-RCNN, Regional Convolutional Neural Network [He 20].

So, more formally, here is the general principle used:

Two regions extracted from two different cameras systematically and simultaneously occu-
pied or unoccupied are matching regions.

In this area of research, our first challenge was to obtain data to validate the proposed concepts. Ini-
tially, the literature being rather weak on this aspect, so, we constituted our own database [Malon 18],
cf. figure 7.1 and 7.2. The originality of this dataset lies in the fact that it offers both visual and audio
annotations [Guyot 19].

7.2. Contribution on reformulation of query trajectory [Malon 19b]

This work has been published in [Malon 19b].
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ABSTRACT

We present an approach for ranking a collection of videos
with overlapping fields of view. The ranking depends on how
they allow to visualize as best as possible, i.e. with significant
details, a trajectory query drawn in one of the videos. The pro-
posed approach decomposes each video into cells and aims at
estimating a correspondence map between cells from differ-
ent videos using the linear correlation between their functions
of activity. These latter are obtained during a training session
by detecting objects in the videos and computing the cover-
age rate between the objects and the cells over time. The main
idea is that two areas from two different videos that systemat-
ically offer presence of objects simultaneously are very likely
to correspond to each other. Then, we use the correspondence
between cells to find the reformulated trajectory in the other
videos. Finally, we rank the videos based on the visibility they
offer. We show promising results by testing three aspects: the
correspondence maps, the reformulation and the ranking.

Index Terms— Trajectory reformulation, video surveil-
lance, multiple views, overlapping fields of view, matching

1. INTRODUCTION

The multiplication of multimedia devices allowing to record
videos raises new challenges. Nowadays, it is easy to find
multiple videos from the same event. Multiple views with
overlaps offer a richer understanding of the scene compared
to single view. However, manually watching each video is a
long and tedious task. Consequently, there is a need in helping
users to easily navigate through a collection of videos.

In recent years, numerous works proposed approaches to
tackle the challenge of easing multiple video visualization.
When camera calibration parameters are known and numer-
ous images of the scene are available, a static 3D reconstruc-
tion of the scene can be obtained by detecting and matching
keypoints [1]. To incorporate the temporal aspect of syn-
chronized videos, [2] proposed a 4D reconstruction of the
scene with both the static parts and also the dynamic parts
that are moving over time. These reconstructions capture ele-
ments from multiple viewpoints and thus provide a good over-
all representation and understanding of the scene. However,
they cannot always be performed as they require camera cali-

bration parameters and low viewpoint variations between the
cameras. When 3D reconstruction is not feasible, navigation
through videos by switching over time to the one that best de-
scribes the scene was investigated. In [3], scores are attributed
to each view using the activity of the objects, their size, loca-
tion and number, as well as particular events occurring. The
higher the score, the most interesting the view. In this paper,
we suppose that calibration, and so 3D reconstruction, is not
possible, due to uncontrolled acquisition of the videos.

In video surveillance, investigators generally have hun-
dreds of cameras to process, some of which can present over-
laps in their fields of view. To navigate through the videos,
they want to be able to manually formulate a query on ele-
ments of interest and choose among a ranked list of videos
that match the query. When dealing with overlapping videos,
in [4], the user can query a region of interest of the current
video and be redirected to the video that offers the best en-
tropy regarding the objects contained in the queried region.

For cases where the camera views are disjoint, the authors
of [5] proposed to jointly compute the camera network topol-
ogy and the re-identification. They iteratively refine topology
by using re-identification and reversely. In the same context,
[6, 7] proposed to study the structure of the camera network
by estimating links between the disjoint cameras and the time
delay between them. They cut each view into cells, measure
the activity over time of each cell using a training set made of
videos with detections and then merge cells with similar ac-
tivity into regions. Their Cross Canonical Correlation Anal-
ysis applied to functions of activity showed good results for
estimating the spatial and temporal topology inference of a
camera network. Consequently, we propose to estimate cor-
respondences between multiple videos presenting overlaps by
using functions of activity inspired by this measure.

Most approaches based on multiple cameras with over-
lapping fields of view suppose that it is possible to estimate
the camera calibration parameters. In general cases, i.e. with
videos from surveillance cameras combined with smartphone
videos, it becomes difficult to have a reliable estimation of
these parameters. In this work, we do not compute calibration
parameters. As far as we are concerned, in the same context,
we can cite [8] where the lines of view of cameras present-
ing overlapping fields of view are retrieved from a training
set of videos by detecting the point on the ground plane of a

Chapter 7. Scene analysis based on multiple videos with overlap
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(a)

(b)

Input For each video For each video For each video pair

(c)

(d)

Input (user query)

(e)

Output

1 2

3
(f)

Fig. 1: General overview of the approach: (a) Collection of videos as input, (b) detection of objects and categories, (c) functions
of activity computing, (d) correspondence maps computing, (e) user trajectory query, (f) video ranking based on visibility score.

detected object in a view at the moment when it appears in
another view. In this paper, we also use a training phase.

The main contribution of this paper is to propose a new
approach for reformulating a trajectory query drawn in one
view into its corresponding trajectories in other overlapping
views, and then for ranking these views regarding the visi-
bility of the scene they offer. We first introduce functions of
activity for estimating correspondence maps between video
pairs. Then, when a user draws a query trajectory in one
video, we propose a reformulation score to find the corre-
sponding trajectories in the other overlapping videos. Finally,
we define a visibility score to rank these matched videos re-
garding how spread the trajectories are in each video as we
assume that the longer the trajectory, the more interesting the
view, i.e. the view shows more details about the trajectory
than the initial view.

2. PROPOSED METHODOLOGY

We suppose that the videos are shot from static viewpoints
and are temporally synchronized, i.e. that they start at the
same timestamp and have the same duration. We have no cal-
ibration parameters. The approach consists of the following
steps, see Figure 1. For each video, see (a), we first detect the
objects of interest and assign them a category, see (b) where
red bounding boxes belong to vehicle and the blue one to a
pedestrian, which can be done using ROLO [9]. Then, in (c),
we decompose each view into cells (the grid on the figure),
and associate to each cell a function of activity per object cat-
egory defined as its occupation rate over time. Then, for each
video pair, in (d), we assign to each cell of the first video a
correspondence map regarding the correlation of its occupa-
tion rate over time (two particular cells are highlighted in the
top view as well as their corresponding cells in the bottom
view). Our main idea is that, if two cells from two differ-

ent synchronized cameras are systematically simultaneously
occupied, they are likely to correspond to the same 3D po-
sition. Thus, when drawing a query trajectory in a view, in
(e) (the red bold line), we list the cells crossed by this query
and look for the corresponding cells in the other view. For
each other view, the reformulated trajectory is obtained using
the sequence of cells that has the best reformulation score,
defined as a trade-off between maximizing correspondences
and minimizing the distances between consecutive cells. A
ranking of the videos about the visibility of the trajectory is
finally returned in (f) based on the reformulation score and
the visibility of the reformulated trajectory.

2.1. Correspondence maps

In this section, we define the notion of function of activity
and how we compute the correspondence map from a region
in one video to its corresponding regions in another video.
Let V1 and V2 be two temporally synchronized camera views
with overlapping fields of view. We note dVω (t) the ensem-
ble of detections containing all the objects of category ω that
are detected at time t in video V , used to learn the correspon-
dence maps. As clusters of close pixels generally correspond
to the same region, we divide each view V into N cells cVi of
identical size. The impact of N is measured in Section 3.

The function of activity of category ω in a view V , de-
noted aV,ωi , is the recovery rate of the cell by the detections of
category ω objects dVω over time. Note that each cell has one
function of activity per category of object (see Figure 1.(c)).
We define the correspondence rate of category ω between two
cells of two different videos as:

Cω(cV1,ω
i , cV2,ω

i′ ) = max(0, corr(aV1,ω
i , aV2,ω

i′ )) (1)

where corr stands for the linear correlation operator between

7.2. Contribution on reformulation of query trajectory [Malon 19b]
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two random variables. For each cell cV1,ω
i , we also define a

correspondence map Cω(cV1,ω
i , V2) containing the correspon-

dences between cV1,ω
i and all the cells of V2. Figure 1.(d)

illustrates the correlation maps: a pair of views is depicted,
and two cells are highlighted in blue and red (respectively for
categories "person" and "car") in the top video. The bottom
view shows another video with the correspondence maps of
the two cells. The main idea for matching cells is that corre-
sponding cells are expected to present correlated functions of
activity. In fact, it is unlikely that a pair of non corresponding
cells systematically presents the same activity over time.

2.2. Trajectory reformulation

We propose a trajectory reformulation scheme relying on the
cell correspondences. A trajectory is defined as a succession
of connected 2D segments.We extract the sequence S of M
cells (ci1 , ..., ciM ) that are crossed by the segments with no
consecutive identical cells.

To find the corresponding trajectory, we want to find the
successive indices of the cells in the other view (i′1, ..., i′M )
that maximize the sum of the correlations with the successive
crossed cells while ensuring a continuity in the reformulated
trajectory. To this end, we penalize successive correspond-
ing cells that are not adjacent regarding their distance and we
define the reformulation score of the sequence of cells S be-
tween views V1 and V2 as:

argmax
(i′1,...,i′M )

1

M

M∑
k=1

Cω(cV1

ik
, cV2

i′k
)

1 +
M−1∑
k=1

max(0, ||i′k − i′k+1|| − 1)

(2)

The numerator favors cells of V2 that have a good activity
correlation with the cells crossed by the query in V1 while the
denominator penalizes consecutive cells that are not adjacent
in the reformulated trajectory. We obtain the reformulated tra-
jectory in the other view by joining the centers of the sequence
of cells of index (i′1, ..., i′M ).

2.3. Selection and ranking of videos

In this section, we explain the proposed method for select-
ing the videos that are related to the queried view and rank-
ing them regarding the visibility of the reformulated trajectory
they offer. As stated before, investigators often have to treat
dozens of videos at once. When focusing on a particular lo-
cation, they may want to automatically navigate between the
videos of the same scene, i.e. views presenting overlaps. It
is very unlikely that a view with no overlap with the queried
view contains any region presenting correlated activity with
a region of the queried view for the whole duration. Thus,
views where the trajectory query cannot be reformulated suf-
fer from a low reformulation score and can be filtered using a

threshold σ. The remaining reformulated trajectories are then
ranked regarding their visibility score that we define as the
product of their total length and their reformulation score. We
choose these criteria because we suppose that the longer the
trajectory, the higher the number of details that can be seen.

3. EXPERIMENTS

We want to evaluate the quality of the correspondence maps,
the trajectory reformulation and the ranking of the views that
offer a better visualization. We used the ToCaDa dataset [10].
It contains 25 videos in which about 30 objects of 3 cate-
gories (person, motorcycle and car) are present. Among all
the videos, 15 views present large overlaps while the others
are shooting non overlapping areas. The videos are tempo-
rally synchronized and have the same duration (≈5 minutes).

We first evaluate the quality of the correspondence maps
between the 15 videos with overlaps by measuring how much
the objects that cover cells of a video also covers the corre-
sponding learned cells in the other videos. For each pair of
videos (V1, V2), we list the objects that simultaneously appear
in both videos and compute all the bounding boxes at times of
simultaneous presence. Then, we define the correspondence
rate between each pair B1 and B2 of simultaneous bounding
boxes of a same object of category ω seen in V1 and V2:

∑

(c
V1,ω

i ,c
V2,ω

j )

|cV1,ω
i ∩B1|
|B1|

|cV2,ω
j ∩B2|
|B2|

Cω(cV1,ω
i , cV2,ω

j )

||C(cV1,ω
i , V2)||

(3)

The first term evaluates how the bounding box in the first cam-
era is covered by the cell cV1,ω

i whereas the second term eval-
uates the same aspect for the corresponding cell cV2,ω

j with
the corresponding bounding box in the second camera. The
last term is related to equation (1). The mean correspondence
rate is obtained by averaging over all simultaneous bounding
boxes of a same object, over all objects in a pair of videos
and over every pair of videos. We used the provided category
labels, detection and tracking of the bounding boxes of the ob-
jects in each view to compute the correspondence maps of the
cells. Figure 3 presents the correspondence rates for different
setups and different number of cells. We tried to evaluate the
behavior of the method when categories are not distinguished,
when adding a temporal desynchronization of one second be-
tween each pair of videos or when training is done on only
half of the dataset. As expected, the results reveal that this
step is quite sensible to perturbations. Also, distinguishing
between the categories widely improves the correspondence
map rate. Note that we do not expect high correspondence
rates as the correspondence map of one cell in a video gener-
ally covers a large amount of cells in the other videos. How-
ever, we expect that this correspondence rate is sufficient for
the next step evaluated: the quality of the reformulation.
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Fig. 2: Best views ranking. 1st column: three trajectory queries are drawn in red, respectively for categories human, moto and
car. 2nd to 4th columns: the top 3 views that offer both a high visibility score and where the reformulated trajectory occupies
most space are returned in descending order. 5th column: an overlapping view with a low rank.

We drew 10 trajectory queries at the ground level in differ-
ent overlapping views and applied the proposed reformulation
method. To estimate a corresponding trajectory of reference,
i.e. to be compared with, we computed the homographies be-
tween the ground plane of each pair of overlapping views by
using the corners of the blue parking space. Then, we mea-
sured the Dynamic Time Warping (DTW) distance [11], in
pixels, between the two trajectories (obtained by applying the
homography and using our method). Figure 4 presents the
mean DTW distance on videos of size 960 × 540 for differ-
ent numbers of cells. Again, as expected, the reformulation
becomes reliable when the number of cells raises and these
results validate the quality of the proposed reformulation.

For the best view ranking, the views that present no over-
lap with other videos are correctly filtered when using σ =
0.3 as almost no correspondence can be learned due to the
absence of systematic simultaneous presence of objects. Fig-
ure 2 presents the top 3 best views proposed for different tra-
jectory queries drawn in different views. An overlapping view
with a low visibility score is also presented and mostly cor-
responds to views where the trajectory is not fully visible or
short due to the viewpoint of the camera. Among the top 5
views returned on our 10 trajectory queries, 72% of the views
give as much as or more visibility to the trajectory.

4. CONCLUSION

From a collection of videos with no calibration, the proposed
method allows to successfully rank a subset of videos that
present overlaps in their fields of view regarding the visibility
they offer of a trajectory query. Future work may deepen this
method by relaxing the constraint of synchronization and es-
timating the time delay between different videos, using pho-
tometric information of the objects and exploiting the neigh-
borhood of the cells to compute the correlation maps.
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Fig. 3: Mean correspondence rate on the ToCaDa dataset [10]
for different number of cells and different setups: baseline,
without distinguishing the categories (noctg), with a 1 second
desynchronization between the videos (desync) and training
on only half the dataset (lowtrn).
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7.3. Construction of the relation graph showing the camera
network [Malon 20]

In the preliminary work, based on a collection of videos and without using camera calibration param-
eters, we proposed a method to successfully classify a subset of videos that overlap with a video in
which a trajectographic query is plotted. The new videos proposed provide a different visibility of
the reformulated trajectory. Videos that are not linked to the scene are also properly filtered. No
re-identification method is used, the simple simultaneous presence of objects of the same category in
different cameras allows learning the spatial correspondences. The method is particularly suited to
an outdoor video surveillance context because of the hours of video recording available from various
points of view, making it possible to obtain robust correspondence maps.

Now, we present how to build a graph of relationships between videos from the correspondence
study. To construct a graph of relations between videos, we introduced a new concept: the notion of
history. In addition, we have implemented a multi-scale temporal and spatial analysis, as we hope to
make the link estimation approach as robust as possible to scale changes and small desynchronisation,
while aiming at reasonable execution times.

This work has been published in [Malon 20].
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Story comparison for estimating field of view
overlap in a video collection

Thierry Malon, Sylvie Chambon, Alain Crouzil, Vincent Charvillat
Institut de Recherche en Informatique de Toulouse
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Fig. 1: Overview of the proposed approach for estimating a graph containing links between cameras with overlapping fields
of view – For each video of a video set (a), the objects are detected over time at regular time steps to formulate the stories
of the videos (b). Then, we add links between videos that have similar stories. The results are visualized with a graph (c). In
the rest of the paper, this kind of graph is called a link graph.

Abstract—Determining the links between large amounts of
video data with no prior knowledge of the camera positions is a
hard task to automate. From a collection of videos acquired from
static cameras simultaneously, we propose a method for finding
groups of videos with overlapping fields of view. Each video is first
processed individually: at regular time steps, objects are detected
and are assigned a category and an appearance descriptor. Next,
the video is split into cells at different resolutions and we assign
to each cell its story: it consists of the list of objects detected
in the cell over time. Once the stories are established for each
video, the links between cells of different videos are determined
by comparing their stories: two cells are linked if they show
simultaneous detections of objects of the same category with
similar appearances. Pairs of videos with overlapping fields of
view are identified using these links between cells. A link graph
is finally returned, in which each node represents a video, and
the edges indicate pairs of overlapping videos. The approach is
evaluated on a set of 63 real videos from both public datasets
and live surveillance videos, as well as on 84 synthetic videos,
and shows promising results.

I. INTRODUCTION

In the case of a particular event such as a competition,
a demonstration, or an attack, a huge amount of videos
acquired by surveillance systems or consumer acquisition
tools, such as smartphone cameras, is available. This source
of redundant information can be very useful, especially in
the context of an investigation. However, analysing all these
videos is a challenging task. Indeed, due to the heterogeneity
of video sources, there is no guarantee about the presence or
reliability of external information such as camera position and

orientation. Moreover, we have no information about the links
between the different videos: do they observe the same scene?
Can the same objects be seen by several cameras? Actually,
in the most general case, users only have video files that are
dated according to a common time referential.

Navigating through such a video collection without any
prior knowledge of the links between the videos is a difficult
task. From a given camera, users may be interested in an
element of the scene, an object or a person for example.
Depending on the camera viewpoints, they might not be able
to get all the information due to the small size of the objects or
occlusion. Users can then search for another video allowing to
better observe the same scene from a more favorable point of
view. Without any knowledge of the links between videos, they
are forced to view all the other videos without any guarantee
that there is really one that observes the same scene.

Even after viewing a short excerpt of all the videos, it is
not always easy to determine if two videos allow to visualize
the same parts of a scene. The background may not be
discriminating enough (e.g. two storefronts of the same sign)
or may be very different even if both videos show the same
scene (e.g. two cameras facing each other). The same comment
can be made for the objects of interest, i.e. the moving
objects. Two different objects can have a similar appearance
whereas two different images of the same object can have
a very different appearance, due to the change of point of
view. Consequently, it seems natural and robust to all the
mentioned difficulties to take into account the concordance
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between the objects that appear in each of the videos over
time. The list of all the appearing and disappearing objects is
what we call the story of the video. If there are regions with
similar stories, i.e. in which objects with similar appearances
are observed systematically and simultaneously over time, it
is very likely that they correspond to each other. It means
that the two videos observe, at least partially, the same scene.
Indeed, it seems unlikely that such a scenario results from a
series of coincidences. Thus, manually estimating these links
within a video collection requires to carefully visualize both
the elements in the foreground and in the background. This
makes the task of searching for links even more difficult for
a human operator.

This is why the main objective of this work is to automate
this task by exploiting the principle described above: two
videos observe the same scene if they include regions that
tell the same story, i.e. in which we simultaneously detect
objects of the same category (vehicle, person or other) with
similar appearances over time. The objective is then, from
a set of videos captured from static cameras and covering
the same time interval, to construct what we name a link
graph. In this graph, each node is a video file and each edge
represents an overlap in the field of view of two cameras. In
consequence, our approach requires videos with overlapping
fields of view covering a common period of time long enough
to accumulate evidences of correlation between appearing
objects. The proposed process is summarized in Figure 1. The
main contributions are as follows:

1) We define the concept of story of a video, as well as a
metric to compare two stories.

2) We propose a method to estimate the overlaps between
videos in a collection by comparing their stories.

Section II introduces the related works and formulates the
problem we want to solve. We then present our approach in
Section III. More precisely, after defining the terminology and
the concept of story in Section III-A, the distance between
stories is detailed in Section III-B, and then, we describe
how the link graph of a video collection is estimated, in
Section III-C. Finally, this method is evaluated in Section IV
on a set of 63 real videos from several datasets, and on
a synthetic dataset of 84 videos in order to highlight the
advantages of the approach, before concluding in Section V.

II. RELATED WORKS

Multiple view scene analysis stands at the intersection of
objects detection, re-identification, and multiple video naviga-
tion and understanding. As our contributions mainly focus on
the last topic, we first briefly discuss the two others.

Regarding object detection, the aim is to find objects of
interest in an image, and to return their locations (a bounding
box or a segmentation mask) and their categories. In recent
years, Convolutional Neural Networks (CNN) outperformed
existing methods. State of the art detectors include SSD [1]
Single Shot Multi-Box Detector, Mask-RCNN [2] Regional
Convolutional Neural Network, or YOLO [3], You Only Look
Once. In this paper, detection is a key step to find similarities

between videos. These three methods are thus used and
compared.

Once objects are detected, another frequently performed
task in scene analysis is to re-identify the objects between
cameras. From a query image of an object, re-identification
consists in finding the other occurrences of this object in
other videos by comparing appearance descriptors assigned
to each object. We will use and compare three types of
descriptors: the first one is ColorNames [4], which divides
the object image into 6 horizontal slices and associates to
each slice a distribution of 16 salient colors. The second
descriptor is the Histogram of Oriented Gradients (HOG) [5]
which concatenates multiple 9-bin histograms computed on
small patches of the image. Finally, we will use a latent
descriptor of the image by taking the second last layer of a
CNN. Once all objects have received a descriptor, images are
ranked according to the similarity between their descriptors
and the query image descriptor.

Regarding the last topic, approaches for easying multiple
camera relationship navigation and understanding are gener-
ally based on three types of assumptions:

1) User interactions are possible. In [6], the authors allow
users to select a region of interest in a video from a
collection of videos that observe the same scene and
redirect them to the video in which the objects located
in the query region occupy a larger portion of the image
than in the initial video.

2) Additional information is available (calibration pa-
rameters or prior knowledge of the links between
videos). This is the case of [6] where the camera param-
eters are assumed to be known and where the assumption
is made that the cameras all observe the same scene.
In [7], all the videos are known to come from the same
campus. The authors propose to re-identify pedestrians
between different cameras and to jointly calculate the
topology of the camera network by determining the most
common transitions from one camera to another. The
initial topology is computed from the most reliable re-
identifications, and then they iteratively reinforce the
re-identification based on the topology and vice versa.
In [8], the view lines of two cameras with overlapping
fields of view are retrieved by detecting the point on the
ground plane of an object in a view at the instant when
it appears in another view. This method is designed for
taking into account only one object at the same time.

3) Automatic switch from one video to another is
introduced. In a sport context, [9] assigns scores to
each view based on the activity of objects (calculated
as the proportion of pixels that are not part of the
background), their sizes, positions and numbers, as well
as on events detected from the object movement. The
displayed view is regularly and automatically updated
to show the view with the highest score. The user has
no control and can neither interact to manually change
the view nor visualize the links between the different
views.

Chapter 7. Scene analysis based on multiple videos with overlap

130



Only few works assume no prior knowledge regarding the
relationships between the different videos. We can cite the
works [10], [11] which divide the videos into regions of a
regular grid and then try to match regions of different videos.
They describe a process of exclusion which states that two
regions observing the same area of a scene are systematically
occupied or not occupied at the same moments, provided that
the videos are temporally synchronized. They initially assume
links between all pairs of regions and progressively remove
links between two regions as soon as an object is observed in
one region while no object is observed in the other. Because all
links are initially assumed, this method leaves many false links
between regions that do not match, especially between regions
where no object appears at all, making navigation between
videos based on these links unreliable.

In [12], the authors took up the idea of linking regions of
videos that have similar activity profiles, i.e. regions where
objects appear simultaneously in a synchronized way. The
approach is enriched by taking into account object categories.
A score is used to quantify the degree of consistency between
the activity profiles of the regions, contrary to the approach
previously cited [10], [11] where the links between regions
are binary (one link or no link). The more objects of the same
category appear simultaneously in both regions, the higher
this score. Using these scores, correspondence maps between
regions are set. Users are then enabled to formulate a trajec-
tory query in a video and, by exploiting the correspondence
maps between regions crossed by the trajectory, the proposed
method allows to reformulate the trajectory into its equivalent
in the other views. Finally, the other videos that offer a better
visualization of the queried trajectory are ranked. However,
the user has no overview of the links between the different
videos. Moreover, only the category of objects is taken into
account while the appearance could also be exploited.

As in the previously cited methods, in this paper, we also
rely on object activity over time through what we call the
story of the video. It contains all the detected objects and their
descriptors at regular time steps. To create the link graph, we
search for videos with similar stories, i.e. video pairs where
most of the objects can be re-identified with low distances
between descriptors from one video to the other. Note that
the approach does not seek to precisely re-identify the objects
detected between cameras, but to detect a global consistency
between the objects that appear over time. For this reason,
it differs slightly from the task of re-identification, while
borrowing its general principles.

We can now state the problem we want to solve. From a
collection of N videos captured from static cameras covering
the same period of time, the goal is to determine which video
groups observe the same scene, i.e. which videos have overlap
in their fields of view. As an output, we want to obtain a graph
of links between videos. More precisely, each node of this
graph is a video and each edge represents an overlapping link
between the fields of view of the two cameras (see Figure 1).

III. LINK GRAPH CONSTRUCTION THROUGH STORIES

In this section, the notion of story is introduced. This notion
is a key concept for discovering the link graph of a video
collection. A distance measure between two region stories
is then defined. We need this distance to be small when
objects of the same category with similar appearances are
simultaneously detected over time. Finally, we implement a
spatio-temporal multi-resolution approach to take into account
scale changes. Moreover, it allows to avoid comparing many
pairs of fine resolution regions when the concomitance or
when the dissimilary of the detections have already been
established. On the contrary, if there is a doubt regarding a
link between two regions at a given resolution, they can be
compared at a finer resolution to alleviate the ambiguity.

A. Story definition

When a story is told, the characters, their appearances, the
places they pass through and their actions are usually described
with varying degrees of detail and in chronological order. For
these reasons, we have chosen the generic term story to group
together various properties such as the category, position and
appearance of objects detected in a video over time.

Fig. 2: Story construction. Left: the video frame is divided into
9 regions and objects are detected and assigned a category (the
blue and red rectangles correspond to the categories “human”
and “car” respectively). The ground contact point is marked
with a yellow cross. Right: each region story consists of the
list of objects that appear in the region, i.e. that have their
ground contact point in the region. They are characterized by
a category and an appearance descriptor.

Let us consider that each video is spatially cut into regions,
for example into cells following a regular grid1. To calculate
the story of a region, objects are regularly detected at each time
step τi = τ × i using state of the art detection algorithms such
as those cited in Section II. The region story then consists of
a time list which, at each time step, contains all the detected
objects, as illustrated in Figure 3. We talk about the video
story when the region considered occupies the whole frame.
Each detection is assigned to the cell that contains its ground
contact point, i.e. the pixel located in the middle of the lower
horizontal edge of its bounding box, as in [8] (see Figure 2).
This choice is motivated by the fact that it anchors the pixel in
the ground plane, thus avoiding depth ambiguities. In fact, the
same pixel can be occupied by objects located at different
distances from the camera, but in this case their pixels at
ground level are different.

1In the rest of the document, we use either ”region” or ”cell” indifferently.
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Finally, we also compute stories at different spatial and
temporal resolutions by considering only the objects detected
in a certain time interval and in a certain region of the frame,
see Figure 3. Multi-resolution analysis allows to estimate
the links between regions in a robust way and to reduce
computation times, as detailed in Section III-C. The next step
consists in defining a distance between stories.

time
R

τ0 τ1 τ2 τ3

S0→3
R =

Fig. 3: Region story – At regular time steps, objects are
detected in each video region and assigned a category and
appearance descriptor. The story of a given region R appears
in blue. It tells that at time τ0, there are no objects in R, then
at τ1, there is a person, and so on.

B. Distance between stories

The story of a region R over the time interval τ0, · · · , τi is
denoted by S0→i

R , and the story over the whole duration of the
video is denoted by SR. In order to define a distance between
two stories SR and SR′ , we first introduce the notion of a
common object for both stories. An object O is common to
both stories if it appears in the region R of the first video at
time τi and if an object O′ of the same category as O and with
a similar appearance appears in the region R′ or in its spatial
neighborhood (for example, in its 8-neighborhood), at time τi
or in its temporal neighborhood {τi−k, · · ·, τi, · · ·, τi+k}, as
illustrated in Figure 4. Appearance similarity is established if
the distance between appearance descriptors is lower than the
appearance threshold σapp. It is then said that O has found a
match in R′. The value and the impact of the threshold σapp
will be discussed in Section IV-B.

As no object re-identification is performed, several different
objects of R may find the same match in R′. In fact, this is
the strength of the proposed approach to try to find a global
consistency between detected objects over time without trying
to precisely re-identify the objects. Let us denote C(SR, SR′)
the proportion of objects appearing in R which found a match
in R

′
and |SR| (respectively |S′R|) the number of objects

appearing in the story SR (respectively S′R). We define the
distance d(SR, SR′) between two stories by :

d(SR, SR′) = 1− C(SR, SR′) + C(SR′ , SR)

|SR|+ |SR′ |
(1)

Fig. 4: Illustration of the distance computation between two
stories SR (in blue) and SR′ (in red) – For each object
appearing in St

R we look for a correspondent of the same
category and with a similar appearance in the spatiotem-
poral neighborhood of St

R′ (orange regions). The distance
d(SR, SR′) is then the percentage of objects in SR that do
not find a match in SR′ .

This distance can be interpreted as the percentage of objects
from the union of the two stories that do not find a match. To
avoid counting static objects of the scene multiple times (e.g.
parked cars), we measure the Jaccard index between all object
pairs of the same category at times τi and τi+1. Successive
detections with a Jaccard index greater than 0.9 are not
taken into account for story calculation. Our last contribution
concerns the establishment of the link graph between videos
based on the distances between the stories of their regions.

C. Link graph construction

In this section, the algorithm for determining overlap in the
fields of view of two videos is detailed (see Algorithm 1). To
this end, we compute the distances between their stories at
different resolutions, from the coarsest to the finest resolution,
if necessary (see Figure 5).

For each video pair, the different resolutions contribute to
the result as follows. The two videos are first compared at
the coarser resolution s =1 by taking into account all objects
that appear over large time intervals. If the distance between
their stories exceeds a threshold σs

reject that depends on the
resolution level s, the videos are considered to be unrelated
and therefore do not overlap. They are not compared at a finer
resolution in this case. On the contrary, if the distance between
stories is lower than a threshold σs

accept, the videos present
similar objects over time and it is not necessary to search
for matches at a finer resolution: the overlap is established.
Most often, the distance between the stories SR and S′R falls
between the two thresholds. We then subdivide the regions
being compared and all pairs of sub-regions are studied in
turn.
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7.4. Conclusion about scene analysis based on multiple videos with
overlap

This approach has been proposed to allow easy navigation through a video collection in order to
extract additional information on studied scene elements. This method has the advantage of offering
a solution in extreme but fairly realistic acquisition conditions, and does not require calibration or
metadata. More precisely, we have introduced the notion of stories, the distance between these stories
and finally, a method for building a graph of relationships. The results obtained are encouraging and
contain few errors.

However, many improvements are being considered. We would like to use other descriptors, semantic
description and even sound descriptors. Then, to improve the graph, it seems important to us to work
on the detection of links between cameras without overlapping. Indeed, sometimes there is a sequence
link between videos (an element detected at the output of one camera will be visible at the input of
another). Knowing these links is also interesting to make a query in a large collection of videos.

We will develop the perspectives related to this work in a more detailed way, in the part IV, § 13.3.
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Conclusion about multiple matching

Firstly, this part allowed us to present all the stereoscopic matching contributions that followed the
thesis work [Chambon 05a]. Despite all the encouraging results obtained and published, we continue
to work on this subject and we propose perspectives in this direction in § 13.7. Secondly, the last
chapter deals with matching in a context of multiple sensors and with a dynamic dimension related
to the ongoing thesis work with Thierry Malon. The paragraph 13.3 will allow us to present many
perspectives on this subject.

Since the massive use of deep learning in stereoscopic vision approaches that we date from 2012,
many publications have been proposed for similarity estimation, and in particular, to recognize re-
gions in images, as in [Shen 19]. These approaches use, in a classical way, convolutional neural
networks [Han 15, Tolias 16, Radenović 16, Iscen 17], in particular Siamese networks [Zbontar 15],
introduced in § 2.4. In [Mayer 16], the authors introduce the first network that integrates all the
classical matching steps as described in [Scharstein 02] and also propose the first synthetic dataset
with ground truth, very useful to the community, to allow neural network training. Subsequently,
the work of [Liu 17, Liu 19b] allows to further improve these networks by introducing a new type of
layer called dilated convolutional layer which essentially allows to take into account a larger and thus
a more significant neighbourhood for matching. Just as recently, the authors of [Pang 17] added to
the DispNetC [Mayer 16] network a step to refine disparities by forming a two-step network. The
GC-Net [Kendall 17] network allows to exploit the use of cost volumes1. The notion of multi-scale
was also addressed in [Zhang 14] by introducing the concept of spatial pyramid in the pooling phase,
explained in § 12.2.1. Thus, in his work, [Chang 18] combines this notion of multi-scale analysis with
the dilated convolutional layer introduced in [Liu 17].

In [Yao 18], a network is proposed to take into account multiple views and [Yao 19] enhances this
network by using recurrent networks. In this work, the main interest in using a recurrent network is to
reduce computing time. These new techniques bring a new point of view about solving pixel matching
problems. In particular, these approaches put even more emphasis on the outlier treatment [Zhang 19]
or the respect of constraints on the obtained results [Zhou 15]. These approaches allow to obtain high
performance results that can surpass classical approaches, i.e. without deep learning, but they also
lead to other difficulties such as storage capacity. Many papers deal with this problem [Zhang 19].
The work of [Zhou 15] deals with multi-image matching and attempts to generalize the concept of
bidirectional verification, or symmetry constraint, to multiple images. This is what they call the
circular consistency. To take into account this type of constraint, the number of possible and necessary
checks to be done in an image collection is exponentially related to the image amount. This also leads
to storage problems that need to be managed as well as possible. This work consists moreover in
working on a points of interest matching and not on dense matching. In this paper, the authors also
highlighted the difficulty of building a learning base. Indeed, matching points of interest, in a massive
way, to build a database proves to be a delicate task.

Another way to deal with the matching problem is to consider it as a classification problem [Luo 16].
This has the advantage of allowing the use of a neural network with fewer layers, fewer parameters
and thus less computation time. In the continuation of the work of [Zhou 15], matching is carried out
using also a semantic segmentation [Wang 18]. Works such as those of [Wu 19] make it possible to

1The idea is to build a volume containing all possible costs for each disparity tested.
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exploit all the recent aspects introduced and used in neural networks: taking into account disparity
volumes, in a pyramidal analysis, while considering a semantic segmentation. These works are the
closest to what we have introduced in this part on multiple matching and we therefore wish to identify
the elements really comparable to those specific to our work, in order to propose approaches allowing
to introduce these deep learning tools while adding the elements we have been working on. We will
discuss more details in the part IV, in § 13.7.
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Introduction to multi-criteria
segmentation

Image segmentation is an indispensable tool in many applications, as illustrated in [Szeliski 10, chap-
ter 5]. Classically, we can distinguish contour-based approaches from region-based approaches, as
discussed in [Brun 96, part 2]. However, in the literature, the different segmentation and vision
tools have been combined for improving the results obtained, for example, by using multiple seg-
mentations [Mathevet 99], by merging the results spatio-temporally [Chen 98, Chen 99, Barnes 09],
and by combining the region and contour-based approaches [Kermad 97, Sebari 07, El Merabet 13].
Another way of exploiting different tools is to merge information of different nature, in particular
2D and 3D data [Rosenhahn 07, Bray 06b, Kholi 08, Dambreville 08]. Other work also allows com-
bination of different origin attributes or using spatial overlap between different images to perform
segmentation. For example, the publications of [Heitz 08, Tu 10] allow the use of contextual infor-
mation (the objects to be segmented have particular or known relative positions in relation to each
other) whereas the works of [Zhuge 04, Weippl 07] involve semantics (regions are associated with a
keyword, a definition). We can cite the hierarchical approaches that involve the notion of superpix-
els [Ren 03, Fulkerson 09, Achanta 12]. Finally, the notion of learning has long appeared in this type
of methods [Collins 02] and the use of deep learning has been very important since 2010, with famous
approaches such as that of [Krizhevsky 12]. Faced with the huge amount of targeted applications and
the approaches developed to respond to them, it is difficult to evaluate and compare the results and,
thus, to choose an appropriate approach. As a result, numerous datasets have been created and made
available, as for example in [Martin 01]. With the advent of deep learning, many consequent databases
have appeared, such as the ImageNet database [Russakovsky 15].

In the literature, to deal with a real segmentation problem, the steps followed are most of the time:
data pre-processing, binarization or classification and finally post-processing. When segmentation
involves learning, pre-processing consists, in part, of selecting and processing a database, and, in
the particular case of deep learning, this pre-processing includes a data preparation step to make
them usable in the neural network implemented. All these pre-processing and preparation steps can
have an important impact on the result quality. Post-processing often allows the extraction of more
understandable results for the recognition and identification of the object of interest or objects in
the scene. It is also often proposed to try to correct segmentation errors and, again, this can have
a significant impact on the quality of the result obtained. The goal of this analysis is to highlight
the different elements that can lead to the success of an algorithm in order to understand the causes:
which step allows to reach this result? How does each part contributes to the result obtained? In this
part, the approach we have followed in each of our contributions is to identify as clearly as possible
all these elements and, above all, to evaluate their influence on the result quality.

We had to manage different dynamic data: overlapping image sequences for urban scene segmenta-
tion, cf. chapter 9, road pavement video, cf. chapter 10, and insect trap image sequences 11. For the
first example, we exploit the redundancy of information between images, whereas for the two following
works, this is possible. Indeed, the road pavement images do not allow redundant acquisition and for
the insect traps, we did not obtain the expected data in time. Consequently, to face this difficult
segmentation context, we jointly exploit photometric and geometric information.
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Structuring scientific contributions in segmentation

Structuring scientific contributions in
segmentation

In the chapter 8, all the bibliography presented constitutes a part of the Teaching Unit Image, Mod-
eling and Rendering, proposed in second year to the students of the ENSEEIHT, in the Multimedia
pathway. More precisely, it is part of the two inverted classes and the 8 labs. In particular, the
results of these labs illustrate the first chapter [Chambon 15a].
The chapter 9 introduces the contribution in urban scene analysis with segmentation in superpixels, in
collaboration with the company imajing. This work has been published in : [Bauda 15b, Bauda 15a]
and they were carried out during Marie-Anne’s thesis Bauda [Bauda 16], co-supervised with Pierre
Gurdjos, under the direction of Vincent Charvillat, IRIT-REVA.
The chapter 10 presents the main contribution in the segmentation of road pavement cracks by
combining photometric and geometric characteristics. This work has been published in [Amhaz 14,
Amhaz 16] and was carried out for the European project TRIMM – Tomorrow’s Road Infrastructure
Monitoring and Management carried by IFSTTAR (2013–2014). Moreover, it is partly related to
the thesis of Rabih Amhaz [Amhaz 15], co-supervised with Vincent Baltazart, IFSTTAR, under
the direction of Jérôme Idier, IRCCyN, Nantes. This work has resulted in the publication of an
annotated databasea. We have also created a software repositoryb developed during the thesis of
Rabih Ahmaz on automatic detection of cracks in images by the SATTc of the West and TTTd.
This subject has allowed me to collaborate with a post-doctoral student, Argyro Karatanou, and
a doctoral student, Nicolas Coudray. We published an approach based on a multi-scale watershed
algorithm [Coudray 10]. We have also published with Aurélien Cord, an internal collaboration
at IFSTTAR, an approach to classify sub-images extracted from road pavement images, using an
Adaboost algorithm [Cord 11]. For this chapter, we will only present the work from our latest
publication on the subject [Amhaz 16].
Chapter 11 links the work presented in Chapter 4 (point of interest detection) and segmentation.
We proposed an approach combining the use of curvature operators and segmentation into re-
gions [Bakkay 18a, Bakkay 18b]. This work was carried out with a post-doctorate, Chafik Bakkay,
funded by the French FUI VITI OPTIMUM 2.0 project, as a service provider. The algorithm was
transferred to the company SiConsult.

aOn the dedicated web page, https://www.irit.fr/ Sylvie.Chambon/Crack Detection Database.html, there is: the
5 categories of black and white images with different annotated textures (reference segmentations that the user
can use for quantitative evaluation) and the results of 4 approaches (3 proposed and published approaches, no-
tably [Chambon 09, Chambon 11d, Chambon 11a] and 1 state of the art approach [Nguyen 11] that was imple-
mented, during the master 1 internship of Gaël Michelin).

bThe certificate was issued by the Program Protection Agency with the IDDN number, Inter Deposit Digital Number :
IDDN.FR.001.420010.000.S.P.2018.000.21000.

cSociétés d’Accélération du Transfert de Technologies/Technology Transfer Acceleration Corporations.
dToulouse Tech Transfer.
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Chapter 8.

Image segmentation and
over-segmentation

8.1. Introduction to segmentation

What is it?

We propose to use this segmentation definition:

The segmentation purpose is to define an image partition where each partition represents
homogeneous and coherent information of the scene that makes sense.

There are as many segmentation definitions as there are manners to define that information is homo-
geneous and coherent. This is why we often speak of a poorly posed segmentation problem. There is
no ideal segmentation and the choice of a method is linked to, among other things:

• The nature of the images (lighting, texture, ...);

• The shape of the primitives to be extracted;

• Time constraints.

In the literature, background/foreground segmentations (only two classes) are distinguished from
multi-object segmentations. In addition, we also consider these three approach categories:

• Supervised segmentation, which uses a learning database to get a priori knowledge of the
searched regions.

• Semi-supervised segmentation, where a single a priori insight is used, and mostly, this
knowledge consists in having the number of requested regions.

• Unsupervised segmentation, where no a priori knowledge is used.

More formally, segmentation can be defined as follows:

Segmentation of an image I consists of creating a partition into Ri subsets called regions
such as:
∀ i Ri 6= ∅
∀ i, j with i 6= jRi ∩Rj = ∅
I = ∪iRi

A region is therefore a set of pixels with common properties that differentiate them from neighbouring
regions: grey levels, colors, textures, shapes. A region can be connected or not.
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Chapter 8. Image segmentation and over-segmentation

Why?

There are many applications that rely on image segmentation, particularly in medical imaging to
delineate different organs. The work we have presented in the § 3.3 is based on a prior lung seg-
mentation. We can distinguish cases of background/foreground segmentations, with only one form
to be recognized as in the example 8.1.(a). We can also consider cases of segmentations of the same
shape on a background, but this shape can be present in several copies or parts, such as road crack
(the shape to be segmented) detection. In this case, the background is highly textured. An other
example concerns insect identification on a trap image, cf. figure 8.1.(c) and (d). Finally, we can have
segmentation cases of scenes with more distinct elements, such as urban scenes, cf. figure 8.1.(d).

(a)

(b) (c) (d)

Figure 8.1.: Segmentation examples – In (a), as part of labs proposed at ENSEEIHT, we over-segment
an original image (left) in order to extract a background/foreground segmentation (right). In (b),
we present an urban scene segmentation result, chapter § 9 (it is represented by the different colours
applied to the scene). In (c), a pavement crack segmentation (indicated in black at the bottom) is
extracted from the results shown in chapter 10. Finally, in (d), we show a result of butterfly detection
on a trap image (this is an extract and the segmentation obtained is represented by the colors added
on the original image), cf. chapter 11.

How?

Unlike the point of interest detection we discussed in I, it is difficult to define a generic algorithm. We
therefore propose to present the main families in the § 8.2. Details are also provided in annex C.

Quality of the segmentation?

The literature is abundant on segmentation quality assessment, as in [Zhang 96, Zhang 01]. Moreover,
the work of [Pont-Tuset 15] gives a good synthesis of this aspect, for the interested reader. In the same
way as for the matching, assuming that we have a reference segmentation acting as ground truth, for
segmentation, we can evaluate the percentages of: True Positives (TP), False Positives (FP), False
Negatives (FN) and True Negatives (TN). The values found for each of these four categories can be
combined to determine an overall performance. Specifically, the criteria that can be evaluated are as
follows:
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• The precision (P) highlights the proportion of true positives among the positives (the estimated
segmentation):

P = TP
TP + FP

(8.1)

• The sensitivity (S) shows the proportion of good detections (true positives) in relation to the
shape to be segmented. This gives us an indirect indication of the proportion of missing parts:

S = TP
TP + FN (8.2)

• The similarity coefficient or DICE Similarity Coefficient1 is the harmonic mean between precision
and sensitivity:

DSC = 2TP
2TP + FP + FN (8.3)

In the case of a perfect segmentation, DSC = 1 while DSC = 0, when the segmentation is entirely
false. As this coefficient allows to combine precision and sensitivity, it is widely used.

8.2. Existing segmentation approaches

It is difficult to establish an exhaustive classification of segmentation methods, but we have chosen to
distinguish between the following three methods:

(1) The edge-based approaches, where we try to determine contours between objects that are not
very similar or contours between heterogeneous zones. The most popular technique is based on
active contours or snakes [Kass 88].

(2) The region-based approaches, where we want to find group of similar pixels to form homoge-
neous regions, such as:
(a) The split and merge method [Horowitz 76].
(b) The region growth, such as watershed algorithm [Vincent 91].

(3) Approaches based on classification tools [Duda 01], the best known and most widely used are:
(a) Bayesian approaches [Domingos 97];
(b) Expectation-Maximisation (EM) methods [Dempster 77] ;
(c) k-means techniques [MacQueen 67] ;
(d) Mean-shift methods [Comaniciu 02] ;
(e) Support Vector Machine (SVM) approaches [Boser 92].

There are also hybrid or dual approaches, which combine the first two approaches2. Finally, whatever
method is chosen, the criteria used (colour, position, etc.) are decisive. We present details on these
three types of approaches in appendix C.

Currently, there are also more advanced approaches that allow for a combination of different ap-
proaches such as:

• by using multilple segmentations [Mathevet 99] ;
1We can also talk about f1 score.
2It is interesting to note that the human visual system is more sensitive to contours than homogeneous areas
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• by using the concept of superpixel (over-segmentation) to provide a reliable first estimate of the
segmentation [Moore 08];

• by combining information of a different nature, richer than using just grey level or colour such
as 2D information (contours, points of interest, regions) [Ibenthal 00], 3D information [Kholi 08]
or contextual information [Hoiem 05b].

In the rest of this chapter, we present the superpixel approaches, cf. § 8.3, as it allows the introduction
of a first contribution about the segmentation of planar scenes, cf. chapter 9.

8.3. Superpixel principle

8.3.1. Introduction to over-segmentation

In the literature, more and more articles deal with the construction and/or use of superpix-
els [Achanta 12]. In computer vision, the elementary element studied for segmentation, tracking
or matching is very often the pixel. A number of fast and efficient approaches have been implemented.
However, information relating to a single pixel (intensity, colour, position) may be insufficient in some
cases. Indeed, the characteristics of a single pixel often provide ambiguous and incomplete informa-
tion. In addition, the pixel alone does not represent a natural physical entity that makes sense. Thus,
the vicinity exploitation was introduced, cf. the use of correlation measures, regions of interest or
patches. These primitives, called intermediate primitives, allow to enrich the exploited information
by adding photometric and/or geometric characteristics richer than those associated with an isolated
pixel. This notion of region of interest can be further improved thanks to the principle of points
and objects of interest, cf. part I. These detectors have become increasingly accurate, more efficient
and, most importantly, have contributed to improved performance in specific applications such as
classification, recognition of specific objects and tracking. However, if we take the example of specific
object detection, the proposed models allow to improve object classification approaches but, due to
the specialization of these operators, for a precise application purpose (cf. background/foreground
segmentation, object class recognition), they are difficult to use outside the context or application
for which they were proposed. Similarly, the patch use provides a high stability useful for tracking,
for example, but they do not have sufficiently specific photometric and/or geometric properties to be
used, for example, as a basis for image segmentation. All these reasons have led to the exploitation of
different information, certainly less discriminating than an object or a point of interest but richer in
photometric and/or geometric information, less stable in terms of tracking but with a shape allowing
a better adaptation to the scene reality, namely image over-segmentations, which are finally called
superpixels since [Ren 03].

8.3.2. Fields of superpixel applications

Superpixels have been used in the following domains:

• Bien sûr, comme une étape de pré-segmentation, ou plus exactement comme une étape de sur-
segmentation avant une segmentation, comme dans [Hoiem 05b]. Dans cet article, les superpixels
sont fusionnés en tenant compte de la catégorie associée à chaque superpixel et en vérifiant la
cohérence des catégories de superpixels adjacents. Il s’agit donc de combiner la segmentation
sémantique et l’utilisation des superpixels.

• Image indexing approaches exploit these tools. For example, in [Zhang 10], a query image is
matched to indexed images by exploiting superpixels.

• In object detection and recognition, we can cite approaches such as [Mori 05] where superpixels
are used to determine a human body model for persons present in an image. The author uses
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superpixels for two reasons: to reduce the search space for the model and to have the most
accurate spatial support, compared to a simple box frame.

• Tracking objects encounters many difficulties such as changes of scale, orientation or even the
brightness of the object. In addition, the object can be partially hidden or even totally during
few frames. The difficulty increases even more when the tracked object is not rigid and therefore
distorts from one image to another. The hypothesis often made is that two consecutive images
are close enough in time for the modifications of the object to be small. (both from the point
of view of its internal modifications such as rotation or scaling and from the point of view of its
external modifications such as occlusions). Thus, the authors of [Ren 07] work on tracking using
superpixels.

• Building saliency map3 can also rely on superpixels. Early algorithms were based on psychovisual
studies, as well as eye-tracking devices. While these methods of saliency map are widely used,
they have the disadvantage of representing the information as bright patches: a saliency map by
itself provides little information on the object structure. This is one of the reasons why [Lu 12]
proposes a method for calculating these maps based on superpixels. The approach consists in
searching for particular properties in the image, such as symmetry, at the superpixel level, and
thus in constructing saliency maps that have a structure coherent with the superpixels.

8.4. Superpixel definition

Of course, there is no standard definition of superpixels that is accepted by all researchers, as each
has his or her own way of defining them. However, we can try to give a sufficiently generic definition
that can be adopted by each of the proposed approaches.

A superpixel is a local and coherent structure that represents an area or part of the same
object.

Variations in the definition of a superpixel actually come from the mathematical interpretation of the
terms used in that definition, namely: structural, local and consistent. More precisely, the meaning
of these terms depends on the set of desired properties. It is obvious that this definition is very close
to the segmentation definition that we provided in § 8.1. The only difference is that each region must
be restricted to a single object (or part of the object). The different superpixel constructors presented
were published between 2000 [Shi 00] and 2012 [Achanta 12]. However, the word superpixels appears
for the first time in [Ren 03].

8.4.1. Properties

First, we describe the properties commonly used in the literature for the superpixel construction,
before introducing the main existing construction algorithms. Then, we present the properties inher-
ited from the pixel collection contained in the superpixel, namely the appearance properties and the
spatial properties. Finally, we present the scale properties, relative to their spatial support, the image
resolution and the desired number of superpixels.

Thereafter, we use the following notations:

• NS : the number of requested superpixels;

• S: a set of superpixels, containing #(S) superpixels, and Si superpixel of index i from that set;
3The saliency map is used to model human visual attention on a given image. Specifically, a saliency map is a grey

scale image in which the brightest regions correspond to the points that attract the most attention from a user, thus
revealing the interesting objects in the image.
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• pi: the pixel of index i inside the superpixel S;

• σS : the standard deviation of the colour within the superpixel S;

• VS : the set of superpixels in the vicinity of superpixel S.

Appearance properties – We distinguish the following aspects:

• Statistics on colourimetry or intensity: The appearance properties of a given superpixel are
related to first-order statistics (mean/standard deviation) on the pixel intensities or colours.

• Intra/inter region difference: The methods proposed in [Shi 00, Felzenszwalb 04] minimize dis-
similarity between two regions while maximizing similarity between pixels within the same region.
More formally, in [Shi 00], the CIIRD criterion minimized is defined by:

CIIRD(S) = 1
#(S)

∑
Si∈S

1
#(VSi )

∑
Sl∈VSi

σSi∪Sl

σSi
(8.4)

Using the method described in [Felzenszwalb 04] the criterion used to assess the intra/inter-
regional difference between two superpixels S1 and S2 is given by:

CD(S1, S2) =
min

(
max

(pi,pj)∈S1
δ(pi,pj) + cs

#(S1) , max
(pk,pl)∈S2

δ(pk,pl) + cs
#(S2)

)
min

pi∈S1,pk∈S2
δ(pi,pk)

(8.5)

where cs is a constant for conditioning the superpixel scale, i.e. the larger cs is, the larger the
superpixel size is. The term δ defines a distance (for example, the difference between the grey
levels of two pixels).

• Texture: only [Shi 00], to our knowledge, introduces the notion of texture in the distance used.
In this work, texture is characterised by applying Gaussian differences at different scales.

Spatial properties – We can consider the following:

• Position: when it is taken into account for the superpixel construction in a criterion such as a
distance [Shi 00, Achanta 12], position can constraint the superpixels to be contiguous and can
increase their compactness. These two aspects are defined in the following two points.

• Connectivity: a superpixel S is connected (contiguous) if and only if for any pixel pair (pi,pj) ∈
S, there is a path connecting them that only contains pixels into S. Different approaches are
proposed to respect this property of connectivity. In [Achanta 12], this is a post-processing step
that deals with cases of unconnected superpixels4. In graph-based construction methods such
as [Felzenszwalb 04], specific spatial relationships are defined by the notion of neighbourhood
between pixels (the n closest neighbours or 8-neighbours) and thus the construction of the graph
itself respects this connectivity.

• Compacity: this term is often used in the superpixel description but it is clearly defined only
in [Levinshtein 09] where the authors characterise it as the ratio between the superpixel perimeter

4The smallest disconnected parts of the studied superpixel are attached to the neighbouring superpixel with the largest
size.
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square and its area:

CComp(S) = 1
#(S)

∑
Si∈S

P 2
Si

ASi
, (8.6)

where PS is the perimeter of the superpixel and AS the area. Some authors propose a su-
perpixel construction as compact as possible by exploiting the distance to the superpixel cen-
ter [Achanta 12]. Others rely on the use of a regular grid to initialize the superpixels combined
with the limitation of the distortions of this grid [Moore 09] by exploiting the image contours,
i.e. the superpixel contours must match the image contours. We can also cite approaches that
impose a constraint on the number of pixels per superpixel in order to obtain regular superpixel
size, such as [Levinshtein 09].

• Topological regularity: another property often favoured is topological regularity [Moore 09], that
is, the fact that each superpixel always has the same neighbour number (except on the image
borders). This property is interesting if a Markovian modeling of the interactions between
superpixels is considered. Most of the time to respect this topological regularity, an initial
configuration respecting this property (a grid, a regular arrangement of patches is used and the
proposed evolution model is based solely on changes to the original topology that do not impact
this regularity constraint.

• Image contours: finally, as previously mentioned, many articles wish to promote the fact that
superpixels follow the image contours as well as possible. So, contours are first detected and
then the superpixel border construction follows these contours as well as possible [Moore 09,
Levinshtein 09, Veksler 10].

Temporal invariance property – Some approaches integrate the notion of superpixel temporal
invariance or superpixel temporal coherence along a video or an image stream [Grundmann 10]. In
the case of a video, the most used constraint is based on the fact that the object position between
two successive images fluctuates only slightly and is found in a small neighbourhood of the previous
image.

Conclusion about properties – In conclusion, there are few different properties actually ad-
dressed in the literature among the existing constructors. However, the targeted applications often
require more properties such as robustness to various transformations and spatio-temporal coherence.

8.4.2. Construction/Modelling

Several superpixel construction techniques exist and each author takes into account its own constraints
which induce a some properties such as those listed in § 8.4.1. The priority often remains the reduction
of computation time by decreasing the number of studied primitives, in the sense of pixels replacing
by superpixels.

Approaches based on graph theory – In this context, a graph can be described as follows: the
nodes are the superpixels and the links, the neighbourhood relations between superpixels. Moreover,
the optimisation method used to build the graph is the minimization of a criterion (which takes into
account the expected properties) by graph cut. A generic algorithm is presented in [Shi 00]. We can
distinguish two types of structure:

• Regular: The method of [Moore 09] begins by considering a regular grid whose cell number
is relative to the expected superpixel number. Then each grid line evolves into curves within
a band around the initial line. This evolution is done in order to maximize the sum of the
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gradients of the pixels located on the curve in order to impose the superpixel contours to be
on the image contours. The authors want this algorithm to provide more superpixels in image
areas where the edge density is high. The bands where the curves between the superpixels are
therefore constructed so that they have the same probability of containing a contour, i.e. the
same density of contour pixels.

• Non-regular: Most of the proposed approaches provide regular graphs of superpixels and
only [Felzenszwalb 04] proposes a version of its algorithm that does not respect the property
of topological regularity to give priority to the photometric coherence of superpixels.

Statistical approaches – The graph cut algorithms described above are considered to be computa-
tionally time-consuming. Thus, other approaches are based on classification methods such as k-means,
cf. § C.3.1, [Vedaldi 08, Achanta 12]. The SLIC, Simple Linear Iterative Clustering, approach pro-
posed by [Achanta 12] is the best known and the most used. In this algorithm, an initialization step
distributes in a regular way the Nc centers of the requested superpixels. More precisely, the centers,
noted ck, are the centers of a regular grid cell, each cell having a width and height of size V which
depends on the number of expected superpixels. Then, these centers are adjusted locally, in a 3 × 3
neighbourhood, to avoid that they are on a contour (displacement towards the weakest local gradient).
The algorithm used thereafter is a k-means. To assign each pixel to a superpixel (a class), the distance
Ds, a weighted combination of distances in colour space and geometric space is used:

Ds(p, ck) =
√
da(p, ck)2 +

(
m

V

)2
dp(p, ck)2 (8.7)

where da, dp correspond to the Euclidean distances between ck and p, respectively on the appearance
criterion, the color, and the position criterion. The weight m is used to adjust each distance influence.
To assign a superpixel to each image pixel, this calculation is carried out for each centre which is in a
neighbourhood 2V × 2V . Many variants have been proposed for SLIC, such as, for example, the one
in [Wang 12a] which simply modifies the shape of the initial regions by taking hexagons. The authors
of [Achanta 12] themselves have improved this algorithm by proposing a non-iterative version, SNIC,
Simple Non-Iterative Clustering [Achanta 17].

Seed propagation approaches – A final group of methods is based on the initialization and
growth of superpixels by respecting some constraints. Among these algorithms, the TurboPixels
of [Levinshtein 09] are the best known. First of all, for seed placement, the authors do as SLIC and
the rest is different. It is important to note that the authors use techniques similar to the notion of level
set [Chan 02]. These approaches are themselves quite close to the active contour approaches [Kass 88],
cf. § C.1. The principle is to make curves evolve in the image in order to define the superpixel borders.
By this definition, we can see that we are approaching the concept of active contours. We note c a
vector containing the coordinates of the curve parametrised by p, the parameter that runs along the
curve, and t the time evolution parameter. The term n corresponds to the associated external normal.
Each point moves at the speed v with this curve evolution equation:

∂c
∂t

= vn.

The curve evolutionis implemented by representing c by a level set of a smooth Ψ function such as:

Ψ : IR2 × [0, τ)→ IR2 (8.8)
Ψt = −v||∇Ψ|| (8.9)
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In practice this function Ψ corresponds to the signed Euclidean distance between the point and the
border. This distance is positive when the point is assigned to the region and negative otherwise.
Then, in this algorithm, the state Ψn+1 of the superpixels at iteration n+1 is defined according to the
state of the superpixels at the previous iteration Ψn in the following way, following the discretisation,
at the first order according to t of the equation 8.9:

Ψn+1 = Ψn − vIvB‖∇Ψn‖∆t. (8.10)

Each application of this equation corresponds to an evolution of the Ψ curve at each time step.
This equation is applied until there are no more possible evolutions. The most important term is
the product vIvB. The scalar term vI depends on the local image structure and the superpixel
geometry at each boundary point, while the scalar term vB depends on the proximity of the boundary
points to the superpixel boundary points in its vicinity. These constraints are related for example
to the superpixel curvature, to the position of the current superpixel boundary relative to image
contours or to the position of one superpixel relative to another (to prevent two superpixels from
overlapping). For example, vI and vB describe velocities and overlap terms that accelerate or slow
superpixel expansion based on external constraints. This model therefore exploits appearance and
spatial properties simultaneously.

In this family, we can also mention the constructor SEEDS, Super-pixels Extracted via Energy-
Driven Sampling [Van den Bergh 12]. Using an iterative process and initialization on a regular grid,
only pixels at the border between two neighbouring superpixels can change their attachment center,
by optimizing a term that takes into account the homogeneous character of the superpixel as well
as the regularity of its shape. More precisely, homogeneity is relative to the density function of the
colour histogram within the region and the regularity of the shape depends on the number of locally
neighbouring superpixels (in each border pixel).

8.4.3. Classification and comparison of different superpixel constructors

To conclude, the table 8.1 allows to compare all the constructors presented by taking into account the
various aspects discussed: the appearance criteria and the building model. The behaviour of some
constructors is illustrated in the figure 8.2 on images of vines corresponding to work carried out in the
REVA team5.

5This is the thesis of Jérôme Guénard [Guénard 13], co-supervised by Pierre Gurdjos and Géraldine Morin, under
the direction of Vincent Charvillat.
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Category Citations Appearance Spatial Temp.S D T Pos. Comp. Conn. Rég. Cont.

Graph

[Shi 00] – –
[Felzenszwalb 04] – – –

[Moore 09] – – – –
[Grundmann 10] – – – –

[Veksler 10] – – – –

Statistic
[Vedaldi 08] – –
[Achanta 12] – – – – – – –
[Wang 12a] – – – –

Seed [Levinshtein 09] – – – – –
[Van den Bergh 12] – – – – –

Table 8.1.: Classification and details of superpixel constructors – The abbreviation Temp. corresponds
to the consideration of the temporal aspect. For the appearance and spatial properties, we use the
following notations: S, Colorimetry statistics, D, Intra/inter region difference, T, Texture, Pos., posi-
tion, Comp., compactness, Conn., connectivity, Reg., for the regularity criterion, Cont., for the use of
the image contours.

Figure 8.2.: Behaviour differences of various superpixel constructors – From left to right, this is the
original image, a superpixel result given by [Felzenszwalb 04], by [Moore 09], by [Achanta 12] and
finally by [Levinshtein 09].

8.5. Conclusion about superpixels

The analysis of the state of the art is mainly based on publications prior to 2012, but this area of
research is still very active. Thus, some work has not been addressed but we give here the differ-
ent references for more details. Work has been developed on the use of polygons to approximate
shapes [Duan 15, Forsythe 16, Bauchet 18]. Other approaches highlight the value of using a global
analysis of the image, rather than a local analysis, as in the SLIC approach, by exploiting spectral
analysis tools [Li 15]. Finally, based on the watershed concept, a new form of superpixels has been
introduced: the waterpixels [Machairas 15]. We have carried out this state of the art analysis of su-
perpixels because they are used in the work presented in the next chapter. We also discuss this notion
of superpixels in perspectives, part IV, § 13.7.
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Chapter 9.

Superpixels adapted to planar scenes

9.1. Application aim: urban scene segmentation for a better city

We place ourselves in a context of mobile or instantaneous mapping. Different technologies currently
exist to access multimedia data associated with physical locations. One of the best known mapping
tools currently is Google Maps https://www.google.fr/maps/ The information is distributed in layers,
each containing specific data such as pixel colours, the street or store name. Geo-referenced street
images are also proposed as a new information source related to cartography. Currently, in terms
of research, many works are trying to exploit this rich source of varied information to automatically
extract elements of interest, from the recognition of specific objects, such as street furniture, to the
semantic segmentation of the available scenes.

For the production of cartographic data, the company imajing has developed the imajbox, pre-
sented in figure 9.1, which makes it possible to acquire sequences of geo-referenced and oriented images,
during the trajectory of a given vehicle. The type of images acquired is illustrated in figure 9.2. It
is equipped with a CCD, Charge-Coupled Device, sensor with a maximum acquisition frequency of
7Hz and a size of 5 Mpx (2050× 2448), and a GNSS, Global Navigation Satellite System, positioning
system consisting of a GPS, Global Positioning System, antenna and an IMU, Inertial Measurement
Unit, consisting of a gyroscope, an accelerometer and a compass. The data produced is then processed
by navigation and image processing algorithms to be visualised, analysed and annotated by users with
the imajview software. The imajnet service provides access to the data on the Internet.

imajbox 1 imajbox 2

Figure 9.1.: Mobile acquisition system imajbox – The imajbox 1 was distributed from 2009-2014.
The imajbox 2 is available since 2015 in two versions: compact or reinforced.

One of the main uses of this system is the creation of inventories and equipment management tools:
horizontal and vertical traffic signalisation, lampposts and light points, slide rails, lateral obstacles,
geometry of the environment. The portable acquisition technology imajbox allows the rapid produc-
tion of a huge volume of images processed, for the most part, manually. Thus, the work presented in
this chapter is part of the proposal for automation of image processing treatment.
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(a) (b) (c)

Figure 9.2.: Triplet of successive images acquired by the imajbox – In (b), it is the central or reference
image, in (a) and (c) it is the two adjacent images.

9.2. Urban scene segmentation problematic

The objective is to propose a scene segmentation that identifies the different elements in order to
detect changes between two image sequences acquired at different times. The main topic is not about
proposing semantic structures, however, we have introduced a semantic segmentation adapted to the
data processed by imajing. The segmentation of urban environments offers characteristics that allow
to simplify the analysis (almost piecewise planar environment) and we introduce a methodology that
integrates this aspect. The interest of this work is based on the exploitation of data that allow a high
redundancy (within the same acquired sequence, but also temporal redundancy). Moreover, we have
access to data of different nature: 3D points, georeferenced images and scene semantic description.

9.3. Existing approaches for urban scene segmentation

Image segmentation is a delicate problem that we have already discussed in chapter 8 and which is
completed by the appendix C. Here, we are particularly interested in approaches introducing contextual
knowledge, such as those of [Hoiem 05b]. In these approaches, knowledge usually forms a ”context”
within which visual inferences are simplified. Many computer vision tasks known to be difficult are
made easier when they are performed in a contextual manner [Marques 11]. The results of this
study have shown that a holistic understanding of the image [Hoiem 08, Heitz 08] can improve the
scene analysis process. Thus, the authors of [Gould 09] present an approach that simultaneously
relies on the associations between pixels and the regions to which they belong and the semantic and
geometric characteristics associated with them. However, these techniques are very time consuming
and expensive because they work at the pixel level for each image and they need a lot of learning
data. Currently, it is possible to obtain 3D scene reconstructions from several views. The best known
works on this subject are those of [Furukawa 09]. This possibility to easily obtain a first 3D scene
reconstruction, even a partial one, can help numerous application possibilities such as the special
effects generation, cf. the AliceVision project 1, or the 3D model editing and manipulation [Morin 14,
Durix 16a]. In the continuation of this work, we assume that it is possible to use this type of tools to
obtain input data that can be used for this urban scene segmentation application.

9.4. Proposed method for urban scene analysis

We are interested in urban scene analysis, cf. figure 9.3. Each scene is represented by an image
collection, acquired from a moving vehicle. Geometric and photometric information are combined to
propose a plane segmentation, as in (4). We assume that these six main object classes are needed:
ground, sky, vegetation, urban constructions, street furniture and other objects and that the inputs
correspond to the outputs of a structure from motion, SfM [Cui 15]2 or even a multi-view stereo,

1https://alicevision.org/: this project is carried out in the REVA team, in particular by Simone Gasparini, Pierre
Gurdjos and Jean-Denis Durou.

2An example of available code: VisualSFM: A Visual Structure from Motion System : http://ccwu.me/vsfm/, 2011.
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MVS [Furukawa 10], module. The proposed approach is based on an intermediate image representation
by superpixels, point (3). The existing works, already presented [Mori 04, Hoiem 05a, Gould 08],
show the interest of such an approach, notably to reduce computation time compared to classical
segmentation methods. In our case, superpixel constructors must preserve occluding contours of the
considered objects because this criterion has a direct influence on the final performances [Hanbury 08].
We are particularly interested in the integration of photometric information based on a geometrical a
priori of surface planarity. The following section allows us to detail the proposed over-segmentation
approach [Bauda 15a].

(1) Input data

3D Points {I0, I1, I2, } K, [R|t]
Navigation

data

Planes

Lines

Skyline

(2) Extraction of geometric
information

(3) Superpixels

(4) Classification

Figure 9.3.: Geometric superpixel approach for urban scene segmentation – From input data, geometric
information is extracted (planes, lines, skyline) to perform a geometry-based over-segmentation, to
propose a classification result in three classes (sky, ground, vertical objects). Our contributions (pink
background) focus on planarity hypothesis integration in superpixel construction.
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Geometry-Based Superpixel Segmentation
Introduction of Planar Hypothesis for Superpixel Construction
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Abstract: Superpixel segmentation is widely used in the preprocessing step of many applications. Most of existing meth-
ods are based on a photometric criterion combined to the position of the pixels. In the same way as the Simple
Linear Iterative Clustering (SLIC) method, based on k-means segmentation, a new algorithm is introduced.
The main contribution lies on the definition of a new distance for the construction of the superpixels. This dis-
tance takes into account both the surface normals and a similarity measure between pixels that are located on
the same planar surface. We show that our approach improves over-segmentation, like SLIC, i.e. the proposed
method is able to segment properly planar surfaces.

1 INTRODUCTION

The image segmentation problem consists in par-
titioning an image into homogeneous regions sup-
ported by groups of pixels. This approach is com-
monly used for image scene understanding (?; ?).
Obtaining a meaningful semantic segmentation of a
complex scene containing many objects: rigid or de-
formable, static or moving, bright or in a shadow is a
challenging problem for many computer vision appli-
cations such as autonomous driving, traffic safety or
mobile mapping systems.

Superpixels have been firstly introduce by (?).
They correspond to an over-segmentation of the im-
age where each region contains a part of the same
object and respects the edges of this object (Felzen-
szwalb and Huttenlocher, 2004). So, it brings more
information than just using pixels. Superpixels de-
composition also allows to reduce problem complex-
ity (?). Consequently, it is a useful tool to under-
stand and interpret scenes and it is widely used over
the last decade. Existing superpixels approaches take
into account a photometric criterion, color differences
between pixels have to be minimal in the same super-
pixel, and a shape constraint that is based on the space
distance between pixels. Approaches based only on
these two criteria can provide superpixels that cover
two surfaces with different orientations. On figure 1,
there is such a superpixel on the edge of the cube
which corresponds to a non-planar area. If a super-

Figure 1: Superpixels comparison between k-means ap-
proach (left) and the proposed approach (right).

pixel is not semantically consistent with the scene ge-
ometry, it will be difficult to label because it repre-
sents two different 3D entities.

In order to take into account this kind of difficul-
ties, in single view segmentation methods, geomet-
ric criteria are introduced such as the horizon line or
vanishing points (Hoiem et al., 2005; Saxena et al.,
2008; ?). Even if some geometric information is in-
troduced, these existing approaches do not integrate
any over-segmentation process. They only use a post-
processing step to classify superpixels. It means that
errors on superpixels, i.e. superpixels that contain
multiple surfaces with different orientations might be
propagated and not corrected.

In the case of calibrated multi-view images, re-
dundant information are available. Consequently, the
geometry of the scene can be exploited to strengthen
the scene understanding. For example, in man-made
environment, it is common to make a piece-wise pla-
nar assumption to guide the 3D reconstruction (?; ?).

Chapter 9. Superpixels adapted to planar scenes
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This kind of information is combined with superpix-
els in (?) but, again, the geometric information is
not integrated in the construction of the intermediate
entities (superpixel or face mesh) and errors of this
over-segmentation are also propagated. As far as we
are concerned, the works of (?; ?) introduce a ge-
ometrical information in the superpixel construction:
a dense depth map. Results quality are encouraging
and in this paper we propose a solution in the case of
a sparse geometric information.

In this article, we focus on the multi-view images
context. In order to obtain superpixels that are coher-
ent with the scene geometry, we propose to integrate
a geometric criterion in superpixels construction. The
proposed algorithm follows the same steps as the well
known SLIC, Simple Linear Iterative Clustering ap-
proach (?) but the aggregation step takes into account
the surface orientations and the similarity between
two consecutive images. In §2, we present a brief
state of the art on superpixels constructors. Then, an
overview of the proposed framework is presented, fol-
lowed by details about the extraction of geometric in-
formation and its integration in a k-means superpixels
constructor. Finally, experiments on synthetic data are
presented.

2 SUPERPIXELS

In the context of superpixels construction, we pro-
pose to distinguish three kinds of methods: graph-
based approaches (Felzenszwalb and Huttenlocher,
2004; ?), seed growing methods (?) and methods
based on k-means (?; ?). We will focus on the last
set of methods and in particular on (?) because this
method provides, in three simple steps presented in
the following paragraph, uniform size and compact
superpixels, widely used in the literature (?). After
briefly describing this method, we analyze its advan-
tages and drawbacks. This allows us to highlight the
significance of the compactness criterion put forward
in (?).

K-means Superpixel – SLIC (?) is based on a 5
dimensional k-means clustering, 3 dimensions for the
color in the CIELab color space and 2 for the spatial
features x,y corresponding to the pixel coordinates.
The algorithm follows these three steps:

1. Seeds initialization on a regular grid of S×S and
distributed on 3×3 pixels neighborhood to reach
the lower local gradient;

2. Iterative computation of superpixels on a local
window until convergence:

(a) Aggregate pixels to a seed by minimizing DSLIC
distance (1) over a search window of size 2S×
2S;

(b) Update position of cluster centers by calculat-
ing the mean on each superpixel, new centroids
lead to refined seeds;

3. Enforce connectivity by connecting small entities
using connected component method. A superpixel
is connected if all its pixels belong to a unique
connected entity.

Two parameters need to be set for SLIC, the ap-
proximate desired number of superpixels K, as well as
in most of the over-segmentation method, the weight
of the relative importance between spatial proximity
and color similarity m which is directly linked to the
compactness criterion, as shown in equation (1).

Energy Minimisation – The energy-distance to
minimize between a seed and a pixel that belongs to
the window centered on the seed is defined by:

DSLIC =

√

d2
c +

m2

S2 d2
s (1)

where

• dc and ds are color and space distance,

• m is the compactness weight,

• S =
√

N
K is the size of the local searching window,

• N is the number of pixels in the image,

• K is the expected number of superpixels.

In the case of a color picture, the distance are de-
fined as following:

dc(p j, pi) =
√
(l j− li)2 +(a j−ai)2 +(b j−bi)2

ds(p j, pi) =
√
(x j− xi)2 +(y j− yi)2.

(2)

Analysis – The compactness (?; ?; ?; ?) of a su-
perpixel can be defined by the isoperimetric quotient
that compares the area of the superpixel to the area
of the circle with the same perimeter. It means that a
superpixel is compact if it is quite similar to a circle.
Figure 2 shows the influence of the weight on the
space distance ds, in k-means algorithm and how it
impacts the compactness. Moreover, the k-means
superpixel algorithm enforces to use pixels in a local
window. It sets the upper value of the compactness to
the size of the searching window.

Since we have remarked that existing superpixels
methods are usually based on photometric criterion

9.5. geometric superpixel definition [Bauda 15a]
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Figure 2: K-means superpixels compactness comparison
with a small number (50) of desirable superpixels: bottom-
left hard compactness at m = 40 and top-right a soft com-
pactness at m = 5.

with some topology properties in the image space, in
the next part, we propose a variant of k-means su-
perpixels constructor on two images. This is done
by integrating the geometric information in order to
obtain superpixels coherent with the scene geometry,
compact even with a small number of representative
entities.

3 GEOMETRY-BASED
SUPERPIXEL CONSTRUCTION

In this work, we deal with two images of an ur-
ban scene i.e., a scene that is basically piecewise pla-
nar. Similarly to (?), we assume that we have at our
disposal a sparse 3D reconstruction of the scene, pro-
vided by some structure-from-motion algorithm (?).
We aim at segmenting the images into superpixels us-
ing a method relying on a k-means approach. Our idea
is to integrate in the proposed superpixel constructor
the available geometric information as shown figure
in 3.

In this section, we first present the available input
data and describe which information can be extracted
in order to be exploited in the superpixel constructor.
More precisely, we propose to use two maps of the
same size than the input images. For the first map,
the similarity map, the value in each pixel p indicated
if the corresponding 3D points and its neighbourhood
belongs to the same plane. The second map, called
normal map, estimates the normal of this surface for
each p. We also explain how these two maps are used
as quantitative values to modify the SLIC distance.

3.1 Input Data

We use two calibrated color images I and I′. We de-
note PI = K[I|0] the projection matrix of the reference
image I, where K is the matrix of the intrinsic param-

Figure 3: Framework of our proposed over-segmentation
method using scene geometry. At the top, the two images I
and I′. In the second row: the Delaunay triangulation from
2D interest points matched with the other view; the normal
map estimated on the faces of the mesh and the similarity
map between both views. The over-segmentation results is
coherent with the scene geometry.

eters and PI′ = K[R|t] the projection matrix associated
to the image I′ where R is the rotation matrix and t the
translation vector that determines the relative pose of
the cameras. More details about the geometrical as-
pects are provided by (?). A sparse 3D point cloud
can be projected in each image through the projection
matrix to obtain a set of 2D matched points. We note
z a part of the reference image and z′ the correspond-
ing part in the adjacent image. Assuming that z and z′

correspond to a planar region, we denote z̃ the warped
part of the adjacent image estimated by the homog-
raphy induced by the plane of support of the triangle
defined by the three 2D points correspondences.

3.2 Geometry Extraction

After a presentation of the available input data, we
introduce how we extract geometric information from
multi-view images in order to exploit it in a k-mean
superpixels constructor.

A given 2D Delaunay triangulation on the set of
2D points of interest in the reference image can be
extracted from the corresponding 3D points. Doing
so, enables to estimate 3D plane on each face of the
mesh determined by three 3D points.

Normal Map – The normal map associated to the
reference image represents for each pixel p the nor-
mal orientation~n of the plane represented by the face
of the mesh in the image. It is a 3D matrix, containing
the normalised normal coordinates along the 3D axis

Chapter 9. Superpixels adapted to planar scenes
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in [−1,1]. Pixels without normal value are denoted
by ∅.

Planarity Map – For each triangle, knowing the
plane parameters and the epipolar geometry, we can
estimate the homography induced by the plane of
support. This homography enables to compute the
warped image z̃, aligned to the part of the reference
image. Then, the two images z and z̃ can be compared
using an a full referenced Image Quality Assesse-
ment (IQA) also called photo-consistency criterion,
that measures the similarity or the dissimilarity be-
tween two images. Two kinds of measures take a huge
place in evaluation process results. Those based on
Euclidean distance with the well-known Mean Square
Error (MSE) and the cosine angle distance-based such
as the Structure SImilarity Measure (SSIM) (?). Since
dissimilar pixels are rejected cases, we can use a hard
threshold, here zero, to remove noise and unmeaning
values.

Our previous work (?) shows that measures based
on cosine angle differences are more efficient than
Euclidean based-distances for planar/non-planar clas-
sification. In particular, the Universal Quality Index
(UQI) (?), a specific instance of SSIM, shows the best
result and is used in this paper as illustrated in fig-
ure 4.

Briefly in our previous work we show that when a
triangle corresponds to a planar surface the similarity
between a reference image triangle and its warped
adjacent image (estimated by the homography in-
duces by the plane of support) is high whereas when
a triangle correspond to a a non-planar surface the
similarity is low. In consequence, we can simply
classify by thresholding pixels that belong to a planar
surface and those do not belong to the planar surface.
Same as the normal map, the missing pixels that do
not belong to the mesh are considered with ∅ value.

We have presented the two maps containing the
3D geometric information that we have extracted.
The normal map gives information on the surface ori-
entation since the similarity map indicates if pixel be-
longs to planar surface are erroneous.

3.3 Geometry-Based Superpixels

We now propose an new energy to be minimized, de-
fined as following:

DSP =

√
dc0 +α.dβ

s0 +dg (3)

A new term dg is added in the distance used to
aggregate pixels to a superpixel. This term, takes into

Figure 4: Photo-concistency criterion behaviour on a non-
planar case. First row:the reference image triangle z to
which z̃ the warped triangle is compared. A point qλ slides
from q1 to q2 in order to separate correctly the area in two
planes, allowing to estimate the plane parameters on each
part. Top-right: Curve of the phot-consistency criterion
obtained for each λ. Second row: similarity map for two
cases. Left: λ = 0.02, the two planes are incorrectly sep-
arated so the parameters used to compute the warped im-
age are erroneous and a low similarity value is obtained.
Right: λ = 0.46 the maximum similarity value is reached
and qλ=0.46 belongs to the two planes intersection.

account the scene geometry by merging the surface
normals orientation map and the similarity map:

dg(p j, pi) = 1−d~n(p j, pi).dUQI(p j). (4)

We also define, ds0 and dc0 the normalized dis-
tances of ds and dc. Let d~n be the normal distance,
measuring the cosine angle between normals in two
points and dUQI corresponds to the value of the simi-
larity map.

ds0(p j, pi) =
ds

max(ds)

dc0(p j, pi) =
dc

max(dc)

d~n(p j, pi) =
1+ cos(~n j,~ni)

2
dUQI(p j) = UQI(p j).1UQI>0.

(5)

The behaviour of the three terms ds0 , dc0 and dg
of the proposed distance DSP presented in equation 3,
are illustrated in figure 5. The normalisation of ds and
dc enables to be more aware of the impact of weights
α and β on the ds0 term is related to the compactness.
The curve illustrated in figure 6, shows the influence
of these two parameters. The α parameter influences
the weight between compactness and the two other
terms. Bigger α is, more the superpixels are com-
pact. The β parameter gives a relative importance to
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Figure 5: Obtained values for ds0 , dc0 and dg in two particular cases where using only a photometric criterion is not able to
distinguish the two planes. First row: the seed lies on a surface with an unknown geometric distance. Second row: the seed
belongs to a surface knowing its orientation, i.e. planar patch, and it aggregates pixels that lies on a surface with the same
normal orientation.

the neighbourhood of a given seed which mean that
closer the pixels are to the center more they are taken
into account.

Figure 6: Influence of α and β parameters on the ds0 term
related to the compactness.

4 EXPERIMENTATION

For our experiments, we use SP5D the state-of-the-
art method corresponding to k-means superpixels ap-
proach where the seed initialisation is made on an oc-
tagonal structure, instead of a regular grid as done in
SLIC, because this shape minimizes the distance be-
tween seeds in a neighbourhood.

Preliminary results on synthetic data with con-
trolled lighting and shape are presented in figure 7.
We quantify the quality of the results with two com-
monly used measures: the boundary recall and the
under-segmentation error. The boundary recall mea-
sures how well the boundary of the over-segmentation
match with the ground-truth boundary. The under-
segmentation error measures how well the set of su-
perpixels describes the ground-truth segments.

We have remarked that our approach SPgeom pro-
vides compact and geometrically consistent superpix-
els. For a low number of superpixels, when the input
parameter K is set to 50 and 100 superpixels, SPgeom
performs with a higher recall and a lower underseg-
mentation error than the SP5D method. Thanks to the
geometric information, our method exhibits promis-
ing segmentation results (?) .

5 CONCLUSION

In this paper, we have presented a new approach
to generate superpixels on calibrated multi-view im-
ages by introducing a geometric term in the distance
involved in the energy minimization step. This geo-
metric information is a combination of a normal map
and a similarity map. Our approach enables to obtain
geometrically consistent superpixels, i.e. the edges
of the superpixels are coherent with the edges of pla-
nar patches even when planes have similar texture.
The quantitative tests show that the proposed method
obtains a better recall and under-segmentation error
compared to the k-means approach.

In perspective, we have to generalize this work on
real images with meshes that do not respect the edges
of the planar surfaces. In order to go one step further
our next work will include a cutting process of the
non-planar triangles that compose the mesh. We will
also study the influence of the quality of the 3D point
cloud over the segmentation result.
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9.6. Segmentation with geometric superpixels

In this part, we present two examples of the segmentation results obtained by applying the algorithm
presented in figure 9.3, using the geometric superpixels defined in § 9.5. We have elaborated our own
ground truth using a manual segmentation tool like the one developed in [Giro-i-Nieto 10]. With the
example of Oxford Merton College III, figure 9.4, the evaluation at the level of the building delination
highlight the interest of using superpixels. Indeed, the false positive rates obtained by the approach
using geometric superpixels are higher than for SLIC. In addition, the errors are lower. We can
note the difficulty in obtaining a correct annotation on the plans corresponding to the roof because
there are few associated 3D points and they are generally erroneous. These examples allowed us to
demonstrate the usefulness of integrating geometric information in the construction of intermediate
primitives: geometric superpixels, in order to obtain a better semantic plane segmentation. Indeed,
the proposed approach allows to manage coherent entities (compact and connected) and to densify
labeling, while respecting the scene geometry, especially when changing the orientation of textured
surfaces. However, surfaces that are too small in the image, not or poorly represented in the point
cloud cannot be processed.
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9.7. Conclusion about urban scene segmentation

GEOM Ground truth SLIC

HHH
HHHRes
VT

98.57 0.13 0.33 0.92
! 1.08 99.76 1.11 0.53

0.30 0.01 98.47 0.42
0.05 0.11 0.10 98.13

HHH
HHHRes
VT

90.06 8.95 7.32 1.00
6.65 81.33 8.28 0.75
0.79 2.39 74.81 0.92
2.50 7.33 9.59 97.33

GEOM Ground truth SLIC

HHH
HHHRes
VT

94.71 1.21 3.79 0.00 0.00
0.84 93.69 6.55 0.02 0.00
0.00 0.00 44.15 0.00 0.00
0.00 3.97 0.00 99.54 2.32
0.00 0.00 0.00 0.37 96.26
4.45 1.13 45.50 0.07 1.42

HHH
HHHRes
VT

95.74 13.76 2.34 0.00 0.00
0.00 78.04 5.57 11.86 0.00
0.00 0.04 47.00 0.00 0.00
0.00 6.56 0.00 87.90 1.900
0.00 0.00 0.00 0.11 83.96
4.26 1.60 45.09 0.13 14.14

Figure 9.4.: Semantic plane segmentation on synthetic data and Merton College III – We compare
two approaches: GEOM and SLIC. We present the visualisation of the result maps and the confusion
matrices associated with the classes under consideration. We consider two levels of segmentation. The
first one corresponds to the segmentation between planar and non-planar areas. The second level of
segmentation considers the different scene planes.

9.7. Conclusion about urban scene segmentation

The main contribution of this part is based on the development of a superpixel construction algorithm
based on planarity assumptions and detections. Indeed, we have adapted the approach developed
in [Achanta 12] to the case of planar scenes. This contribution has been integrated in a complete
image processing pipeline allowing to propose a semantic scene segmentation from redundant data
(temporally and spatially).

In this work, we extracted the different geometric scene elements with the techniques used within
the company. We could now consider other solutions, notably by using semantic segmentation tools,
as already studied in a context of urban segmentation in [Armagan 17]. The context of our study has
similarities with the one exposed in [Stekovic 20], but this work was done for interior scenes. What
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is interesting in this approach is that it is possible to extract the 3D scene structure with only one
image. We could also integrate these results into our preliminary calculations.

In the framework of this work, we have also studied the possibility of using points of interest,
such as those studied in chapter 2. We could enrich the proposed segmentation approach by using
points of interest to distinguish the different elements composing the scene and guide the preliminary
over-segmentation.

In the work presented, we have taken into account only the redundancy between acquisitions of the
same sequence. We did not exploit the redundancy of the acquisitions over time. Thus, we wish to
generalize this work by better exploiting the temporal aspects on the one hand, and by exploiting this
redundancy to detect changes on the other hand.
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Chapter 10.

Thin element detection with minimal
path selection

10.1. Application aim: pavement maintenance for road safety

Automatic road monitoring is essential to ensure the road user safety. In many countries, the pavement
defect detection is an essential step in inspecting road conditions. Indeed, the objective is to detect
defects in order to plan road maintenance and repair tasks. The most common defect is cracks. Human
visual inspection has gradually been replaced by automatic data acquisition, if possible at traffic speed,
both with CCD, Charge-Coupled Device, and CMOS, Complementary Metal-Oxide-Semiconductor,
cameras [Ahmed 09].

Thus, many automatic detection techniques have been developed in order to carry out this inspec-
tion, possibly with human supervision of the results obtained. It is important to note that it is not
necessary to have real-time processing but it is important that acquisitions performed during the day
can be processed in a reasonable time to provide a result to the manager the day after. About the
acquisition systems, we can cite the work of [Gavilán 11] which provides a history of the systems
developed.

It is important to distinguish between techniques to classify images (with or without defects) and
approaches to detect the exact defect shape. In France, detecting the exact crack location as well
as the crack shape is important to evaluate the defect severity. Thus, in our research work, we have
essentially dealt with the case of precise defect detection (with the exception of the work published
in [Cord 11] where we focused on the classification of defect images). In this chapter, we present the
way to deal with this challenging specific segmentation: a thin and weakly represented object (the
crack) in a highly textured environment (the pavement), as shown in 10.1.

10.2. Pavement crack detection problematic

In 2D imagery, most often with a CCD sensor, the crack defect is associated with pixels of lower
intensity than the other pixels of the pavement, whereas in 3D imagery, the defect is obviously related
to a variation in elevation. 3D imaging, in this context, is a more delicate technique, i.e. it often
requires a lower traffic speed and has a higher cost. Consequently, this is not the subject of this
chapter but we can think that with the democratization of lasers or LIDAR, LIght Detection And
Ranging [Urano 19], this technique should develop. Thus, we are focusing on the detection of defects in
grey scale images but we have no doubt that these techniques can be generalized to 3D. Automatically
detecting this type of defect is a real challenge because in most cases, the defect is fine, irregular and
quite close to the texture details of the road pavement [Oliveira 13, Li 11], cf. figure 10.1.
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Figure 10.1.: Images to be processed for the road crack detection – We give the example of 3 image
triplets obtained. The surface shown contains 2 vertical crack repairs. In some acquisition conditions,
the 3 sensors do not always have the same settings and the global illumination may be quite different.
This variability can induce artefacts similar to pavement defects. These problems are partially solved
by a pre-processing step. This pre-processing step corrects the defects that can appear at the junctions
of the images from the 3 sensors. We have no control over this pre-processing.

10.3. Summary of contributions in crack segmentation

Many approaches have been proposed in the literature, from the simplest relying solely on photo-
metric information1 to the most complex taking into account geometrical aspects of the crack. We
have presented in [Chambon 11d] a state of the art of acquisition systems and detection methods.
Among the different approach families we proposed to distinguish, we have introduced the following
contributions:

• A Markovian-based approach [Chambon 09, Chambon 10c];

• A multi-sclae watershed method [Coudray 10];

• An approach based on stereovision tools [Chambon 10a];

• A combination of points of interest and active contours [Chambon 11a] ;

• A classification based on Adaboost [Cord 11] (in this case, we do not detect the crack shape
but we classify sub-images according to the presence of a defect, taking into account all defect
categories and not just cracks).

All these methods allowed us to obtain results surpassing the state of the art, but in this chapter,
we will only detail the approach that allowed us to obtain the best results, namely the one based on
minimal paths [Amhaz 14, Amhaz 16].

10.4. Pavement crack detection with minimal path
selection [Amhaz 16]

1The hypothesis used is that a crack pixel has a lower intensity than the other pixels in the scene.
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Automatic Crack Detection on Two-Dimensional
Pavement Images: An Algorithm Based

on Minimal Path Selection
Rabih Amhaz, Sylvie Chambon, Jérôme Idier, Member, IEEE, and Vincent Baltazart

Abstract—This paper proposes a new algorithm for automatic
crack detection from 2D pavement images. It strongly relies on
the localization of minimal paths within each image, a path being
a series of neighboring pixels and its score being the sum of
their intensities. The originality of the approach stems from the
proposed way to select a set of minimal paths and the two post-
processing steps introduced to improve the quality of the detection.
Such an approach is a natural way to take account of both the
photometric and geometric characteristics of pavement images.
An intensive validation is performed on both synthetic and real
images (from five different acquisition systems), with comparisons
to five existing methods. The proposed algorithm provides very
robust and precise results in a wide range of situations, in a fully
unsupervised manner, which is beyond the current state of the art.

Index Terms—Crack detection, minimal path, Dijkstra algo-
rithm, non destructive control, road surface condition.

I. INTRODUCTION

SURVEYS of pavement condition is an important task to
insure road safety. In many countries, pavement distress

detection is considered as an essential step for road surface
inspection. The objective is to detect surface distresses, like rav-
eling and cracking, in order to plan effective road maintenance
and to afford a better sustainability of the pavement structure.
The most common type of surface distress is cracking. Human
visual inspection has been gradually replaced by automatic data
collection at traffic speed using both area and line scan cameras
[1]. Off-line processing techniques have been then developed
for surface condition monitoring as a support of human visual
control. Readers can find a brief history of the imaging devices
in [2]. CCD, Charge-Coupled Device, acquisition techniques
provide information on the presence of cracks through the pixel
intensities (pixels corresponding to cracks being generally of
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dark intensity). 3D imaging technology has emerged in the past
years and gives the imaging system to detect distresses thanks
to the elevation data. In the paper, we concentrate on crack
detection by processing 2D pavement images with the prospect
to generalize the proposed method to the latest 3D imaging
technologies.

Full automation of crack monitoring is a challenging image
processing problem, because in most cases the cracks appear as
thin, irregular lines, buried into a strong, textured noise. Indeed,
only few of the existing methods are fully unsupervised [3].

Photometry-Based Approaches: Quite different principles
have been adopted to tackle the problem. The most basic
methods are based on the sole photometric information, i.e.,
they decide whether each pixel belongs to a crack according
to a simple thresholding operation. Some methods determine
the threshold value in a global way [4], and other at a local
scale, e.g., in small patches, with adaptive thresholding [5]
or by hysteresis [6]. To determine the threshold, many opti-
mization approaches can be involved from the simplest one
based on Otsu algorithm [7] to more sophisticated ones, like
fuzzy logic based techniques [8] and genetic algorithms [9].
All these approaches are of limited efficiency, since the pixels
corresponding to cracks cannot be well separated from the other
pixels by a simple thresholding operation [10]. Photometry-
based methods can also involve a supervised learning step.
For instance, the training of a neural network [11], a Bayesian
classifier [12], an AdaBoost classifier [13], or the estimation of
the parameters of Gaussian mixture [14] are often considered to
solve this classification problem. However, such photometry-
based methods suffer from one important drawback in our
context: the need of a supervised training stage.

Introduction of Geometric Constraints: More efficient meth-
ods incorporate spatial processing steps involving groups of
pixels at a local scale. For instance, mathematical morphology
based methods consider dilation and erosion operators to reduce
the discontinuities within the crack pattern and to remove false
detections [5], [15]. However, the automatic implementation of
the latter methods remains difficult because of the large amount
of parameters to tune. Based on the fact that cracks can have
different width and size, multi-scale analysis with watersheds
[16], wavelet decomposition [17] have been intensively used
but the main difficulty is to select the right scale for identifying
cracks or how to combine the detections at multi-scale to
compute the final decision.

Photometry and Geometry-Based Approaches: Advanced
methods introduce higher-level geometrical information on the

1524-9050 © 2016 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
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topology of cracks combined with the photometric information.
Cracks are then considered as sets of contiguous pixels of low
intensities. For instance, the Markov based method proposed in
[10] and [18] favors the continuity between neighboring crack
pixels using a statistical approach. However, it is a computa-
tionally intensive method, and it relies on statistical parameter
values that must be tuned in a supervised manner. Let us remark
that the crack detection problem from pavement images shares
some common points with other tracking problems, such as
fiber tracking from diffusion MRI images, or object contour
tracking for image segmentation. Some authors have exploited
these similarities to propose crack detection methods using
a tensor voting strategy [19], on active or geodesic contour
approach [5], [20], for instance. In the latter case, a crucial step
of the methods relies on a minimal path principle (also referred
to as shortest path principle) that is also shared by other recent
contributions [21], [22].

Minimal Path Based Methods: Generally speaking, the min-
imal path problem consists in finding best paths between pairs
of nodes in a graph, with respect to a criterion defined as
a cumulated cost along the paths. In the context of image
processing, the cost usually combines two terms. The first one
accounts for the pixel intensities along the path, and the second
one locally evaluates the regularity of the path [23], [24]. The
two latter terms are often called an external and an internal
energy, respectively, and also as a fidelity-to-data term and a
regularizing term.

Efficient applications of the minimal path principle to several
image processing problems are made possible because fast
algorithms exist to compute the solutions, such as Dijkstra’s
algorithm [25] and the fast marching algorithm [26], the latter
being specifically suited to minimize costs involving an internal
energy based on the length of the path. Thanks to such algo-
rithms, it is possible to take relatively high-level geometrical in-
formation into account, while maintaining moderate computing
time and memory requirement. However, the direct application
of the minimal path principle requires that some information be
known in advance, such as the two endpoints of each path to
be detected. Unfortunately, such a prior knowledge is not avail-
able in a fully unsupervised context. Worse than that, cracks
are not simple lines. They may appear as complex networks
of unknown geometry. To overcome both difficulties, several
recent methods share a common overall structure [19]–[23]:

• In a first step, some of the darkest pixels are selected as
the best candidates to belong to the crack structure.

• In a second step, pairs of preselected pixels are considered
as endpoints and minimal paths joining them are built
with a view to track the whole structure of the cracks.

At the first step, some contributions proceed according to a
manual procedure [23]. Others rely in a more automatic way
[20], [22]. Finally, [21] considers that every pixel is a potential
endpoint. At the second step, [19], [20] use a regularization
term to favor the smoothness of the trajectory, while [21], [22]
only consider the cumulated pixel intensities along the paths,
without any internal energy term. In this paper, we adopt the
latter approach, because we consider that the shape of pavement
cracks is too irregular to be well described by any internal
energy term favoring smooth curves.

Contributions: Indeed, it is a distinctive contribution of the
present paper (shared by our early version [22]) to develop a
crack detection method that is only based on the photometry
and on a minimal assumption that pixels belonging to the
cracks form continuous paths of arbitrary shape. In particular,
a difference between [21] and ours is that the former assumes
that each crack is organized along a preferred direction, so
that it can be tracked using a faster algorithm than Dijkstra’s
algorithm for all possible pairs of endpoints. In contrast, we
do not make any restriction on the shape of the cracks, while
being more selective at the initial stage of electing potential
pairs of endpoints. Additionally, our method incorporates two
post-processing steps, where the currently detected paths are
merged, and some pixels are added to the crack or removed, de-
pending on their position and on their photometry. In particular,
the resulting detected cracks gain a certain thickness, whereas
the minimal path stage only provides one pixel thick paths.

Another distinctive feature of the proposed method is its
fully unsupervised character at all stages, including the initial
stage of endpoint selection. We emphasize here that all the tests
presented in the paper to illustrate the efficiency of the method
have been performed with fixed values for all the parameters.

Organization of the Paper: The next section introduces fur-
ther details on the minimal path principle and on its existing ap-
plications to road crack detection. Section III contains our own
contribution, under the form of the three-stage method sketched
above, where the minimal path principle is the central part of
the processing chain and two post-processing steps to refine the
detection and to estimate the width of the cracks. Section V
proposes a performance study, along a protocol introduced in
Section IV. It includes a comparison with five existing methods,
and both synthetic and real images are considered. Section VI
contains the main perspectives of the present contribution.

II. EXISTING MINIMAL PATH APPROACHES

A. Minimal Paths in Graph Theory

In graph theory, finding shortest paths consists in estimating
a path between two vertices such that it minimizes a cost that is
usually the sum of the weights of each edge included in the path.
In this paper we have chosen the term minimal path instead of
shortest path because it better corresponds to what is done, i.e.,
the paths have to minimize a cost that does not take into account
a geometric distance. In the rest of the paper, we always use the
term minimal path.

Algorithms for finding minimal paths have been efficiently
used for transportation networks, high performance communi-
cation, fault tolerant routing [27]. By considering images as
connected graph of pixels, minimal path extraction has been
used for a number of applications in image processing such as
segmentation or medical images [28], road extraction in satellite
images [29] or object boundary extraction [30].

For using minimal path estimation algorithms, these two
important elements have to be chosen:

1) The used cost function depends on the weight of each
edge. It should be designed so that good solutions have
a low cost while poor solutions have high cost. In image
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processing, most of the cost functions are based on grey
levels or colors. Moreover, many techniques include a
regularization term in order to minimize the distance, the
regularity of the path, the length of the path [23], [24].
These terms are really appropriate in applications such
as detecting blood vessel in medical imagery because the
object to detect have a regular shape and a constraint
length. In the case of crack detection, these constraints
are not really appropriate because the shape of the cracks
is more chaotic.

2) The optimization approach to find the path that minimi-
zes this cost. The most famous methods are the Dijkstra
algorithm [25] and the fast marching approach [26].

The way to design the cost influences the optimization approach
that is chosen and vice versa. The rest of the paper focuses
on using these costs and optimization approaches for crack
detection.

B. Cost and Optimization for Road Crack Detection

Pavement images are highly textured images and cracks are
long dark filaments that can be assimilated to perceptually sa-
lient curves. It naturally leads to search for a path composed of
dark pixels [27]. In the context of active contours, the goal is to
find a curve that fits an object or a region by iteratively minimiz-
ing a cost or energy function, E, of the curve C, defined by [31]:

E(C) =

L∫

0

(
w1 ‖C′(v)‖2

+ w2 ‖C′′(v)‖2
+ P (C(v))

)
dv (1)

where c(v) represents a curve drawn on a 2D image, [0, L] its
domain of definition, and L the length of the curve. The two
first terms represent the internal forces (regularity of the curve)
based on first and second derivatives with w1, w2 the weights
of each of these two parts. The third term is the external force.
Here, we consider an external force based on grey levels. More-
over, the first two terms favor smooth curves, whereas the shape
of the cracks are not smooth in general. Therefore, we propose
a simple cost function c that only incorporates an external force

c(pij) =

j∑

m=i

I(m) (2)

where xi is the source point, xj the destination point, and m
is a pixel of the path. In [20], an additional regularization term
was considered. Here, we advocate that using the cost (2) is
more natural to recover crack patterns as series of connected
pixels with arbitrary shapes and lengths.

The minimization of a separable cost such as (2) is a so
called minimal path finding problem between two points. The
reference algorithm to solve such a problem is the Dijkstra
algorithm which has a linear overall complexity as a function of
the problem size [32]. Owing to the simplicity of its structure,
we have retained this algorithm to minimize (2).

In the particular context of road crack detection, a difficulty
is that we do not know in advance the endpoints of the minimal
paths to detect. Potentially, a minimal path could be estimated
between each pair of pixels of the image, in order to select only

the best ones at a subsequent step. However, the computational
time to solve so many minimal paths problems using a Dijkstra
type algorithm is clearly out of reach. As a consequence, a
strategy must be adopted to reduce the computational time. Two
types of solutions have been proposed in the recent literature.
Both of them introduce some constraints on the estimation of
the paths, as explained below.

C. Computation Strategies for Minimal Paths

1) Introduction of constraints on the optimization
process: Most of the proposed constraints affect the
geometry of the paths: disjointness, ordering, spacing,
length, smoothness [27]. With the advantage of being less
selective for the endpoints, [21], [33] propose to compute
the minimal path from each pixel of the image with a
directional constraint (only four orientations are consid-
ered) and a fixed distance (typically chosen between 4 and
32 pixels). The main feature of the approach in [21] and
[33] is to consider that if one orientation gives different
grey level distribution than the other orientations, the
pixel is probably inside a crack. Consequently, individual
pixels are selected rather than paths, with the drawback
that the continuity along the cracks is not necessarily
preserved. Moreover, such an approach is not able to
detect cracks with fast variations of orientation.

2) Selection of a subset of sources and destinations based
on manual selection [23] or automatic selection of points
of interest [20]. In the concerned application, a fully
automatic process is by far preferable than a manual
selection version. Moreover, the latter approach may be
too selective, since the detected points of interest do not
necessarily cover all the crack, leading to an incomplete
segmentation. In [22], the possible endpoints are chosen
among the pixels that correspond to local maxima of
intensity. Then, minimal paths are computed at the local
level without direction or length constraints.

In the following section, a refined version of the strategy
proposed in [22] is presented.

III. MINIMAL PATH SELECTION FOR

AUTOMATIC CRACK DETECTION

A. General Algorithm

The proposed method is called Minimal Path Selection
(MPS) algorithm. It is mainly based on the principle that mini-
mal path within a crack reaches a lower cost function than any
other minimal path within the image background. The image
is analyzed from a local to a global point of view: at a local
level, significant pixels are selected as endpoints and minimal
paths between endpoint pairs are computed without neither
direction nor length constraints. Then, at a global level, a subset
of minimal paths of lowest costs is selected. We suppose that
images have no lighting defaults, i.e., halos or a non-uniform
lighting are removed by a pre-processing step, if needed. Two
post-processing steps are also performed. The first one allows
to remove some residual artifacts. Finally, the width of the crack
is locally estimated.
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Fig. 1. Illustration of the five steps of the MPS method.

Fig. 1 provides an illustration of the successive operations.
Let us stress that the three core elements and the two post-
processing steps of the method are all based on pixel intensities,
which makes MPS a coherent, fully data driven method.

B. Core Steps of MPS

The three core steps of the proposed MPS algorithm are
summed up in Fig. 2 and are detailed below.

C1) Endpoint Selection E: Our goal is to select a significant
proportion of the endpoints ei inside the cracks. A first simple
step is to partition the image into small square sub-images
and to retain the one darkest pixel mi in each of them. Some
of the candidates are then removed if their intensity is above
a threshold of the form Te = μ − keσ, where μ and σ are
the mean and the standard deviation of the whole image. See
Section V-A for more details about the choice of the sub-image
dimension P and of the coefficient ke.

C2) Minimal Path Estimation pij: Dijkstra algorithm [25]
is used to compute the minimal paths pij between each pair
(ei, ej) of endpoints using (2) for the minimization. Following
the first step of the algorithm, the endpoint ei is surrounded by
eight endpoints ej at most. An important aspect is that by using
this algorithm and the cost defined in (2), there is no constraint
on the shape and the length of the paths.

C3) Minimal Paths Selection: Among the many paths se-
lected at the previous step, only a small proportion of them are

Fig. 2. Pseudocode of the three core steps of the proposed MPS algorithm.

within (or partially within) a crack. Such paths are expected to
be made of pixels of darker intensities than the others, so we use
again a threshold on the cost path to select the best candidate
paths. Since the goal of this proposed step is to select paths with
the lowest mean intensities and not the shortest ones, it is impor-
tant to threshold the following normalized version of cost (2):

c(pij) =
1

card(pij)

j∑

m=i

I(m) (3)

where card(pij) is the length of the path (in pixels). We have
chosen Tc = μc − kcσc, where μc is the mean and σc is
the standard deviation of the costs (see Section V-A for the
choice for kc). As shown in Fig. 1(C3), this step makes the
result converges towards the skeleton of the crack, i.e., a one
pixel-wide estimation of the crack with some artifacts.

C. Post-Processing Steps

Two kinds of improvements can still be performed, see
Fig. 3. On the one hand, some paths or some parts of the paths
correspond to false detections. On the other hand, the width of
the crack has to be evaluated.

P1) Elimination of Artifacts: Some small isolated paths may
be present in the estimated crack, due to the texture of the road.
A simple operation is to introduce a new threshold Ts on the
minimal size of a path. The value of Ts can be empirically
tuned, as shown in Section V-A.

Moreover, for some of the paths that constitute the crack
skeleton, a frequent situation is that only one endpoint actually
belongs to the crack. The resulting path is then partly inside
the crack, and partly outside. The outside part forms a spurious
“spike.” When several spikes share a common endpoint outside
the crack, they form a “loop.” Both spikes and loops correspond
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Fig. 3. Pseudocode of the two postprocessing steps.

to false positive pixels and must be eliminated. To do so, we
first divide the skeleton into linear segments, such that both
extremities of each segment are either a junction point, or an
extremity of the crack itself. For example, a crack having the
shape of letters A, H and P would be cut into four, five and
three segments, respectively. The interest of such a partitioning
step is to isolate the spikes and the spurious parts of loops into
segments of higher average intensity than that of the “good”
segments. A new thresholding operation is then performed on
each segment, using the same threshold Tc as in Step C3.

P2) Width Detection: The proposed width detection proce-
dure consists in absorbing dark pixels neighboring the currently
detected crack, according to a threshold test. The adopted
threshold parameter is Tw = μw + kwσw , where μw and σw are
the mean and the standard deviation of the grey levels within the
currently detected crack, see Section V-A for the choice for kw.
The aggregation process is performed iteratively, so that several
“layers” of dark pixels may be incorporated.

IV. ASSESSMENT PROTOCOL

In Section V, the proposed MPS algorithm will be tested both
on a synthetic image, and on five real image databases. The
test images are presented in Section IV-A. The performance of
five existing methods will be also presented for comparison pur-
poses. In real data cases, the definition of objective evaluation
criteria is not an easy task. In Section IV-B, we propose a semi-
automatic way of generating reference segmentation results,
i.e., a pseudo ground truth. Finally, Section IV-C introduces
performance indices to evaluate the mismatch between the
reference result and the output of any segmentation method.

Fig. 4. Acquisition system used for the acquisition of the 38 images of data
set 1: It is based on three sensors, and the processing is done 1 m × 1 m with
no overlap.

A. Tested Dataset

The dataset is composed of one simulated image and 269 real
images. The synthetic image allows to test the behavior of the
MPS algorithm in a fully controlled framework, while real ones
allow to evaluate the algorithm in a realistic context.

The simulated image of size 256 × 256 pixels contains some
artificial crack patterns that have been superimposed to a real
image of pavement texture. The simulated cracks have chaotic
angular variations, with some ramifications and two thickness
values (one and two pixels), as shown on the upper part in
Fig. 11. Moreover, the grey level distribution of the pixels
within the cracks has been chosen in conformity with the one
empirically identified on a real image. In particular, the grey
level distributions of the two pixel categories, namely the crack
and the background pixels, significantly overlap.

The chosen 269 real images are expected to form a repre-
sentative set of samples in terms of pavement texture and of
crack patterns, with ramifications at some places and varying
thickness along the crack. They can be decomposed in two cat-
egories: 68 images with reference segmentations (details about
these reference segmentations are given in the next section)
and 201 images without reference segmentation. Initially, we
collected 62 images from one sensor, the Aigle-RN system pre-
sented in Fig. 4, and we computed a reference segmentation for
38 images from this database. Thanks to the Framework Pro-
gram for European Research and Technological Development,
called TRIMM for Tomorrows Road Infrastructure Monitoring
and Management [34], we obtained 207 additional images
acquired with four other sensors. It is obviously difficult and
expensive to obtain a reference segmentation for quantitative
evaluation on such a large dataset. In practice, we generated a
reference segmentation for only 30 representative images from
these 4 additional databases.

For all the systems tested, the acquisition are made per-
pendicular to the road, which means that the optical axis of
the sensor is perpendicular to the road. One of these systems,
named ESAR, corresponds to a static acquisition (not on a
vehicle) with no controlled lighting and the four others are
dynamic ones (on a vehicle) with controlled lighting. While the
system Aigle-RN uses stroboscopic lights, laser is used by the
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TABLE I
PRESENTATION OF THE 269 IMAGES TESTED FOR EACH SENSOR. THE
NUMBER OF IMAGES WITH PGT IS INDICATED BETWEEN BRACKETS

three remaining ones, namely Tempest 2,1 LCMS,2 and LRIS.3

More details about the sensors and the tested images are given
in Table I.

For the sake of clarity, let us divide the 269 images in three
sets:

• Dataset 1 contains the 38 images with reference segmen-
tations acquired by Aigle-RN system. These images have
been collected at traffic speed for periodically monitoring
the French pavement surface condition. They have been
pre-processed to mitigate the influence of non-uniform
lighting conditions.

• Dataset 2 contains 30 images acquired by the other four
systems, with reference segmentations.

• Dataset 3 corresponds to the remaining 201 images with-
out reference segmentations. This last dataset allows only
visual evaluations and comparisons.

B. Pixel-Based Ground Truth

In the synthetic data case, the ground truth can be defined
in an unambiguous manner at the pixel level. The situation
is more complex in real data cases. First of all, it is almost
impossible to guarantee any ground truth in a realistic context.
The best that we can obtain is a reference as reliable as possible.
Even a complete manual segmentation is not as reliable as
expected [10]. In the latter reference, a pseudo ground truth
(PGT) is defined as the fusion of the manual segmentations
obtained by four different experts. Here, we rather introduce
a semi-automatic segmentation that involves only one human
operator whose main role is to select pairs of pixels considered
as endpoints of a crack segment. We suppose that manual
selection of endpoints is enough reliable. Then, we know that
Dijkstra algorithm guarantees the estimation of the minimal
path between two points. It can be erroneous only if we have
a false minimal path (due to texture) that intersects with the
crack, in such a case the wrongly estimated part can be removed
manually. According to our own experience, such a semi-
automatic procedure is quite fast and reliable. Furthermore, the

1http://yotta.co.uk
2http://www.pavemetrics.com/en/lcms.html
3http://www.pavemetrics.com/en/lris.html

post-processing step P2 is applied to estimate the thickness of
the crack and to provide the whole crack pattern.

C. Evaluation Criteria

When comparing segmentation results and the ground truth
or the PGT, the following four pixel categories are considered:

• true positives (TP) correspond to correct detection of
pixels belonging to the crack structure;

• false positives (FP) are wrongly detected crack pixels (i.e.,
false alarms);

• false negatives (FN) are crack pixels that have been
missed by the detection process;

• true negatives (TN) are background pixels that are cor-
rectly labeled by the detection process.

The number of pixels falling in each category is commonly
used to quantify the agreement between detection and ground
truth. Several indices can be deduced from the four basic
figures, among which the following ones are widely used [35]:

• The Precision index highlights the proportion of false
alarms

P =
TP

TP + FP
.

• The Sensitivity index highlights the proportion of non-
detected pixels

S =
TP

TP + FN
.

• The DICE Similarity Coefficient (DSC) is the harmonic
mean of precision and sensitivity

DSC =
2TP

2TP + FP + FN
. (4)

The DICE coefficient (4) combines the results of the first two
criteria and it is commonly used as a global quality measure. It
puts emphasize on good detections TP as a function of wrong
decisions. Besides, it is especially suited when pixels to be
detected are weakly represented, which is the case here. In the
case of a perfect detection, we have DSC = 1, while DSC = 0
corresponds to a totally erroneous decision. In practice, it has
been argued that a DSC value beyond 0.7 indicates an excellent
agreement [36].

Finally, considering that the generation of a faithful PGT
remains a difficult task for many real images, we propose to tol-
erate a small distance between the detection and the reference
segmentation for the calculation of the TP rate. Then, it means
that TP pixels are included within a 2 pixel vicinity of the PGT.

D. Comparison of Methods

Very few comparative study between automatic pavement
crack detection methods can be found in the literature. One
difficulty is that several reference methods are protected com-
mercial products, and their description is not publicly available.
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Here, we propose a partial comparison involving five existing
segmentation methods, that can be grouped into two families.

• Modeling based methods are composed of a photomet-
ric criterion (cracks pixels are darker than other pixels)
and a local geometric criterion (locally, a crack can be
considered as a small segment).

— M1 [37] consists in enhancing the contrast with adap-
tive 2D filtering in a multi-scale manner and in four
different directions. Then, segmentation is done with
a Markovian modeling where manipulated elements
(sites) correspond to 3 × 3 blocks. Four possible con-
figurations are distinguished (four segments in four
directions). The segmentation results at all levels are
then merged to compute the final result.

— M2 [10] is an improved variant of [37] where more
configurations are proposed (sixteen) in order to better
cover all the real local configurations of sites in the
neighborhood.

• Minimal path methods are closer to the one introduced
in this paper. Such methods are based on finding minimal
paths between endpoints.

— GC is a Geodesic Contour method [20] with automatic
selection of points of interest based on auto-correlation.

— FFA, Free Form Anisotropy, method [21], [33] is based
on the estimation of minimal paths of a given length, d,
at each pixel in four directions. Each current pixel is
considered to belong to a crack when the path cost
strongly varies with the direction.

— MPS0 [22] is a previous version of the Minimal Path
Selection (MPS) method.

For FFA approach, an important parameter corresponds to the
maximal length of the minimal paths, d. [33] indicates that
“The distance must be higher than granulate size to obtain an
efficient filtering. If distance d is high enough, there is no noise
detection.” Here, the chosen value d = 30 fulfills this criterion
on dataset 1, in the sense that significantly lower values of d
introduce wrong detections due to the pavement texture. For the
four methods M1, M2, GC, and MPS0 previously introduced,
all the parameters used are fixed as recommended in each
associated publication.

V. PERFORMANCE STUDY

A. Parameter Setting

In practice, the proposed MPS algorithm requires the tuning
of five parameters: the size of the image subsets P for local
image analysis (Step C1), and the thresholds Te (Step C1),
Tc (Step C2), Ts (Step P1) and Tw (Step P2).

The value of P must not be too large to limit the computation
time of the Dijkstra algorithm (since the latter is quickly
growing with the distance between endpoints). Fig. 5 shows an
example. However, a small value of P can have an influence on
the detection performance, as illustrated in Fig. 6. In fact, the
choice has an impact essentially on the computing time while
the quantitative results remain essentially similar for all the P
values. Let us remark that such a choice is not very different to

Fig. 5. Computation time as a function of the value of the window size P , for
data set 1.

Fig. 6. Influence of parameter P on the detected paths. For small values of P ,
such as P = 3, some parts of the cracks become disconnected.

Fig. 7. Percentage of TP among the endpoints as a function of parameter ke

for data sets 1 and 2. For the chosen value of ke = 1, 6% of the endpoints are
removed.

the block size value adopted for other block-based approaches,
i.e., between 7 and 9 in [38] and [39].

The choice of ke determines the threshold value Te = μ −
keσ that allows to retain only the darkest endpoints. Smaller
values of ke lead to discard only few endpoints, so the following
steps become more computationally demanding. Larger ones
eliminate more pixels, with the risk to remove crack pixels (see
Fig. 7 for an illustration). In practice, we have found that ke = 1
corresponds to a suited value. However, when this parameter
value varies between 0 and 2, the percentage of TP varies only
between 3.8 and 4.2. Again, this choice has mostly an impact
on the computing time.
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Fig. 8. Precision, sensitivity, and DSC value variations with respect to
parameter kc for data sets 1 and 2.

Fig. 9. Precision, sensitivity, and DSC value variations with respect to
parameter Ts for data sets 1 and 2.

The choice of kc determines the threshold value Tc = μc −
kcσc that allows to retain only the paths of lowest costs among
the ones found at Step C2. This parameter is a crucial one but
its value is quite easy to choose. In fact, the results presented in
Fig. 8 highlight that the value of kc corresponds to a trade-off
between precision and sensitivity. Beyond kc = 2, the sensitiv-
ity becomes too low. We have chosen to retain the intermediate
value kc = 1, so that both thresholds Te and Tc correspond to a
unit standard deviation from the corresponding means.

As concerns the threshold Ts, Fig. 9 indicates that the value
Ts = 60 empirically corresponds to a good trade-off to improve
the precision without loosing much sensitivity. This parameter
is also crucial. We have chosen its value given that road
cracks that are lower than 10 cm are usually not considered as
significant. Such a choice is coherent for an image resolution of
1 mm per pixel and should be adapted to a different resolution
(or to a different goal in term of size of detected cracks).

Finally, the choice of kw determines the threshold value
Tw = μw + kwσw to merge some dark pixels neighboring the
currently detected crack structure. An appropriate value for
kw should increase the sensitivity with a low impact on the
precision. According to Fig. 10, there is no doubt that kw = 0.6
is the best choice, since it corresponds to the maximal value of
DSC. We can also notice that for kw > 0.6, the DSC value is
quite stable.

B. Evaluations and Comparisons on Simulated Data

According to Figs. 11 and 12, the results obtained by the
two Markov-based methods M1 and M2 are very sensitive to
the image texture. The performance of GC strongly depends
on the automatic determination of the points of interest. In

Fig. 10. Precision, sensitivity, and DSC value variations with respect to
parameter kw for data sets 1 and 2.

Fig. 11. Segmentation results on a synthetic image for the six methods com-
pared to the ground truth.

Fig. 12. Precision, sensitivity, and DSC values for the six different methods
applied to the synthetic image in Fig. 11.

this synthetic image, since many points of interest have been
detected only on a small part of the cracks, the method produces
a high rate of FN. On the contrary, the FFA method detects
a continuous crack path. However, the directional and length
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Fig. 13. Example of outcome from the six different methods compared to the PGT.

constraints clearly prevent the method from detecting the
chaotic crack pattern and the fine structure of the crack. For
instance, the direction change is missed at the right hand
extremity of the thicker crack. The MPS0 method shows better
performance compared to the first three methods. Nonetheless,
some loop artifacts limit its performance to 0.75 in terms of
DSC value. MPS broadly outperforms the other tested methods,
with a DSC value of 0.83. A closer look at the result displayed
at Fig. 11 confirms that MPS accurately detects cracks of any
form and thickness.

To sum up, GC shows the lowest performance on the tested
synthetic image. FFA, M1, and M2 provide intermediate results,
and the two MPS methods yield the best overall performance,
the new version being superior to the previous one.

C. Performance Comparison on Images From the
Real Datasets

Here, the performance of the six methods are evaluated
on the images of the real datasets 1 and 2 introduced in
Section IV-A. First, an image sample from dataset 1 is used
to illustrate some qualitative aspects of the comparison but the
results on all the datasets are resumed in Fig. 14.

According to Fig. 13, the Markov-based methods provide
discontinuous crack segmentation, owing to the sensitivity to
the image texture. M2 also detects a lot of small FP within the
image background, including the two dark small patches at the
bottom. GC gives the worst performance, because only a small
part of the crack has been detected. The FFA method detects a
more continuous crack path than M2 and HA. The segmented
result appears as a thick line, implying a lot of FP within the
vicinity of the crack pattern. At some places, the crack pattern

Fig. 14. Averaged values of precision, sensitivity, and DSC for the 38 real
images of data set 1.

Fig. 15. Averaged values of precision, sensitivity, and DSC for the 30 real
images of data set 2. This data set is more difficult than the French one because
it contains images from different sensors with high variability in the lighting
and different problems in the images, such as textures or other defaults that are
comparable to cracks and low contrast. The methods M1, M2, and GC are not
able to detect the cracks, and their performances are under the performances of
HA. Again, the proposed approach obtained the best results for each criterion.

is scattered in small pieces and FN pixels appear. As opposed to
the latter, MPS accurately reveals the thin and chaotic structure
of the whole crack pattern with reduced artifacts. The overall
performance of the six methods on datasets 1 and 2 are shown
in Figs. 14 and 15, respectively.

Authorized licensed use limited to: INP TOULOUSE. Downloaded on July 18,2020 at 13:44:59 UTC from IEEE Xplore.  Restrictions apply. 

10.4. Pavement crack detection with minimal path selection [Amhaz 16]

175



AMHAZ et al.: AUTOMATIC CRACK DETECTION ON 2D PAVEMENT IMAGES: ALGORITHM BASED ON MPS 2727

Fig. 16. MPS results on three real images of varying textures. The second and third lines respectively show the PGT and the results obtained by MPS.

For dataset 1, the two Markov-based methods depict sensi-
tivity, precision and DSC criteria below 0.5 because of high FP
and FN rates. The GC method presents a high precision level,
owing to a small amount of FP pixels, but as a counterpart, its
sensitivity and DSC values are very low due to the large number
of FN. As opposed to the latter, FFA method provides a smaller
amount of FN pixels and a larger number of FP pixels in the
vicinity of the cracks, which results in a small precision level,
a rather high sensitivity, and only a moderate DSC value. The
two MPS methods yield by far the best average performance
in terms of sensitivity, precision and DSC. Once again, MPS
provides a significant improvement over MPS0, meaning that
the estimation of thickness has significantly improved the seg-
mentation result.

The overall performance on dataset 2 are under the overall
performance of the first dataset. However, the same remarks can
be done and the MPS approach still gives the best results.

As a conclusion, the average results obtained on the real
image datasets confirm the conclusion drawn on the simulated
case: MPS is the most accurate method, followed by MPS0,
FFA, M1, M2, and GC in descending order of performance.

Another test consists in evaluating the sensitivity of the MPS
method to the image texture. The latter may depend on the
pavement materials owing to either the size or the color of ag-
gregates, on the light scattering over the pavement roughness, or
on the wearing of the road surface which modifies the material
granularity at some places of the pavement. Here, three different
images have been selected within the real datasets, of growing
difficulty from Image A to Image C, the latter being the most
textured (see Fig. 16). MPS performs well on Images A and B,
which is confirmed by a high DSC value (see Fig. 16). In the
case of Image C, MPS produces a coherent result, but it corre-
sponds to a more continuous crack than the one produced by the
expert in the PGT image. This explains why the obtained DSC
value is low.

TABLE II
DSC VALUES FOR THE SIX DIFFERENT METHODS

APPLIED TO THE THREE IMAGES IN FIG. 16

Table II also gathers the performance of the other five meth-
ods on the same three images. For all methods, the smallest
DSC value is reached for the most textured image, namely
Image C, while MPS produces the highest DSC value for the
three images.

Finally, the images without a PGT (i.e., dataset 3) have been
processed. The results visually confirm that MPS provides far
more precise detections than the other methods. The whole set
of results are available from the following web page: http://
www.irit.fr/~Sylvie.Chambon/Crack_Detection_Database.
html. Some of these results can also be found in [40].

VI. CONCLUSION AND PERSPECTIVES

Our main contribution is an improved minimal path selection
method based on the appropriate selection of minimal paths
between endpoints. Compared to our initial version of [22],
it incorporates a refined artifact filtering step and enables the
estimation of the thickness of the crack pattern. A complete
evaluation protocol has been introduced on both synthetic and
real images (from five different sensors). The comparison with
five existing methods has shown that the proposed method
affords the best DSC rate. To our best knowledge, such a kind of
precise and complete evaluation is quite new in this context. In
the future, it could provide a basis for additional comparisons
involving new methods. It can be argued that the assessment
protocol provides a bias in favor of the MPS method because
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the same algorithm, namely Dijkstra, is used to process the
image and to provide the PGT. Indeed, the best performance
achieved by MPS on simulated data and the coherency between
the MPS results on simulated and real data sets have contributed
to remove the latter ambiguity. In conclusion, the proposed
method provides very robust and precise results in a wide range
of situations, in a fully unsupervised manner, which is beyond
the current state-of-the-artifact.

One of our main perspectives will be to reduce the com-
putation time of the method by GPU, Graphics Processing
Unit, programming, especially at step III-B of the algorithm in
Fig. 2. We could also obtain a faster version by replacing
the exact Dijkstra algorithm by a suboptimal version in the
A∗ family [41]. Finally, 3D imaging systems are of growing
use and give the potential to improve crack detection [2].
It is believed that the MPS relies on a versatile principle and
thus may cope with the elevation data which is available from
these latest imaging technologies.
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10.5. Conclusions about pavement crack segmentation

In this chapter, our contributions focused on the implementation of an original approach to deal
with a delicate subject: the segmentation of a fine, low-contrast element in a highly textured con-
text. In addition, we set up a database of tests that was shared. Subsequently, this work has been
used in the European TRIMM project, Tomorrows Road Infrastructure Monitoring and Manage-
ment [Karlsson 14, Wright 14]. After the thesis of Rabih Amhaz and 4 years after my departure from
IFSTTAR, this work was continued to be adapted to 3D imaging systems, such as LIDAR, within
the framework of a thesis directed by Vincent Baltazart2 and gave rise, among other things, to this
publication : [Kaddah 19].

We have noted that, subsequently, publications have been proposed to extend this concept of con-
tinuity but with different tools, such as the crack segment principle introduced in [Weng 19] or the
superpixel use in [Steckenrider 20]. As other research fields already discussed, crack classification has
been modernized with the introduction of convolutional networks [Zhang 16, Zou 18], and, in partic-
ular, adversarial networks [Liu 19a]. A publication by [Eisenbach 17] presents how to prepare data in
this application context to be able to use a neural network method. Finally, the dataset we proposed
is re-used [Fan 18] and since then, many databases have been shared. Thus, [Majidifard 19] presents
the most complete database, to our knowledge. Finally, it is possible to retrieve code to test this type
of approach, with the work of [Drouyer 19]3. The approaches we have cited aim to classify the images
into two classes: with or without cracks. In this chapter we have mainly dealt with the segmentation
at the pixel level of a crack. The work of [Fei 19] introduces an architecture to obtain this kind of
result. In conclusion, the work done in this chapter could be improved by using deep learning tools,
both by using a sub-image classification to delimit areas to be studied, and by adapting an existing
network by taking into account the minimal path selection we have proposed.

2I did not wish to participate in this thesis supervision because having left IFSTTAR, I did not wish to continue in this
application domain.

3via the link : http://www.ipol.im/pub/pre/282/
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Chapter 11.

Segmentation combined with
curvilinear saliency

11.1. Application aim: eco-responsible vine treatment

With the growing awareness about the dangers that insecticides, pesticides and ovicides are for the
environment and mankind, more and more governments, and consequently companies, are looking for
solutions to reduce their use or even eliminate them. This is the case of the wine industry and calls
for projects to study solutions to reduce their use. This work is therefore part of a French FUI-type
project, called VITI, which concerns viticulture in the South of France, and in particular the treatment
of a particular larva, the larva of the butterfly Lobesia Botrana, more commonly known as Eudemis.
Traditionally, winegrowers spray an ovicide throughout the season to ensure the non-proliferation of
this larva. However, studies have shown that it is necessary to use this ovicide only 2 or even 3 times
during the season. To do this, winegrowers place Eudemis traps. They study the evolution of the
quantity of Eudemis and know how to determine the egg laying times that correspond to the times
when it is necessary to spray the ovicide. On large estates spread over hundreds of kilometers, it is
difficult for vineyard employees to monitor these traps correctly and it seems essential to automate
this task as much as possible. The system envisaged in this project is to add a camera that can acquire
photos at regular intervals (few photos per day) and process them automatically, in order to transmit
the insect count. The work proposed in this chapter has made it possible to introduce a first approach
for detecting this butterfly. This method was transferred to the project partner company, SiConsult.

11.2. Trap image segmentation problematic

Detecting insects and classifying them, in this application context, is rather delicate because the object
to be recognized is quite small (the insect is smaller than a fly), has few colours (it has brown tones,
with little contrast), has fairly indiscriminate shape characteristics (it is a butterfly, often trapped
with its wings closed). In addition, the image background contains many difficulties: glue traces, the
pheromone capsule (this is what attracts butterflies), lures (other insects), dust, shadows. It should
also be noted that, as the acquisitions are made outdoors, there are also illumination changes. Finally,
over time, the risk of having butterflies stuck together increases, which is the last difficulty. All these
difficulties are illustrated in the § 11.3 and 11.4 where we present the papers we have published on
this subject.
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Abstract: Insect detection is one of the most challenging problems of biometric image processing. This paper focuses on devel-
oping a method to detect both individual insects and touching insects from trap images in extreme conditions. This method is
able to combine recent approaches on contour-based and region-based segmentation. More precisely, the two contributions are:
an adaptive k-means clustering approach by using the contour’s convex hull and a new region merging algorithm. Quantitative
evaluations show that the proposed method can detect insects with higher accuracy than whose of the most used approaches.

1 Introduction

Many computer vision tools have been introduced in the litera-
ture in order to detect or to recognize objects in images, from the
most ancient to the most recent: by using classic contour detec-
tion [3, 6] or snake contour [10], by clustering with k-means [25]
or mean-shift [5], and by exploiting key point detection like the
Scale Invariant Feature Transform [14], to name a few. All these
techniques have been applied to various industrial, medical or bio-
metric applications [7], and also in the context of insect monitoring
or detection [4], which is very crucial in agriculture. In fact, sur-
veying insect species and evaluating their density in the fields allow
farmers to forecast invasions of insects, and, consequently, to adapt
the use of insecticides. Indeed, they can know when exactly insec-
ticides, which are expensive and dangerous for plants and humans,
can be used and, in consequence, it is possible to reduce the amount
of product used.

Manual counting of insects from trap images is slow, expensive,
and sometimes error-prone. Thus, developing a system which can
achieve a completely automated detection, which can recognize and
count insects is very advantageous. However it is a challenge. Actu-
ally, trap images may contain many types of noises: very small
insects or herbs, the pheromone cap or some lines of glue, see Fig. 1
as an example. In addition, since the trap is installed in outdoor
environment, the images are faced to illumination changes and tech-
niques developed in a controlled environment are not adapted [21].
Finally, touching and overlapping insects can be found in the trap
which will also complicate the counting task.

In conclusion, the problem of detecting and separating insects
can be defined as the problem of segmenting a small object based
on color and shape characteristics in an non-homogeneous back-
ground that contains some difficulties. In this paper, the application
will focus on a particular moth, however, for the proposed segmen-
tation method, the size alone is taken into account, and it allows this
segmentation to be as generic as possible for detecting any kind of
moths or insects that have similar shape and size.

Some computer vision techniques are difficult to adapt to this
task, or they are not enough efficient to be used alone. For exam-
ple, image segmentation using active contours needs an initialization
that is close to the object and is not really easy to adapt to mul-
tiple objects detection. Using key point detection alone is also not

adapted, because these points do not contain enough information to
recognize and to separate insects (to capture the entire shape of the
insect, it seems natural to have a lot of points on all the contour of the
shape). In consequence, computer vision techniques used for insect
monitoring based on images are: image restoration or enhancement
(to take into account the presence of noises or artifacts), detection or
segmentation (to separate the different elements), recognition based
on unsupervised/supervised learning (to identify the nature of the
elements).

In this paper, our purpose is to study the invasion of a partic-
ular moth, which is "Lobesia Botrana" for adapting the pesticide
treatment of grape culture. More precisely, wine producers usually
capture this particular moth, they count the number of insects and
then they analyze the evolution of this counting in order to confirm
the use of the pesticides or not. Consequently, the goal of this work
is to introduce an automatic counting system of these insects in order
to avoid the mobility of the wine producer and also to significantly
reduce the use of pesticides. For that, we have to segment and to
recognize insects captured inside a trap. However, in the proposed
work, we will only focus on the segmentation step with two main
contributions:

1. The proposition of an adaptive k-means clustering that is able
to eliminate different types of noises, i.e. artifacts or non-insect ele-
ments, in the trap images. This approach is a preliminary accurate
insect detection with their details (legs, antennas) using a recent
robust contour estimation published in [20]. This method reduces
the effects of illumination changes and light reflections. The adap-
tive part of our proposed algorithm is based on using the convex hull
of these detected contours.
2. The introduction of a region merging algorithm for separating
touching insects.

The remaining part of this paper is structured as follows. Section 2
is devoted to a brief synthesis of the most relevant works on insect
segmentation methods. In Section 3, the proposed method for insect
segmentation is presented. In order to demonstrate the effectiveness
of the proposed work, some experimental results and a comparative
study are shown in Section 4. Section 5 concludes the paper and
presents some directions for future works.

IET Research Journals, pp. 1–8
c© The Institution of Engineering and Technology 2015 1

Chapter 11. Segmentation combined with curvilinear saliency

180



noise: very small insects

insect

touching insects

noise: pheromone cap

noise: glue line

noise: herb

(a) (b)

Fig. 1: Illustration of the input images and the elements to detect.
(a) Input trap image: It contains the insects of interest, i.e., Lobesia Botrana (inside the green circle). Unfortunately, it also contains some difficulties that we generally called noises,
i.e., pheromone cap, herbs and small insects (blue circles). Finally, some of the insects of interest are too close to be touching (red circle), and this problem has to be taken into account.
(b) Results: it shows the kind of detection result that we have obtained. All the insects have been individually detected. More comments will be given in the experimental part, Section 4.

2 Related Work

In this section, most of the references are given in the field of iden-
tification and counting of insects but each time it is necessary, more
general references of computer vision are given. As explained in the
introduction, there are two possibilities for distinguishing and rec-
ognizing elements on an image: to use one-step process based on a
learning process for both detecting and identifying the elements or
two-steps process that is to firstly segment the elements and then to
classify them. These two aspects are developed in this section.

2.1 Learning based approaches

In this category, existing methods have considered images captured
with good poses, high resolution, clean background and under uni-
form lighting situations [31]. In this case, different classifiers are
directly applied such as support vector machines (SVM) [12, 26, 30],
artificial neural networks (ANN) [9, 11, 26], k-nearest neighbors
(KNN) [13, 29] and, recently, convolutional neural networks [8].
We have to remark that these methods first detect insects with a
sliding window approach that is time-consuming. In this paper, the
acquisition conditions are not always as ideal as described in these
existing approaches and this is why, in the rest of the paper and in the
contributions, we will focus on proposing a first segmentation step,
as robust as possible for localizing insects in order to find initial
detection candidates for a more accurate classification step.

2.2 Contour-based and region-based approaches

The literature is abundant in the field of segmentation and it is
common to distinguish contour-based approaches [10] from region-
based approaches [24]. However, some algorithms have also been
inspired by classification-based methods, like mean-shift [5]. In
addition, more recently, over-segmentation techniques with super-
pixels have been introduced [1]. For insect detection and counting,
only a subset of these approaches have been introduced in this
domain: thresholding-based segmentation, clustering-based segmen-
tation, contour-based segmentation and region-based segmentation.

Regarding thresholding-based, some approaches use histogram-
based threshold [2, 37], adaptive threshold [15], fuzzy set entropy-
based threshold [32] and the Otsu technique [18]. These methods
are efficient when the images do not contain other different objects.
In turn for clustering-based segmentation methods, Some methods
are using k-means approach [36], the Fuzzy C-means clustering [39]
and expectation-maximization (EM) clustering [4]. These segmenta-
tion methods are generally fast and accurate, since they keep details
of insects [35]. However, they strongly depend on parameters given

as input, such as a number of classes and a threshold, which can
change according to the type of image. Even automatic threshold-
ing and clustering generally fail to separate touching insects, since
most methods depends on the color information alone. In conclu-
sion, clustering-based approach seems to be an interesting option for
the objective of this paper, but if it is adapted to be better taken into
account not only the color of the insects, but also the shape and the
size of the insects of interest.

contour-based segmentation approaches keep the details of
insects. However, most contour algorithms such as Canny [3] suffer
from discontinuous contours and are still affected by noises. Some
methods used active contours, such as Snake [19]. However, an ini-
tial contour is necessary and it makes this approach difficult to use
in an automated context. Contour-based methods also fail to sepa-
rate touching insects, since only one contour for all touching insects
is detected. Again, we can conclude that contour-based methods are
interesting for this task, but only if they are improved to be more
robust to noises and they are combined with other approaches.

Finally, most of region-based segmentation approaches are able to
separate touching insects, like watershed method [27] and graph-cuts
optimization [38]. However, these techniques suffer from over-
segmentation. So, the same conclusion is made: it is needed to com-
bine the segmentation approaches with a complementary method
like contour-based one to cope with the over-sementation problem.

In consequence, in the literature, hybrid segmentation methods
have been introduced. They combine multiple segmentation algo-
rithms. For instance, [16] proposed two steps: coarse-global and
fine-local segmentation. The coarse-global step contains a glomi-
narybal thresholding method that eliminates small objects. In the
fine-local, they applied seeded Region Growing Algorithm (SRG).
The crucial part of this algorithm is that it requires an input of
seeds for background and foreground, which can be difficult to auto-
mate. The authors of [31] propose a two-level morphological-based
method. For the first level, an optimal global thresholding method
is applied to eliminate small objects. For the second level, they use
morphological operators, which need a parametrization depending
on the type of the input image. Finally, the approach of [33] first
applies background subtraction based on Gaussian mixture models,
and then uses snake active contour models in order to extract the pix-
els that belong to the boundary. However, this method needs multiple
images taken at different times per day and a background model in
order to separate touching insects.

2.3 Discussion

In conclusion of this review, it seems that most of the existing
approaches are incomplete, since they take into account only one
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aspect of the problem (the color or the shape, the contour or the
region). In consequence, they fail to take into account some diffi-
culties like the presence of touching insects. In addition, even the
most recent hybrid approaches introduce many parameters not easy
to choose. Consequently, our idea is to combine contour-based and
region-based segmentation approaches to keep the details of insects,
in addition to be able to separate touching insects. Thus, an auto-
mated segmentation method is proposed that can be enough reliable
to initialize candidate for insect identification. Moreover, we want
to introduce an approach with less parameters as possible and easy
to choose, i.e., the choice of these parameters do not dramatically
influence the quality of the results.

3 Proposed Approach

3.1 Overview

The proposed method allows the detection of individual and touch-
ing insects in a difficult trap image, as presented in Fig. 1, by com-
bining contour-based and region-based segmentation approaches.
The method takes as an input a trap image and it returns as an output
the localization of each insect (i.e., a bounding box of each detected
insect).

Fig. 2 shows the schematic overview of the proposed method.
First of all, we apply a robust contour detection that we previ-
ously published in [20] to detect the different contours in the input
image. Then, we apply a k-means algorithm to classify the previous
estimated contours into different categories. On this step, our main
contribution is to introduce an adapted criterion: the shape of the sur-
face included in a closed contour. In fact, the shape is a significant
characteristic to separate the different kinds of elements in the scene,
i.e., it helps to distinguish between contours due to noises (class 1),
contours related to individual insects (class 2) and contours that con-
tain touching insects (class 3 to k). Moreover, in comparison to the
state-of-the-art methods, in this approach, the number of classes is
automatically selected by using the Elbow method [23]. After this
automated clustering step, the next task attempts to separate the
obtained possible touching insects by applying a region-based seg-
mentation. The idea is to use the contours classified into class 3
to k that delimit regions as seeds for the watershed algorithm [17].
This region-based segmentation part contains three ordered steps:
the contour dilation, the region merging algorithm and a the
watershed segmentation. After these three steps, two results are
possible: 1) the watershed algorithm detects two or more regions
inside the contour, thus touching insects will be separated to two or
more insects. 2) the algorithm detects one big region that can be con-
sidered for one big insect. The details and the justifications of each
step of the proposed scheme are given in the following subsections.

3.2 Robust contour detection (first step of the
contour-based segmentation)

In the literature, many contour detectors have been introduced and
the most famous is Canny [3]. More recently, in [20] the interest of
using curvature has been highlighted, since it detects on the curvi-
linear structure that generates a single response for both lines and
edges. Moreover, in [20], it is demonstrated that using curvature
allows to deal with noises. For these reasons, we use this detector
in our work. In details, since the principal curvatures of a curve at a
given point can be approximated by the eigenvalues of the Hessian
matrix, the Hessian matrix can be used for estimating these principal
curvatures. Then, we compute the difference between these princi-
pal curvatures (i.e., eigenvalues) and we suppose that the higher the
difference, the most interesting the point, i.e., the point is related to
an edge or a line. This computation is done in multi-scale in order
to detect both important structures and small details. We have to
choose the number of scales, NS , and the choice for this parameter
are given in the section 4.2. Finally, the curves are given by select-
ing the local maxima in scale space. An example of these estimated
curves is shown in Fig. 3.More details of the approach can be found
in the complete description in [20].

Fig. 2: Proposed method – We distinguish the manipulated data
(inside ellipses) from the actions (inside rectangles). The main
contributions of the paper correspond to blue rectangles.

(a) (b)

Fig. 3: Contour detection – (a) Color image and (b) Estimated
contours.

3.3 Adaptive k-means clustering (second step of the
contour-based segmentation)

In this paper, we propose to use the contour’s convex hull, noted
H, as a criterion for doing the clustering. To illustrate the interest
of this criterion, we introduce it in a k-means method because this
approach is used intensively in the literature and it has proved its
effectiveness. Moreover, it is the easiest method for introducing this
criterion. However, this criterion can be incorporated in any other
existing segmentation approach.
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(a) (b) (c) (d)

Fig. 4: Region-based segmentation of touching insects – (a) Color subimage that contains multiple insects, (b) Contour detection, (c) Contour
dilation and region merging and (d) Watershed algorithm. We can see that the two insects have been correctly separated.

The main difficulty of using k-means approach is to choose the
number of classes k. Frequently, in trap images, there are three main
classes related to the object’s size: noises (very small insects, herbs
and lines of glue used to capture the insects), individual insects (i.e.,
having a medium size), and touching or big insects (i.e., having a big
size). It seems natural to choose k = 3 but, actually, we can have a
trap image without touching insects and in this case, there are only
two classes (noise and individual insects). In addition, a trap image
can contain many touching insects in different sizes, such as in Insect
Soup Challenge data-set [16]. In this case, the group of touching
insects differs by their size but they do not correspond to big insects.
Consequently, the number of classes is more than three. In conclu-
sion, it is obvious that k cannot be fixed and have to be adaptive
depending on the input image.

To estimate the suitable number of classes, we used the "Elbow"
method [23]. It consists on starting with k = 2. Then k is increased
by 1 and a distortion cost (DC) is estimated for each value of k, by
using this formula:

DC(k) =

i=Ns∑

i=0

‖H(ci)−Mli‖
2, (1)

where Ns is the number of samples, i.e. the number of closed con-
tours, noted c that have been detected, H(ci) is the convex hull of
each sample, i.e., each closed contours ci, li is the array that stores
the cluster index, i.e., the class whose each closed contour belongs
to, andM is the array of cluster/class centers. When k increases, the
cost goes down rapidly, and at a given value of k, the goes slowly
decreases, it is said that, at this given value, the curve reaches an
Elbow, see the experiment results, section 4.1 and Fig. 5, to illus-
trate how the algorithm works. After estimating the best value for k,
we suppose that the first class represents the noise, the second class
represents the individual insects, and all remaining classes represent
possible touching insects. In the next step, the proposed method tries
to separate these touching insects.

3.4 Region-based segmentation of touching insects

3.4.1 Introduction: Some methods, such as [34], use a segmen-
tation based on optical flow and N-cuts algorithm. However, these
techniques need at least two images of the trap to compute the
optical flow. We do not have this kind of images in our applica-
tion. The most used algorithm for separating touching objects is the
watershed algorithm [17]. Some methods use a watershed algorithm
based on mathematical morphology for detecting pests [27]. In [28],
the author uses watershed segmentation based on prior informa-
tion about the characteristics of the elements to segment. How-
ever, in the case of complex image, watershed still suffers from
over-segmentation and strongly depends on the prior information.

Thus, our idea is to use the contour delimiting regions as seeds
for the watershed algorithm to separate insects accurately while
avoiding over-segmentation. More precisely, the proposed segmen-
tation, presented in Fig. 4, contains these three ordered steps: contour
dilation, region merging algorithm and watershed algorithm.

3.4.2 Contour Dilation: To extract contour delimiting regions
we should ensure that contours are closed. Although the step
described in section 3.2 provides accurate contours, the detected
contours can contain some discontinuities. Thus, a morphological
dilation of the contours is needed. In fact, each contour is iteratively
dilated by two-by-two kernel until the area of regions inside this con-
tour will be equal to S% of the contour’s convex hull. We empirically
select this threshold of dilation S in order to ensure that the con-
tour will be as closed as possible. The section 4.2 gives explanations
about the choice and the influence of this parameter. However, some
isolated small regions inside this contour can appear. As an exam-
ple, in Fig. 4.(c), we have the dilated contour of touching insects.
The white big regions inside this contour represents the possible
individual insects, while the white small regions represent parts of
these individual insects. If we keep these small regions as seeds, the
watershed algorithm will over-segment the insects in these regions.
Thus, these regions must be merged with the bigger regions to avoid
over-segmentation. This is the goal of the next step of the algorithm.

3.4.3 Proposed region merging algorithm: The proposed
region merging algorithm, see Algorithm 1, iteratively merges small
regions ri, inside each dilated contour c belonging to the set of
estimated contours C, with the nearest region rn inside the same con-
tour. Merging two regions consists on linking them by the shortest
segment l between them. This segment has at least one pixel of thick-
ness. An important fact is that the algorithm must avoid to merge big
regions together (to keep insects separated) and must avoid to open
the closed contours. Thus, the step of merging is repeated until no
small regions, which can be merged, are found. In this way, small
regions will grow progressively until they reach a maximum size,
i.e., A(ri) ≤ T ×H(c)), where A(ri) means the area of ri and T
is a threshold that is empirically selected, see section 4.2 to illustrate
the influence of this parameter. This condition avoids the algorithm
to merge big regions. In Fig. 4.(b), we can see that the estimated
contour contains some discontinuities, see for example the wing of
the fly. After the dilation, see Fig. 4.(c), the contours are closed but
some small regions still remain, like the region of the legs of the
fly. However, after the merging step, as expected, we can notice that
the small regions are merged with the biggest nearest regions, see,
for example, the white path between the legs and the core of the fly,
while the two insects are not merged together.

3.4.4 Watershed algorithm: Finally, after merging the small
regions, the watershed algorithm [17] is applied with these merged
regions as seeds in order to obtain an accurate segmentation, i.e.,
an accurate separation of insects. The result example given in (d)
highlights the quality of the final result.

4 Experimentation

For all the results presenting in this section, we use these coding
colors: Green rectangles are insects, blue rectangles indicate noises
(herbs, small insects, light reflections) and red rectangles correspond
to touching insects.
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(a) (b) (c) (d)
k = 2 k = 3 (Elbow) k = 2 (Elbow) k = 3

Fig. 5: Illustration of the behavior of the Elbow method – For understanding the coding colors, see the beginning of section 4. In (a) and (b),
we have a first example where the Elbow is reached for k = 3, whereas in (c) and (d), it is a second example where Elbow is reached for k = 2.

Algorithm 1 Proposed region merging algorithm
B: set of points belonging to the background
Nm: Number of merges that have been made

1: procedure REGION –MERGING
2: for each contour c ∈ C do
3: do
4: N_m← 0
5: if (∃ri ∈ C | A(ri) ≤ T ×H(c)) then
6: Find rn: nearest region to ri
7: Compute l: shortest segment between rn and ri
8: if (l ∩ B) = ∅ then
9: Merge ri and rn : ri = ri ∪ l ∪ rn

10: N_m← N_m+ 1
11: end if
12: end if
13: while N_m 6= 0
14: end for
15: end procedure

4.1 Illustration of the behavior of Elbow algorithm

In Fig. 5, we present the results of the Elbow algorithm for two dif-
ferent images, and with two values of k. More precisely, for the first
image, in (a) and (b), the Elbow is reached for k = 2 whereas, for the
second one, in (c) and (d), it is reached for k = 3. These examples
illustrate how it is important to use an adaptive number of classes.

4.2 Parameter study

In the proposed algorithm, we have to choose these parameters:

• NS : the number of scales used for the contour detection;
• S: the threshold used for the dilation step;
• T : the threshold used for the merging step.

For the contour detection algorithm [20], four scale levels are used
for NS , it is a choice coherent with the recommendations made in the
paper. For the two other parameters, a value has been chosen empir-
ically by analyzing the graphs presented in Fig. 6. More precisely, to
choose the values of S and T , we have used the segmentation rate of
touching insects which is equal to the number of segmented insects
divided by the number of original insects (ground truth). When, this
rate is above 1, then there is over-segmentation, while it is under 1,
there is an under-segmentation. So, ideally, it has to be equal to 1,
and, in this configuration, it means that the number of segmented
insects is equals to the number of original insects. In consequence,
in the graph, we have to choose the point of intersection of any
curve with the black line (that corresponds to a segmentation rate
equals to 1) to avoid under- and over- segmentations while minimiz-
ing the dilation (i.e., minimizing the computational cost). For each
curve presented in Fig. 6, T has a fixed value whereas S varies from
50% to 100% of the contour’s convex hull. We show the curves for

four different values of T between 0.02 and 0.15. Finally, the graphs
highlight that the best choice, i.e. the choice that allows to obtain a
segmentation rate equals 1, is S = 80% of the contour’s convex hull
and T = 0.1. In this way, we define small regions as regions that
have at least 10% of the contour’s convex hull.
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Fig. 6: Parameter study using 20 images containing 58 groups of
touching insects. We show how S and T has to be fixed in order
to have a segmentation rate equals to 1. All the definitions and
explanations about S, T and the segmentation rate are given in
section 4.2.

4.3 Real dataset

We have collected a big number of insect images (almost 100 images
with an average of 30 insects per image), see Fig. 7, images (a)
and (b). These images are collected using moth traps designed
by SiConsult, one of the companies involved in the project, see
acknowledgment for the details. In these images, there are many
insects of varying types and sizes and they are captured under dif-
ferent illumination conditions. These images contain different noises
or elements that can induce false detections, like the pheromone cap,
see image (b). As shown, most individual insects are detected by the
proposed method. In addition, the proposed method separates touch-
ing insects in most of the cases. As well, it avoids over-segmentation
of big insects, see (a). However, in some images, such as the image
shown in (b), the big insects are over-segmented. Since some big
insects have different parts (big wings), the watershed algorithm con-
siders them as overlapping insects. However, we can imagine that the
recognition step will not recognize these parts of insects as the insect
we want to recognize because the shape is too different.

In Table 1, we present the confusion matrix [22] of the detec-
tion algorithm. It allows the visualization of the performance of the
proposed method by giving an idea about the distribution of the
detection errors. In fact, all correct detections are located in the diag-
onal of the table: 87% of noises are detected as noises, 70% of insects
are detected as insects and 82% of touching insects are detected as
touching insects. The errors are represented by values outside the
diagonal. We can see from the matrix that the proposed method
classify 13% of noises as insects, however, no noise is detected as
touching insects. In addition, 13% of insects are detected as noises,
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(a) (b)

(c) (d)

Fig. 7: Results with real trap image data set – For understanding the coding colors, see the beginning of section 4. In (a) and (b), images are
relatively simple on the contrary of (c) and (d). Most of the insects have been correctly detected and noises are removed, except in (b) that
shows some errors due to the artifacts of the trap. It is important to notice that the proposed algorithm does not separate insects when it is not
needed, see the fly on (a), which is an adapted behavior the recognition step. In (c) and (d) that are very challenging, the proposed method still
detects and separates correctly the different insects.

in turn 17% of insects are detected as touching insects. Finally, 18%
of touching insects are detected as insects and no touching insects are
detected as noise. Thus, the proposed method has small confusion for
distinguishing between: (insects and touching insects) and (insects
and noises). However, as expected, it can properly discriminate
between noises and touching insects.

Table 1 Confusion matrix.
NOISE INSECTS TOUCHING INSECTS

NOISE 0.87 0.13 0
INSECTS 0.13 0.70 0.17

TOUCHING INSECTS 0 0.18 0.82

4.4 Details about the results with extreme conditions

We also tested the proposed method on images that contain noises
and lighting defaults, i.e. light reflection. In these images, the noise
is more important than the insects: herbs, very small insects or some
parts of insects. In addition, the lines of glue are detected as contours.

However, the proposed method avoids them and classifies them as
noises. An example is given in Fig. 7.(c).

Finally, we tested the proposed method on images from the Insect
Soup Challenge dataset used in [16], such as the image shown in
Fig. 7.(d). With this dataset, we have selected images that contain
insects that are close together and that can be touching or overlap-
ping. Moreover, the images chosen contain noises (such as broken
wings and other insect parts) (i.e., 9 images over 19 images). Only
one constraint has to be respected and this is why we have kept only
9 images: insect may have almost the same size. As shown in (d),
the proposed algorithm can correctly segment most of the individual
insects, while it fails in separating many cases of touching insects.
However, in general, we obtained an average detection rate of 82%
with these images.

4.5 Comparison with existing approaches

Many approaches have been presented in section 2, and we have
chosen to compare the proposed approach with:

• Some references in the domain of insect detection from the sim-
plest one to the most sophisticated one: Otsu thresholding [27], Otsu

IET Research Journals, pp. 1–8
6 c© The Institution of Engineering and Technology 2015

11.3. Recognition using curvilinear saliency [Bakkay 18a]

185



Table 2 Precision, under- and over- segmentation rates – Comparison with 6 existing approaches. Bold letters indicate the best results.
METHOD PRECISION RATE UNDER-SEGMENTATION RATE OVER-SEGMENTATION RATE
Otsu [31] 0.23 0.69 0.08
Otsu [31] + Watershed [27] 0.47 0.15 0.38
Superpixel [1] 0.23 0.69 0.08
Meanshift [5] 0.54 0.15 0.31
K-means [36] 0.31 0.61 0.08
Graph cuts [38] 0.38 0.54 0.08
Proposed method 0.77 0.15 0.08

(a) (b) (c) (d)

Fig. 8: Comparison with the state-of-the-art – (a) color image, (b) mean-shift [5], (c) graph-cuts [38] and (d) proposed method.

thresholding combined with watershed [27] and an approach based
on graph-cuts [38];
• Some references that are the most famous in the domain of image
classification and segmentation: mean-shift [5] and superpixels [1].

It is important to notice that the most comparable approach to the
proposed algorithm is the work of [27], since it is both dedicated to
insect detection and based on the watershed algorithm.

In table 2, for all the tested methods, the average detection rates
for all tested images have been computed. We distinguish the pre-
cision rate, the under-segmentation rate and the over-segmentation
rate. The proposed method obtains the higher precision rate with
the minimum over- and under-segmentation rates compared to the
existing methods. Mean-shift and watershed methods also have high
precision rate however they suffer from under-segmentation. Otsu,
superpixels, k-means and graph-cuts methods yield low precision
rate, because of the under-segmentation.

In Fig 8, we present visual results obtained for the three methods
that yield the best average detection rate: the mean-shift method,
the graph-cuts method and the proposed approach. The example
contains three overlapping similar moths with similar shape but dif-
ferent color. Regarding the visual results in details, the method based
on graph-cuts contains less noises on the detected contours than
the mean-shift algorithm. However, the proposed method seems to
segment the details of the insects the most accurately. Second, the
proposed method properly separated the three touching insects, in
turn mean-shift and graph-cuts failed to correctly separate them.

5 Conclusion

In this paper, a new automated method have been proposed for
detecting individual and touching insects from trap images. This
method detects insects accurately with their details using a recent
contour estimation that is robust to illumination changes. It is also
able to eliminate different types of noises from trap images, since it
is based on a proposition of an adaptive k-means clustering. Finally,
it separates touching insects using a proposed region-based seg-
mentation algorithm. Some quantitative evaluations showed that the
proposed method can detect insects with higher accuracy than with
six existing approaches. For the future work, the localization of
the insects detected will be used for a learning based recognition
step. For that purpose, we will introduce a descriptor that can take
into account color, shape and size in order to be as discriminant as
possible. Moreover, after validating the approach with the Lobesia
Botrana moth, we plane to generalize it to other species.
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Abstract—This paper aims at developing an automatic al-
gorithm for moth recognition from trap images in real-world
conditions. This method uses our previous work for detec-
tion [1], based on contour-based and region-based segmentation
approaches, and introduces an adapted classification step. More
precisely, SVM classifier is trained with a multi-scale descriptor,
Histogram Of Curviness Saliency (HCS). This descriptor is robust
to illumination changes and is able to detect and to describe the
external and the internal contours of the target insect in multi-
scale. The proposed classification method can be trained with
a small set of images. Quantitative evaluations show that the
proposed method is able to classify insects with higher accuracy
(rate of 95.8%) than the state-of-the art approaches.

I. INTRODUCTION

Insecticides are expensive and dangerous for plants and
humans. Therefore, farmers attempt to survey insect species
and to evaluate their density in the fields in order to adapt and
to reduce the use of insecticides. For this purpose, it is needed
to catch insects and then, to manually count these insects in
order to analyze the evolution of the insect population and to
take the decision for using insecticides or not. Unfortunately,
manual counting of these insects from trap images is slow,
expensive, and sometimes error-prone. Thus, developing a
system, which can achieve a completely automated detection,
and that can recognize and count insects is very advantageous.

Insect classification is a challenge because it needs to rec-
ognize a small object with poor color and shape characteristics
and in a non-homogeneous background that can contain some
difficulties. In particular, trap images may contain noise: very
small insects or herbs, the pheromone cap or some lines of
glue, see Fig. 1. Moreover, since the trap is installed in outdoor
environment, the trap images are also affected by illumination
changes [2]. Finally, touching and overlapping insects can also
be found in the trap yielding a complex counting task.

For insect recognition/classification, many methods have
been applied to butterfly classification, like [3], [4] but few
publications are dedicated to agricultural insects. We can
consider two different possibilities for doing this task. On one
side, methods have considered insect specimens [3], [5] where
images contain few difficulties and are at high resolution. In
this case, classification can be applied directly without the
need of a segmentation step [6]. On the other side, in wild
trap images, two steps are needed: a first insect segmentation

(a)

(b)

Fig. 1. Illustration of (a) the input images and the elements to classify,
and then, (b) the classification result obtained. (a) contains the insects of
interest, i.e., Lobesia Botrana, Eudemis, a European wine moth (inside the
green circle). Unfortunately, it also contains some difficulties that we generally
called noise, i.e., pheromone cap, herbs and small insects (blue circles).
Finally, some of the insects of interest are too close to be separated (red
circle), i.e. they are touching, and this problem has to be taken into account.
(b) contains the detected noise (blue rectangle), possible touching insects (red
rectangle), Eudemis (green rectangle) and other insects (black rectangle).

before applying a classification approach in a second part.
These methods encounter many challenges: low image quality,
illumination, movement of the trap, movement of the moth,
camera out of focus and presence of noise (such as leaves,
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broken wings, etc). In this work, we are interested in working
with trap images. In the literature, for the segmentation, the
authors can used color, shape and texture features [7], [8],
active contour segmentation [7] or morphological-based seg-
mentation [9]. All these methods do not consider the presence
of touching insects in the trap. Most of descriptors used are
not robust to illumination changes and do not detect occluded
contours. So, we propose to use features that use most of the
characteristics of the moth but we also take into account the
problem of touching insects based on our previous work [1].

For the classification, many techniques have been tested,
like k-nearest neighbor classification [7] or Support vector
machine (SVM) classifier [8]. In [9], the authors even consider
a pose estimation-dependent classification using deep learning.
Deep learning based methods need large training datasets
that are not always available for agricultural insects. And, in
particular, in this work, we do not have such a database.

This work aims to study the invasion of a particular moth,
which is Lobesia Botrana (Eudemis), a European vine moth,
for adapting the pesticide treatment of grape culture. More
precisely, wine producers usually capture this particular moth,
they count the number of insects and then they analyze
the evolution of this counting in order to confirm the use
of the pesticides or not. Consequently, in this paper, we
propose an automatic algorithm for moth classification in trap
images. First, a hybrid segmentation approach, introduced in
our previous work [1], is used to eliminate noise and to
separate touching insects. Then a SVM classifier is trained
with a proposed multi-scale descriptor, named Histogram Of
Curviness Saliency (HCS) [10]. This descriptor is robust to
illumination changes and is able to describe the external
and the internal contours of the target insect in multi-scale.
Moreover, the proposed classification method can be trained
with a small set of images.

The remaining part of this paper is structured as follows.
In Section II, the proposed method for insect recognition is
presented. In order to demonstrate the effectiveness of the
proposed work, some experimental results and a comparative
study are shown in Section III.

II. SVM RECOGNITION BASED ON HCS DESCRIPTION

A. Overview

The proposed method allows to recognize individual and
touching insects in images of a trap, that contain many diffi-
culties (noise and elements that are not insects), as presented
in Fig. 1. Fig. 2 shows the diagram of the proposed method.
In fact, the proposed method starts by detecting any kind of
insect then classifies the insects of interest, Lobesia Botrana,
Eudemis, from the other insects, like, for example, flies or
spiders.

1) Robust contour detection: First of all, we apply a robust
contour detection [10] to detect the different contours in the
input image. Then, we apply a k-means algorithm to classify
the previous estimated contours into different categories. On
this step, our previous work introduces an adapted criterion:
the shape of the surface included in a closed contour. In fact,

 
R

ob
us

t c
on

to
ur

 d
et

ec
tio

n 
 

Contour dilation 

Watershed segmentation 

k-means contour's convex hull clustering

Region merging algorithm

R
eg

io
n-

ba
se

d 
se

gm
en

ta
tio

n 
of

 to
uc

hi
ng

 in
se

ct
s 

seeds SVM  
(testing)In

se
ct

 c
la

ss
ifi

ca
tio

n

trained  
model

Class2: Individual insects 

Class1: moths

Class1: Noise map

SVM
(training)

positive samples negative samples 

Compute descriptor

Class2: others insects 

Dilated contour  

Contour delimiting regions

... ...

Ui Classi | i ∈ [3..k]: 

Individual insects 

...
training descriptorstesting descriptors

...

Possible touching insects 

Fig. 2. Overview of the proposed approach. First, a robust contour detection
is applied to detect the different contours in the input image. Then, a k-
means algorithm is applied to classify the estimated contours into different
categories: contours due to noise (class 1), contours related to individual
insects (class 2) and contours that contain touching insects (class 3 to k).
Then, the obtained touching insects are separated by applying a region-
based segmentation that contains three ordered steps: the contour dilation,
the region merging algorithm and the watershed segmentation. Finally, and
this is the contribution of this paper, the individual insects are classified
into two categories, moths (class 1) and other insects (class 2), by using
an approach based on Support Vector Machine (SVM) and the introduction
of a new descriptor based on Histogram Of Gradient (HOG).

the shape is a significant characteristic to separate the different
kinds of elements in the scene, i.e., it helps to distinguish
between contours due to noise (class 1), contours related to
individual insects (class 2) and contours that contain touching
insects (class 3 to k). Moreover, in comparison to the state-
of-the-art methods, in this approach, the number of classes is
automatically selected by using the Elbow method [11].

2) Region-based segmentation: After this automated clus-
tering step, the next task attempts to separate the obtained
possible touching insects by applying a region-based seg-
mentation. The idea is to use the contours classified into
class 3 to k that delimit regions as seeds for the watershed
algorithm [12]. This region-based segmentation part contains
three ordered steps: the contour dilation, the region merging
and the watershed segmentation. In fact, contour dilation
is used to remove discontinuities of the detected contours
while the region merging step avoids the over-segmentation
of the watershed algorithm[1]. After these steps, two results
are possible:
(a) The watershed algorithm detects two or more regions

inside the contour, thus touching insects will be separated

Chapter 11. Segmentation combined with curvilinear saliency

190



to two or more insects.
(b) The algorithm detects only one big region and the shape

of this insect is just refined.
3) Insect classification: The next and final step, that corre-

sponds to the contribution presented in this paper, concerns
the insect classification. For that purpose we introduce an
approach based on Support Vector Machine (SVM) that uses
the Histogram Of Curviness Saliency (HCS). In the rest of
the section, we will present the two aspects: how HCS is
adapted to this specific recognition and how this descriptor
is introduced in the SVM techniques.

B. Histogram of Curviness Saliency (HCS)

In the aforementioned detection step, we used the detector
proposed in [10] and based on curviness saliency that is
an estimation of curvature. This detector generates both the
magnitude and the orientation of curvature features. Thus,
we naturally expand the concept of the famous classical
HOG, Histogram Of Gradient [13], widely used in the feature
description literature, to work on these curviness saliency fea-
tures as proposed in [14]. More precisely, the orientation and
the magnitude of the curviness saliency are used for building a
descriptor called the Histogram of Curviness Saliency (HCS).
That HCS is used in a sliding window fashion in a Region Of
Interest (ROI) (i.e., in this work a detected insect) to generate
dense features based on binning the curvature orientation over
a spatial region. The orientation and the magnitude of the
curviness saliency can be computed, as described in[14], with:

CS = ((Ixx − Iyy)2 + 4I2xy), (1)

where Ixx, Iyy and Ixy are the second derivative of an
image. Using this curviness saliency in multi-scale leads to
this equation, as illustrated in [10]:

−−−→
MCS =MCS−→e1 . (2)

It means that the multi-scale of CS (MCS) of a ROI is
multiplied by the eigenvector e1 corresponding to the curviness
saliency of a pixel.

Using the same principle of HCS presented in [14], we pro-
pose a descriptor that contains the orientation of the curvature
of MCS binned into sparse per-pixel histograms.

C. SVM classification based on HCS

We used SVM [15] to construct a hyperplane that separates
the two classes of training data HCS descriptors (moths and
other insects). Consequently, to be adapted to the problem, we
suppose that the two classes are not linearly separable, and,
so, the function of this surface is given by:

f(~x) = sgn(
p∑

i=1

α∗
i yik(~xi, ~x) + w0), (3)

where (~xi, yi) is related to the training data, ~xi is the p-
dimensional HCS descriptor, ~yi ∈ {−1, 1} is the class label, k
is a kernel function, α∗

i are optimal Lagrange multiplier and w0

is the bias. For the kernel function, many kernels are possible,

see [15] to have an overview. In this work, the polynomial
kernel function of degree 6 defined as:

k(~xi, ~xj) = (~xi. ~xj + 1)6, (4)

provided the best classification rate.

III. EXPERIMENTATION

A. Dataset

We have collected annotated image patches (2865 negative
patches and 746 positive patches) from moth traps images. In
these images, captured under different illumination conditions,
there are many insects of varying types and sizes, different
noise or elements that can induce false detections (herbs, very
small insects, some parts of insects, lines of glue, pheromone
cap, etc.) see Fig. 3.

We performed data augmentation to increase the number
of positive patches from 746 to 3577. This allows also to
incorporate invariance to basic geometric transformations and
to noise into the classifier. Therefore, the data augmentation
that we used consists in applying geometric transformations
(rotation and translation), blurring, Gaussian noise and aspect
ratio transformations to the original patches [6].

To select training and testing sets from collected patches,
we used a 5-fold cross-validation that avoids over-learning
and under-learning. Patches are randomly partitioned into 5
subsamples. The cross-validation process is then repeated 5
times. In each iteration, one of the 5 subsamples is retained as
the validation data for testing the model, and the remaining 4
subsamples are used as training data. This is the standard algo-
rithm for validating any classification approach, as explained
in [16].

B. Parameter study

In the proposed approach, the parameters for computing
HSC descriptor are:

1) detection window
2) block size
3) block stride
4) cell size
5) number of bins per cell

These parameters are explained in details in [10] and [14].
The parameter for SVM is the soft margin C.

In these experiments, detection window are set to (64×48),
and block size to (8× 8). In addition, block stride are set to
(4×4) and cell size to (4×4). Number of bins per cell equals 9,
like in the initial publication of HOG [13]. Finally, the number
of bins per the final descriptor equals 5940 bins. We set the soft
margin parameter C to 0.1 to allows imperfect separation of
classes with penalty multiplier C for outliers. More precisely,
in the experiments, C has been tested for values in ]0, 0.5]
and the best results are obtained with 0.1.
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(a)

(b)

Fig. 3. Results with real trap image data set. (a) Image containing light
reflections. (b) Low resolution image.

C. Experimental Results

In Fig 3, we present visual results obtained by the proposed
method. As shown, most insects (green and purple rectangles)
and noise (blue rectangles) are detected by the segmentation
algorithm. In addition, touching insects (red rectangles) are
separated in most of the cases. The recognition step correctly
separates moths (green rectangles) to other insects (black
rectangles).

We implemented some approaches that have been presented
in section I and we compared them to the proposed approach
on our dataset. In table I, for all the tested methods, the
accuracy rates for all tested images have been computed. The
proposed method obtains the higher accuracy rate of 95%.

TABLE I
ACCURACIES OF SOME METHODS EVALUATED ON OUR DATASET.

Method Accuracy(%)
Proposed method 95.8 %
Ding et al. [6] 93.2 %
Yao et al. [8] 90.1 %

Yalcin et al. [7] 87.6 %

IV. CONCLUSION

In this paper, a classification method adapted to moth
recognition has been introduced. It first uses a detection that is

able to detect individual and touching insects from trap images.
Second, SVM classifier is trained with a proposed multi-scale
HCS descriptor which is robust to illumination changes in
multi-scale way. The proposed classification method can be
trained with a small set of images. Compared to state of the
art methods, this new method brings the best classification
rate. For future works, we plane to generalize all the proposed
method to other species of insects.
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11.5. Conclusion about butterfly detection

11.5. Conclusion about butterfly detection

This work allowed us to validate the interest of what we developed in the part I for dedicated ap-
plications. More precisely, we had to adapt this detection approach to our segmentation problem.
The results are encouraging and since then, this algorithm has been taken up and implemented in
the trap image processing pipeline by the company SiConsult. Then, many trainees, coming from
ENSEEIHT, contributed to improve it, within the company. And, in particular, the learning phase
was replaced by learning based on convolutional neural networks. One perspective of this work is to
generalize the method to all types of insects of interest. In summers 2019 and 2020, trainees have also
started working on algorithms for bee tracking.
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Conclusion about multi-criteria
segmentation

This last part allows us to present our segmentation work in three very different application areas.
Apart from the different perspectives and improvements already introduced in each area, we would now
like to highlight the research work involving deep learning. The best known works that have improved
classification approaches by introducing neural networks are those of [Krizhevsky 12], AlexNet, and
[He 16], ResNet. The success of the first approach comes from winning the ILSVRC, ImageNet Large
Scale Visual Recognition Challenge, competition1 in 2012. In particular, the method distinguished
itself from others by a very large margin, unlike previous competitions. We know that a neural network
has several intermediate layers and the more layers there are, the more parameters there are and the
more expensive the network is to train, in terms of resources and calculation time. The specificity of
the network proposed by [He 16] is to provide simplified networks that permit the introduction of a
consequent number of intermediate layers. More precisely, the proposed architecture makes it possible
to avoid certain layers by making connections allowing shortcuts. It should be noted that this network
also won the ILSRC competition in 2015.

In object detection, the famous operators are Mask R-CNN, introduced in citeHe2017, and YOLO,
You Only Look Once, citeRedmon2018. We used this technique in II, chapter 7. The first approach
is based on the notion of superpixels, also discussed in chapter III, § 8.3 and in chapter 9, and
uses a convolutional neural network. Two more powerful and faster variants have been successively
introduced by the authors [Girshick 15, Shaoqing 15]. The second approach [Redmon 18] consists in
predicting the coordinates of the bounding boxes of the objects using an image grid (cell division).

In segmentation, the best known approaches are those of [Ronneberger 15], U-Net, in medical image
segmentation, and [Badrinarayanan 17], Seg-Net, in urban scene segmentation. Both of these networks
use auto-encoders, cf. § 12.2.3.

These different techniques could now be introduced in the different applications targeted. In partic-
ular, as context information in the work of chapter 9 on the segmentation of urban scenes. But also,
as a classification of the areas to be treated or not for crack detection, cf. chapter 10. And, finally, to
modernize the SVM learning phase of butterflies in trap images, cf. chapter 11.

1http://www.image-net.org/challenges/LSVRC/
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Part IV.

Deep learning for the analysis of
complementary visual content
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Detection, matching and segmentation to identify objects

Detection, matching and segmentation
to identify objects

Detecting, characterising, tracking, segmenting, all these computer vision and image processing disci-
plines are the subject of numerous publications each year and in this manuscript we have presented
some major contributions. Moreover, we have tried to take a position with as much hindsight as
possible, and this cannot be done without proposing a detailed state of the art. It is impossible to be
exhaustive but, for each field, we have tried to be as complete as possible, in terms of existing approach
categories, while being up to date on recent techniques, especially those related to deep learning. Each
proposed algorithm has also been validated by the most achieved and extensive evaluation. Moreover,
each time it is possible, we share the data sets with the scientific community, this is the case of the
chapters 72 and 10 3. Finally, in order to validate the proposed approaches, we have been able, for
some of them, to apply them to real cases. The last part of this manuscript has thus highlighted the
interest of the approaches developed for concrete applications, particularly in segmentation, for urban
scenes, natural objects (insects) or fine objects (detection of defects).

All the contributions associated to each part have been listed in detail in the chapters beginning
with Structuring scientific contributions, page 11, for the first part on 2D and 3D primitive
detection, page 83, for the second part on matching and analysis of multiple videos with overlapping,
and, finally, page 141 on the numerous applications in segmentation. In the rest of this part, we detail
the different perspectives considering.

As we are going to use the vocabulary associated with deep learning, we start with a brief state of
the art of the different existing approaches.

2http://ubee.enseeiht.fr/dokuwiki/doku.php?id=public:tocada
3https://www.irit.fr/˜Sylvie.Chambon/Crack Detection Database.html
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Chapter 12.

Essential elements for deep learning

This chapter aims, on the first hand, to summarize the elements necessary to understand and use a
neural network for deep learning, and, on the other hand, to introduce the dedicated vocabulary. In
order to study and use deep neural networks, in a given context (detection, matching, segmentation),
it is important to distinguish the major aspects to build a model in order to obtain well-founded
results:

(1) the database used and

(2) the type of networks used.

We detail these two aspects in the next two paragraphs.

12.1. Deep learning database

Even now, deep neural networks using may still be limited by the learning database involved. Indeed,
although there are very rich databases, some domains still make very few use of deep neural networks.
We begin here by establishing a review of the databases used in image processing or computer vision.

Using a database to perform a task is not new. It is part of the classic process of all so-called
supervised approaches. However, since the beginning of massive deep neural networks use, this step has
become more and more crucial and is taking more and more place, and even constitutes a contribution
in many research works. In the community, it is accepted that, classically, millions of annotations are
needed to train a model. Here, we present the best known databases in the fields of detection and
segmentation, as these are two of the areas we have addressed in this manuscript. It is important to
note that in the context of matching, what constitutes a learning base is even more difficult to achieve
than for these two domains.

In object detection, the PASCAL VOC, Visual Object Classes, database was introduced in 2007 and
its history is given in [Everingham 15]1. It is linked to the database SUN20122 [Xiao 10]. PASCAL
VOC has been extended to 3D models later [Y. Xiang 14] and we have used this database in the part I,
chapter 4. We can also quote the ImageNet base [Russakovsky 15]3 to which all deep convolutional
architectures are compared, notably AlexNet [Krizhevsky 12] which we introduced at page 195. We
can cite the MS COCO, MicroSoft Common Objects in COntext4 [Lin 14], database which contains
both bounding boxes and segmentations of the objects of interest, which makes it original compared to
the others. But its superiority over other databases lies mainly in the fact that it offers many instances
of objects (identical or different) and the major difficulty of this database is to decouple the different
objects and to recognize them. Moreover, this database provides more annotations, on the same class,

1http://host.robots.ox.ac.uk/pascal/VOC/.
2https://groups.csail.mit.edu/vision/SUN/
3http://image-net.org/index.
4http://cocodataset.org/#home
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than PASCAL VOC and ImageNet, but, on the other hand, the number of classes is less important
than Imagenet. Currently, the most important database, with more than 15 million bounding boxes
on 600 different classes applied on 2 million images is Open Images [Kuznetsova 18]5. This database
also offers a lot of segmentations with 2.7 million instances on 1 million images.

12.2. Different neural networks

In order to make the explanations in this part as intuitive as possible and to make the link with the
objects manipulated in this manuscript, we will give examples in the field of image processing only.

12.2.1. Convolutional Neural Network, CNN

These are the most popular and oldest networks [Goodfellow 16, chapter 9]. What characterises them,
in the first place, is that they perform successive convolutions, which allow, depending on the filter
applied, to highlight different aspects (such as, for example, in image processing, a smoothing filter or
edge detection filter) and which also allow to progressively reduce the image size. In addition to these
convolution size, there is another element to be defined: the padding, the strategy to be applied to
filter on the image borders. Secondly, a convolutional network involves steps of pooling, cutting the
image into a grid and each region of this grid is represented by a value (classically the maximum, hence
the notion of max-pooling but there are other techniques). Finally, we have to choose the stride, the
convolution step to apply (it is no longer a question of using a sliding window as when we read an
image). These two elements, pooling and stride, correspond to a sub-sampling that we can also find
for other types of neural networks. Thus, a convolutional neural network involves two types of layers:
the convolution layers which are always associated with a pooling layer, and the stride layer which
is always associated with a pooling layer (and these are the deepest layers) and the fully connected
layers which correspond to the least deep layers and connect all the neurons together.

12.2.2. Recurrent Neural Network, RNN

The particularity of these networks, introduced in [Rumelhart 86], is to be able to take into account
sequential data. More precisely, a sequence of inputs noted [x1, . . . , xt] will provide an output sequence
noted [y1, . . . , yt], while maintaining an internal state [h1, . . . , ht]. Typically, this type of network allows
to take into account image sequences, videos, that is to say, more generally, to take into account
temporal data, as it is the case in segmentation, with the works of [Ventura 19a]. Another example of
image-based application is the construction of an image legend that allows the scene to be described
according to the different elements that make it up by indicating the dependencies and interaction
links between them [Xu 15]. The simple formulation of this network is given by:

ht = g(Uxt) +Wht−1yt = f(V ht) (12.1)

where U, V and W are the network parameters. It is said that they are shared in time. The simplest
version of the function g is to take the hyperbolic tangent function. The most frequently used recurrent
networks are the LSTM, Long Short Term Memory, networks introduced in [Sepp 97]. Due to
its increased complexity compared to a convolutional network, many variants have been introduced to
estimate and optimize the parameters. In addition, this type of network implies a cost in memory and
computing time. All these variants and all the associated difficulties are described in the following
reference work [Goodfellow 16, chapter 10].

5https://storage.googleapis.com/openimages/web/index.html
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12.2.3. Generative Adversarial Networks, GAN

They were introduced by [Goodfellow 14]. In this publication, the authors have applied this type
of networks to the generation of new images with a high level of realism. The principle is to put in
competition two different networks in a context close to that of game theory: the first network is called
generator, and generates samples or synthetic data, like a synthetic image, while the second network,
its opposing network, the discriminator, tries to distinguish between a synthetic data and a real data.
The more the generator improves, the more realistic the data it produces and, on the contrary, the
discriminator has more difficulty in distinguishing real data from synthetic data. Conversely, the better
the discriminator improves, the more correctly it distinguishes real data from synthetic data and, in
return, the generator provides synthetic data that differs from real data. This situation is similar to
that of a zero-sum two-player game, hence the link with game theory. It is therefore necessary to
set up a strategy where each player minimizes the maximum gain of the adversary. This definition
highlights the difficulty of training this type of network. The works of [Radford 15, Radford 16] give
a certain number of recommendations on the use of this type of neural networks.

Auto-encoders are used to generate a latent representation. Indeed, this network is made up
of an encoder which must allow the extraction of the main characteristics of the input data and
thus build a latent space. More precisely, the encoder must make it possible to reduce the size while
retaining sufficient discriminating information for a decoder to be able to retrieve the input data.
By this definition, the encoder can be assimilated to a PCA, Principal Component Analysis. Finally,
the decoder must be able to reconstruct the input data from the latent space. These networks allow,
in particular, to set up a learning method without annotation of the learning database [Bengio 09].

It is important to note that artificial intelligence tasks can be performed using a classical learn-
ing method, without involving deep neural networks. Indeed, all tasks where it is obvious that we
can explicitly identify the characteristic elements to be known and learned do not need deep neural
networks. We can think about the recognition of discriminating patterns as markers in scenes, as
we use in [Mariyanayagam 18]. But, precisely, in many tasks, it is difficult to determine precisely the
characteristic elements to perform the task. For example, when we want to recognize cars, the models,
shapes, colours, are so diversified that it is difficult to define the precise characteristics to be used. It
is at this stage that the use of neural networks becomes interesting and it is not by hazard that this
object, the car, is, at present, mostly recognized by neural network approaches, such as the tool we
used in the work of [Malon 19b].

12.3. Aspects to be understood in order to use a neural network

Once the database has been mastered and the choice of a network has been made, many elements
remain to be determined in order to set up the proposed network, adapted to the problem we are
trying to solve:
• The optimisation method and in particular the number of epochs6 and the momentum or

inertia term added to avoid stability of a local minimum;

• The layer number;

• The neuron number.
The more we increase the number of layers and neurons, the more we increase the class separation
power of the neural network. However, after a certain number of layers and/or neurons, the network
can be over-learned7. Similarly, if the model is over-trained, this leads to over-learning. There are

6An epoch corresponds to a training on all the data, i.e. the training set was visited entirely for the gradient calculation
7We speak of under-learning when the model learned does not explain the learning set well, i.e. there are many errors.

We talk about over-learning when the learned model explains the learning set so finely that it cannot be generalized
to other data.
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techniques to avoid over-learning (early stopping, regularization, shortened connections). The inter-
ested reader can find these details in [Goodfellow 16]. Currently with more advanced architectures,
the choices are more often the number of repetitions of a certain block, such as, for example, a residual
block in ResNet [He 16], or the inception blocks in [Szegedy 15].

Now that we have made this brief introduction, we can consider the perspective we are planning
for the future.
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Chapter 13.

Perspectives

The perspectives presented in this chapter are at three different levels:

(1) In the continuity of the work of supervised theses: This is the case of the first three sections,
for the § 13.1 and 13.2, the theses have been defended, while the § 13.3 corresponds to a thesis
in progress.

(2) In the continuity of the applicative research work carried out throughout the career: the sec-
tion 13.4 presents the different perspectives related to submissions to project calls for medical
applications and smart city applications.

(3) In the continuity of the research work carried out throughout the career: while the § 13.5 in-
troduces a perspective related to 3D model reconstruction, the § 13.6 addresses the 3D model
simplification for compression. These two proposals are future thesis projects that will start in
September 2020. The section 13.7 addresses the perspectives considered in line with the part II
on multiple matching.

13.1. Towards robust pose estimation by combination of marker
extraction and point of interest detection

We can distinguish two categories of pose estimation approaches: SLAM, Simultaneous Localisation
And Mapping, approaches relying on a controlled environment or with a known part of the scene, and
SFM, Structure From Motion, approaches having no a priori on the scene [Wu 18]. In the part I, we
started to address the pose estimation problem, using points of interest, cf. chapter 4. Within the
framework of the thesis of Damien Mariyanayagam1, we also studied the pose estimation problem, in
a particular context since we use artificial markers in the scene [Mariyanayagam 20], cf. figure 13.1.(a).

The work developed in [Mariyanayagam 18] falls into the category of SLAM approaches, since we
used fiducial markers, markers added artificially in the scene, and in particular, circular markers. In
this work, we have proposed a first approach that provides encouraging results using a single circle
and assuming that we have default calibration parameters. However, we have highlighted the method
limitations, linked to the shooting distance. Indeed, when the marker resolution is low, i.e. when
the size of the marker region in the acquired image is below a threshold2, it is no longer possible to
calculate the pose with a single circle. We have thus developed a hybrid method combining circular
markers with points of interest in the environment [Mariyanayagam 19], cf. figure 13.1.(b). This study
focused on how to exploit these points for the pose estimation.

1Thesis co-supervised with Pierre Gurdjos, under the direction of Vincent Charvillat.
2We consider that below about 50 pixels, the resolution is low.
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Query image

Reference images

(a) (b)

Figure 13.1.: Estimation of the pose associated with the query image using reference images – One
of the markers manipulated in this work is presented in figure (a), while in (b) we present the original
use envisaged. We assume that we have reference images of the markers, as in the black circle on the
right. Then, we wish to recognize markers in a query image, as in the image below. For this work, we
combine markers and points of interest in the scene.

Thus, the natural extension of this work will focus on the following points:

(1) Study the robustness of ellipse detection and thus the impact of ellipse detection
errors on the pose estimation. We have started to study the propagation of uncertainties
in the estimation of the ellipse parameters, using the centre image equation. And so, we have
already been able to observe how an error on detection and calibration introduces an error on
the centre image estimation. The centre image is related to the position of the support plane
marker relative to the camera plane. This work should therefore be enriched by propagating this
study to the pose parameters, in particular to the relative position of the support plane marker
with respect to the camera. To do this, the equations used should be simplified, which is not
trivial. The contribution we wish to make is mainly theoretical.

(2) Improve the robustness of ellipse detection. The marker used, shown in (a), consists
of two circles. However, we focused on the detection and use of only the outer circle. For the
rest of this work, it is therefore a problem of detecting two circles together, knowing that they
are in a particular configuration. More precisely, they are concentric circles and, consequently,
the ellipses (circle images) are confocal. We thus wish to solve a delicate problem of a double
estimation with constraint. The interest is to obtain a reliable marker position detection.

(3) Study the impact on the results of the type of points of interest used. In particular, we
want to highlight the detector(s) that provide the most reliable and repeatable points of interest.
In particular, we want to continue the work proposed in [Rashwan 19a] on 2D detection.

206



13.2. Towards textured and matched skeletons based on points of interest

(4) Explore existing detection approaches involving deep learning. Many deep learning
approaches have been introduced, such as [Kendall 16, Duong 18, Bui 18b]. In particular, for
interior scenes such as those we are studying [Acharya 19]. The approach of [Bui 18a] is an
example of a network where the matching step is learned. Moreover, in [Mondéjar-Guerra 18],
a neural network is exploited to recognize markers, here rectangular, under extreme conditions.
We plan to study the use of this type of network, to detect circular markers like the ones we have
studied. Thus, we wish to draw inspiration from these approaches to, on the first hand, compare
performances, and, on the second hand, build a new hybrid approach combining circular markers
and points of interest using, like those introduced in the chapter 4, and involving deep learning.

(5) Connect with deep learning approaches for pose estimation. With Hatem Rashwan,
we also started to study pose estimation using generative adversary networks [Abdulwahab 20].
We would like to enrich this work by linking it to the work of Damien TextscMariyanayagam.

13.2. Towards textured and matched skeletons based on points of
interest

In this manuscript, we have presented many classical vision tools that allow to obtain a 3D recon-
struction of an object or a scene. For instance, in the part I where we introduced point of interest
detection operators, in 2D and 3D, and 2D and 3D registration tools, but also, in the part II, where
we presented many matching approaches, mostly in binocular stereovision. In the development of
this manuscript, we have repeatedly identified the difficulty with the lack of texture. In particular, in
the part II, we proposed approaches combining complementary correlation measures, chapter 6.2, or
matching approaches by reliable seed propagation, chapter 6.3, or by voting scheme 6.4. In the context
of the thesis of Bastien Durix3, we were able to work on a rather different approach, cf. figure 13.2.
Indeed, we have matched 2D skeletons, figure (b), to perform a 3D reconstruction [Durix 17], (c).

(a) (b) (c)

Figure 13.2.: 3D reconstruction from the perspective skeletons of shapes – From several images ac-
quired from different points of view, in (a), we propose to perform the reconstruction of the object
in (c). This reconstruction goes through a background/foreground segmentation step, then a skeleton
estimation, in 2D, as in (b). From these 2D skeletons, we are able to estimate the skeleton in 3D and
thus to reconstruct the object.

3Thesis co-directed with Géraldine Morin.
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The advantage of this new family of skeleton-based reconstruction approaches is that it avoids
this difficulty since there is no longer any points of interest or pixel matching. Moreover, from an
application point of view, the resulting 3D model is easily editable, thanks to the skeleton structure,
and 3 to 5 images are sufficient to perform the reconstruction. Finally, another advantage of this
approach is to be able to build a complete virtual 3D model, i.e. a closed one. More precisely, the
application aim is: a user can take 3 to 5 pictures of the same object, from different points of view.
This object must be essentially tubular and closed. We assume that we are able to segment this object
(with a background/foreground segmentation method). And as a result, we are working on a binary
image that represents the shape of the object.

Thus, assuming these input data, the thesis contributions are:

(1) The study of the object silhouette formation with respect to its skeleton and the properties of its
perspective projection. This perspective skeleton study has allowed us to develop an algorithm
for estimating the perspective projection of a curvilinear 3D skeleton, consisting of a curve
set [Durix 15a].

(2) The estimation of the 3D object skeleton from its projections associated with a an image set of
this object [Durix 16a].

(3) The reconstruction of 3D surface skeletons in order to take into account objects whose 3D
skeletons do not consist of a curve set but may also contain surface parts. For this last algorithm,
the principle is to make the 3D skeleton expand, under the constraints given by the object images.

In general, a difficulty in skeleton estimation approaches is related to the contour discretisation of
2D shape. Indeed, this induces artefacts and, in particular, branches that are not very informative.
Thus, the work published in [Durix 15a] has been improved by taking into account the discretisation
of the contour of the 2D shape. To do this, we have implemented a circle propagation approach inside
the shape by maintaining contact with the edges and explicitly modeling the noise associated with the
shape contour [Durix 19a, Durix 19b].

The proposed method allows to reconstruct the object in 3D but without any texture information.
For this reason, it was then enriched by proposing to add a texture to the model by exploiting the
texture present in the acquired images [Fayer 18]. The major difficulty to perform this work is to be
able to apply a texture on the parts of the model which are not visible in the various acquisitions.
This is why the originality of the proposed work is to rely on an inpainting approach.

Like all the subjects discussed in this manuscript (detection, matching and segmentation), the skele-
ton estimation, in 2D or 3D, of an object or a person, has also been modernized by progressively intro-
ducing deep learning tools. This started with skeletal estimation of people, as in the famous approach
OpenPose [Cao 17b], but now it concerns all skeletal estimation approaches and a recent workshop,
Deep Learning for Geometric Shape Understanding4, based on a common dataset [Demir 19], high-
lighted many promising approaches [Atienza 19, Panichev 19, Nathan 19]. In all these methods, a
generative adversarial networks, based on encoder/decoder principle, is used. More precisely, each
of these papers takes up a U-Net [Ronneberger 15] network that we presented in the part about
segmentation, part III, page 195.

In order to pursue our goal of combining photometry and geometry for improved matching and
segmentation, and in the context of the literature we have just presented, here are the perspectives
we envisage on this theme:

(1) The reconstruction approach is not fully automatic, in particular the initial back-
ground/foreground segmentation is based on a semi-automatic approach where the user indicates
the regions inside and outside the form, these regions being obtained by applying a superpixel

4Organized within the framework of the CVPR conference, IEEE Conference on Computer Vision and Pattern Recog-
nition, in 2019.
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segmentation approach, cf. § 8.3. We could use an even more advanced semi-automatic approach,
by outlining, as proposed in [Pizenberg 17] but it seems quite natural to try to completely au-
tomate the shape segmentation to make the reconstruction tool even more accessible to
the general public. For this, it is necessary to evaluate the impact of erroneous segmentation
on the quality of the reconstruction result obtained. This study would clarify the performance
of the tool as well as possible improvements. We plan to automate segmentation by continu-
ing to use a superpixel approach coupled with the use of neural network classification, such as
those presented on page 11.5, in order to differentiate between background and foreground using
the semantic. Moreover, we could imagine a joint approach allowing to combine shape contour
estimation and skeleton estimation.

(2) In the work achieved, difficulties persist under certain circumstances, such as when shapes are
repeated in the same object, and can therefore be confused or mixed, as is the case, for example,
with the different body parts (legs, arms) of a person. On the other hand, some fine details
are considered as noise and are not taken into account, and, conversely, a noise on the shape
can be assimilated to a detail to be preserved. Thus, we are considering combining the
skeleton approach with a detection of salient points or points of interest. Indeed, we are
thinking of performing an automatic seed detection to start and/or control the propagation of
the skeleton. These germs can correspond to salient regions, in the manner of what is detected
in [Cao 17b] or points of interest on the shape, in 2D or 3D, in the manner of what we realized
in [Abdulwahab 20]. We hope that both photometric and geometric characterisation helps to
distinguish elements having a shape close to each other and also to separate important shape
details from noise.

(3) It is obvious that with 3 to 5 acquisition by a non-expert user, the acquisitions may not be
sufficiently complementary: first, for the proposed approach to be applicable, and second, to
reconstruct the whole form. We would therefore like to add a process to indicate to a user the
how to take new pictures to complete the reconstruction. This notion is related to
finding the next best view, discussed in the § 13.5.

(4) Finally, we want, on the hand, to compare the results we obtain with those obtained
in [Atienza 19, Panichev 19, Nathan 19] in order to understand in finer detail the interests and
disadvantages of each in relation to the others, and, on the other, to propose new approaches al-
lowing us to take the advantages of these approaches. In the longer term, we are thinking about
exploiting semantic information to refine the treatment of the different skeleton
parts.

13.3. Towards a combination of multiple unsynchronised dynamic
and static videos with or without overlap

The work we presented in chapter 7 focuses on analysing camera networks to determine which cameras
have overlapping views. The originality of the work lies in the study of the correlation of activities
between videos, without using tracking or re-identification tools. We made this initial choice because
we felt that we did not have the ideal conditions to exploit these tools. The objects present in the
videos were of too low resolution and, above all, the camera positions and their points of view were too
different. Object detection is therefore delicate and it is even more difficult to extract reliable tracking.
The results that we have presented with this approach without tracking and without re-identification
are encouraging but we wish to enrich them.

In [Smeulders 03], the authors highlight trends for tracking in multiple videos. This problem is
seen as a 3D re-identification problem, and in this context, the authors distinguish the following three
aspects that can be considered:
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(1) Recognizing and tracking primitives, it is the whole point of the part I;

(2) Taking into consideration the temporal aspect and the accumulation of information over time;

(3) Estimating a 3D reconstruction to perform this task in 3D.

At the end of the work presented, it seems relevant and original to add 3D information to our work
and, in the case of person recognition, to distinguish the different parts of the body. This is what we
have started to study, within the framework of the European project VICTORIA, by simply using the
existing algorithm OpenPose [Cao 17b], in 2D and 3D. In addition, the new challenges to come are
related to the management of crowded places, in particular with the treatment of the behaviour of
people observing the same scene [Mahmood 19], or of moving crowds, such as pedestrians [Gupta 18] to
anticipate collisions. Classically, in computer vision, and more particularly in stereovision, to perform
a 3D reconstruction, it is necessary to have images of good resolution with sufficient overlap and the
possibility of obtaining or estimating calibration parameters in a sufficiently reliable manner. We did
not have this quality of input data in the work we presented in chapter 7, which is why we did not
exploit the 3D reconstruction that we could estimate from the different overlapping cameras. In this
work, we also considered static and near synchronised cameras. We also considered that there was no
or very little user interaction and finally, we did not establish links between cameras whose fields of
view do not overlap, but which are dependent on each other (the output of a camera corresponds to
the input of an other camera, for example).

Consequently, here are all the perspectives that we imagine for this work and that will have an
opening towards using deep learning and introducing other kind of user interactions:

(1) Taking into account the scenery should help to estimate the differences in points of view
between cameras. Notably, in order to be able to evaluate the interest of one video compared
to another, we would like to determine if their cameras are oriented in the same direction,
side by side, or on the contrary, if they are face to face. In order to perform this task, we
would like to study the scenery, using a scene semantic segmentation. The contribution would
focus on the exploitation of this segmentation and not on the segmentation approach itself.
We expect cameras placed side by side (and facing the same scenery) to have similar semantic
segmentations, where cameras with different orientations, or even facing each other, may have
less in common. In terms of semantic segmentation, in figure 13.3.(a), we can see the videos, from
the ToCaDa dataset, positioned in relation to each other according to the similarity between
their semantic segmentations (this is a preliminary result we have obtained). Ideally, from these
semantic segmentations, we would like to establish a scenery model. We could also consider using
techniques that exploit multiple videos to stabilize this scenery segmentation, as in [Ventura 19b].
This implies that we have a selective process, i.e. only in videos that are identified with an
overlap, we refine the scenery segmentation with this type of approach. Finally, another aspect
is to study the movements in order to determine the camera position, and the work we have
proposed for the trajectory reformulation can contribute to this task.

(2) The dynamic video processing, as illustrated in the figure 13.3.(b), involves a rather different
philosophy of treatment than the one we have in place. It seems obvious that the first task will
be to sort the videos between dynamic videos and static videos (this task can be done simply
by studying the global motion in the video). The fact that the video is dynamic implies that
the overlap between videos will not be constant and stable, as in the case of static videos. It
also implies that the accumulation time of the overlap evidences will be much shorter. All
these accumulated difficulties indicate that it will be necessary to give more importance to the
recognition and re-identification of objects, on one hand, and that it will be necessary to rely
on more consequent learning, on the other hand. Finally, these are extreme scenarios in which
the user will have to play a more important part by possibly indicating an object of interest
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identified in a video. These dynamic videos can therefore be used in addition to static videos in
which a user indicates an object of interest.

(a) (b)

Figure 13.3.: Analysis of complex camera networks with scenery consideration – In (a), we present
preliminary results on the use of scenery semantic segmentation in order to highlight cameras that
have scenery similrity. In (b), we illustrate the types of configuration that have not been addressed in
our work and that we would like to address. This example is based on a case with 3 fixed cameras and
1 dynamic camera, linked to a smartphone. We thus assume that the field of view of the smartphone
camera will cross that of the other cameras on the path it will take, materialized by the black arrow.
We have not illustrated the field of view of the smartphone’s camera because it is in motion and
therefore it evolves. This example also illustrates the case of cameras that do not have overlapping
fields of view but where there is a link because it is very likely that the objects seen by the black
camera will be seen by the blue camera after a certain delay. Finally, the time chronology on the left
highlight the problems of unsynchronisation that we would like to take into account.

(3) The unsynchronised video processing has the effect of identifying problems with lags be-
tween videos. The time chronology on the left in figure 13.3.(b), illustrate this case. In the same
way as for the dynamic video processing, we must first consider sorting the videos into groups
of videos that are synchronised or easy to synchronise (those are the ones for which we have
reliable timestamp information) among themselves, and then apply a strategy to handle these
unsynchronisations. For the videos where it is necessary to do a synchronisation with the others,
we can imagine using the method we have already implemented, but this time we have to search
on one hand on a subset of the video and, on the other hand, assuming a much larger time lag.
This means that we face the following challenges: being able to determine a time interval that is
relevant enough to make a comparison, being able to determine a quick search strategy, because
if we apply the current method as it is, the computation times will be very high.

(4) The addition of depth via 3D reconstruction should improve the results. Indeed, at present,
it is possible to estimate depth, even in non-ideal conditions, using a generative adversarial
networks, as we introduced in [Abdulwahab 20]. The work we would like to address is to define
how to combine this approximate 3D information with our existing approach. We can expect
that this depth information gives information about the objects but also about the scenery in
order to estimate the correlation of people and objects. This information could participate in
the distance calculation that we use. We can moreover quote the work of [Ruiz-Hidalgo 12]
which makes it possible to combine colour and depth of multiple cameras to achieve a scene
segmentation. Generally, being able to analyse the various static and dynamic elements of
the scene, based on a partial scene reconstruction, should enable us to improve the proposed
approach. In this sense, the work presented in [Jiang 17] is an interesting approach to obtain
this preliminary analysis.

(5) It is necessary to add links between videos without overlap but with a dependency
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link, as it is the case between the black and blue cameras of the figure 13.3. To perform this task,
we can again work on the activity functions we have defined. Indeed, until now, we have been
working on the correlation of these functions throughout the video and at the same moments.
Now we need to explore this coincidence of activity but with a sufficiently significant time interval
to determine that there is a sequential link rather than a simultaneous activity. This task is
complex because it considerably increases the amount of calculations. However, it seems obvious
that this work must be done after having established the direct links which therefore reduces
the calculation time. This description allows us to highlight that this treatment could be quite
related or similar to the one we are considering for the management of non-synchronised videos.

(6) The textbfevent detection processing should allow us to increase robustness and reduce compu-
tational time. Until now, we have studied all the activities, without trying to qualify them. We
know that in video processing, there is a lot of work on identifying key frames, to extract the
most significant moments in a video [Liu 03] or on searching for the scene key elements, i.e. the
elements that contain the most relevant information [Bellver Bueno 17]. Our approach could
be adapted by giving more importance to these events to identify the event coincidences rather
than all the activity coincidences. This event consideration should also lead us to more quickly
find links between videos without overlap.

13.4. Combination and correlation of multimedia information

13.4.1. Data correlation for the post-cancer medical aftercare service

Currently, a lot of information is available to monitor a patient health state, especially after treatment
for cancer. Indeed, it is now possible to collect information on a daily practice of a patient: food,
sports activity, social activity, which are indicators of the risk of relapse, and which complement clinical
information (imaging, biometric analysis, genetic analysis). The links between these indicators of daily
life (food hygiene and mental state) and the risk of relapse are beginning to be highlighted, but it
is necessary to have a significant statistical validation, and to link these different indicators more
precisely with the risk of relapse, in order to be able to predict the risks and also to inform the patient
and help him/her to change his/her behaviour to minimise the risk of relapse. Thus, we wish to
analyse and find correlations between all types of patient data (physical, medical, social, behavioural,
cognitive and emotional status) in order to provide, cf. diagram of figure 13.4:

(1) A measure of the risk of relapse;

(2) Some personal and individual lifestyle recommendations to patients;

(3) A decision aid for doctors to make treatment and suggestions to patients;

(4) An evaluation of the toxicity of the treatments carried out, and especially the impact of these
recommendations on the toxicity of the proposed treatments.

More specifically, in terms of research, here are the points that we want to explore:

• Automatic classification of activities from videos taken from ”embedded” cameras on the patient
using deep learning;

• Estimation of correlations between different patient parameters and measurements and relapse;

• Estimating the risk of relapse after treatment.

212



13.4. Combination and correlation of multimedia information

In terms of detection and classification of daily activities, this work has already been initiated and
we have published preliminary results in [Sarker 19]. This work is based on the use of a lifelogging
camera, i.e. a camera worn by the user and which films his daily life. This actual definition implies
many difficulties to process these data: a considerable amount of data to manage, images of rather
low quality and with points of view not always advantageous in terms of acquisition and/or image
recognition (lighting problems, lack of data, useless data from the set, variability of the acquired
scenes). Thus, the task of automatic recognition of the places visited by a patient is very tricky and
naturally, a deep learning treatment seems adapted to this situation. More precisely, from the acquired
videos, we would like to recognize the places visited and the type of food consumed by a patient in
order to determine his quality of life.

Concerning the estimation of correlations between different parameters and measurements, we wish
to explore these aspects by collaborating with Sandrine Mouysset, IRIT-APO team, Toulouse.

Figure 13.4.: Processing of the data concerning patients followed up after cancer.

13.4.2. Combining video for a smart, comfortable and safe city

This application perspective is a part of the collaboration with the company Kawantech. The par-
ticularity of this company is that its objective is to exploit infrastructures already in place, namely
public street lamps, to offer lighting management support services, in order to reduce the ecological
and economical impact of public lighting. Recently, they aim at improving, over all, the safety of
what we call the vulnerables : pedestrians, cyclists or other gentle vehicule such as skates, scooters,
and skateboards. More generally, this company wishes to offer extended services, such as searching
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for available parking spaces or detecting road pavement defects, for maintenance but also as an aid
to the autonomous vehicle navigation, in order to improve the safety and the comfort of the users
(by avoiding defects). To perform this task, the company uses classic computer vision tools: motion
detection, change detection, tracking of objects of interest, roadway segmentation. In this context, the
company has already made a request for expertise. A very important aspect of the work conducted in
this company is the respect of privacy and in particular of the General Data Protection Regulations
(GDPR) and therefore, for this, there is no connection between lamps to communicate and there are
no systems for person re-identification.

A priority of the planned research is to study the risks of impacts between vehicles and vulnerable.
In order to accomplish this task, it is essential to have an analysis of the movements of these elements
in the scene. In terms of vision, it is therefore a matter of recognizing a form of interest and then
following it. This field is already very well studied in computer vision [Veeraraghavan 05, Aggarwal 11].
In fact, we have already started work on pedestrian detection [Rashwan 19b]. The risk of collisions
between pedestrians is also an active area of research [Sayed 13]. Recently, techniques based on
recurrent neural networks citeAlahi2016, Xu2018 or generative adversary networks citeGupta2018 have
been introduced. These methods are references in the field and already give satisfactory answers for
pedestrians. They have been validated on many public data sets. These approaches take into account
unpredictable movements linked to interactions between groups of people but they do not address the
behaviour of other types of non-motorised vehicles or interactions and possible collisions with vehicles.
With regard to the collision between vulnerable people and vehicles, studies have been developed, but
mainly taking into account a single camera placed on the vehicle [Yoshitake 18]. However, the thesis
of [Perollaz 08] highlights the interest of cooperative systems, in particular communication between
vehicles to warn of an obstacle, an impact.

We wish to study slow movements (below 30km/h), elements of reasonable size (smaller than a
motor vehicle) taking into account the different sensors available. Thus, many difficulties are raised:

(1) The object shape and size are variable from one category to another (pedestrians, bicycles,
others).

(2) The shape and size of the same object can differ over time and from one point of view to another.

(3) The different elements can be partially or totally hidden. This kind of situation often leads to
confusion (exchanges) between the different elements being monitored.

(4) The acquisition conditions, in particular the lighting, evolve over time generating many difficul-
ties: saturated image, under-exposed image, blur effect.

Listing these constraints and difficulties highlights the scientific challenges of this work: we need
an approach that integrates the redundancy of information from multiple sensors while taking these
problems into account. The first interest of the proposed work lies in the fact of combining data of a
different nature: videos/images acquired by surveillance cameras or cameras related to the manage-
ment of urban space, such as lighting, which have very different points of view. The second interest
is to proceed in a different way from the literature, starting by identifying in the sensor network the
links between the different sensors, as in [Malon 19b]: overlap or not, delay or link between sensors
and to use this information to track objects. This way of proceeding is complementary to the task of
re-identification and we wish to study these two approaches in order to compare them and then use
them in a complementary way.

Consequently, with respect to the descriptor construction for classical tracking, one possi-
ble approach is about using a 3D object database and 2D/3D curvature as in our previous
work [Rashwan 19a]. Another approach would be to extract the silhouettes of these vulnerable fea-
tures using a method based on spatial and colourimetric models of the background and foreground. At
the end of this part, we will have the results of the detection of the vulnerables, their silhouettes and
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a compact and global signature characterising their passage under a camera. This information can
then cooperate with information from another camera for re-identification purposes. Finally, we wish
to build link graphs between videos/sensors by exploiting object detections in images, by exploiting
single-image detections, as we have done in previous works [Malon 19b]. The interest of estimating
this graph is to allow, a priori, to limit the search for re-identification, and/or a posteriori, to correct
the errors of re-identification. This part assumes that a synchronisation of the image acquisitions has
been performed beforehand.

13.5. Towards the reconstruction of a complete 3D model of
guaranteed quality

Figure 13.5.: Example of a 3D reconstruction of the Capitole of Toulouse using the
MVS [AliceVision 18] technique – In the image on the left, we can notice a lower density of re-
constructed points on the right side of the building. This difference is due to the insufficient number
of acquired images. This does not allow us to reconstruct the geometric (image in the center) and
photometric (right) details.

In this manuscript, on the first hand, we have manipulated 3D models, cf. chapters 3 and 4, and,
on the second hand, we have worked on the matching step, essential for the reconstruction, both in
chapter 4, and in part I. The perspectives presented in the § 13.1 and 13.2 also enabled us to work on
pose estimation, on the one hand, and 3D reconstruction of objects, on the other hand, but for specific
cases, with fiducial markers for one and tubular objects for the other. At present, we are interested in
the reconstruction of 3D models from a set of images. We do not wish to limit this number of images,
unlike the work presented in § 13.2, but this time we wish to guide the user so that he can choose
the point of view that will allow him to best complete his 3D model. In addition, we know that it
is possible to generate 3D models with images as well as with 3D or RGB-D data and we want to
take all these types of data into account. Finally, in this section, when we talk about manipulated 3D
models, we are talking about surface models represented by a mesh.

There are already many efficient approaches [Furukawa 15] allowing even to generate very large
scale models from any set of images [Snavely 06] or a video stream [Taketomi 17]. In addition, current
techniques rely on increasingly multi-modal data [Kim 14]. However, few works address the problem
of the quality of the resulting model. Indeed, all these techniques rely on manual data acquisition and
the choice of the captures is usually left to the expertise of the operator who follows general qualitative
rules [Wenzel 13] to find a compromise between overlap of the captures and acquisition of new parts
of the scene. The final model produced may thus be incomplete, either because the acquired data do
not sufficiently cover the real model, we speak of missing data, or because some parts of the object
are more difficult than others to reconstruct automatically due to lack of overlap or in the presence of
occlusions. Another difficulty is related to having different resolutions, i.e. a different level of detail,
for the geometry and the texture, in the various parts of the scene. As a result, the model produced
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will be of unequal quality, as we can see from the example in figure 13.5.
Thus, we wish to address the problem of the model quality and more precisely the problem of

choosing the optimal acquisitions to generate a complete model with guaranteed and uniform geometric
and photometric resolutions. In the literature, this problem corresponds to the choice of the Next
Best View , NBV [Connolly 85]. It is important to distinguish between approaches that can be used
indoors, such as the one discussed in § 13.2, and approaches that can be used outdoors, such as the
ones we wish to study. Indoors, especially in the robotics community, this problem has been widely
studied [Scott 03]. In this context, it is necessary to plan the positions of the shots in an optimal way
to guarantee a complete digitization of an object or an environment while minimizing the acquisition
number [Khalfaoui 13]. The methods offered in this context are specific to the type of 3D sensor used.
Moreover, constrained by the limitations of robotic manipulators, they are adapted for relatively small
object sizes [Karaszewski 16]. Finally, few works use photometric information, colour or texture, to
complete the model [Banerjee 18].

In the context of image reconstruction, the authors of [Hoppe 12] introduce an interactive approach
to improve the quality of the reconstructed 3D model by indicating regions of the model with low
geometric resolution. However, they do not identify the optimal shot, the next best view, NBV.
For this task, [Langguth 13] introduces an approach to guide a non-expert user by proposing NBV
limited to the sphere around the object. The approach of [Golodetz 18] is a collaborative method
between several agents, but does not guarantee a complete final reconstruction. The study proposed
in [Haner 12] uses the estimation of the uncertainty of the camera positions and the reconstructed
points to propagate the error covariance and select the NBV that minimizes the uncertainty. However,
it is not suitable for large scenes and does not guarantee geometric and photometric completeness.
More recently, the problem of mesh quality has been addressed in [Morreale 19] but this approach
does not ensure geometric and photometric completeness. Finally, recent approaches [Mendoza 20]
use deep learning to determine the best shots for the object reconstruction but they are limited because
they assume a priori knowledge of the shape or object class to be reconstructed and cannot be easily
generalized to any scenes. Finally, we can cite approaches that combine data of different nature as
well as mesh over-segmentation to reconstruct the 3D model [Bódis-Szomorú 15].

Thus, in this bibliographical context, we wish to propose a method to ensure the completeness
of the generated 3D model, in terms of geometric and photometric appearance. We wish to define
criteria to determine complementary points of view with sufficient overlap with the previous views to
complete the reconstruction. We want to propose criteria that are as independent as possible of the
type of sensor and the data used. In general, the input data will be colour images or 3D data with
photometric information for each 3D point, from an RGB-D sensor or a LIDAR5. We assume that we
are working with a first set of acquisitions and a preliminary and potentially incomplete 3D model on
which to formulate the criteria for the search for additional image captures.

We are considering the possibility of using a scene semantic analysis [Minaee 20] to extract useful
information to better guide the choice of the new image acquisition point of view. For example,
detecting and recognizing the scene object class could give additional information to be taken into
account in the criteria to benefit from a priori on the scene such as the object properties, the regularity
of the elements present, the 3D pattern repetition, the scene structure, the texture types, the topology
and the relations between the objects, and the typical shape, called template, of the objects. These
constraints can guide the search for NBV but can also be used during or after the reconstruction to
detect the geometric primitives characterising the scene and to simplify the representation of the 3D
model [Monszpart 15, Morreale 19].

5LIght (or Laser Imaging) Detection And Ranging.
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13.6. Towards a unified and combined use of 2D and 3D salient
features

Figure 13.6.: Image spatial and temporal compression – To illustrate our statements, we use fragments
of ”invisible art” [McCloud 93]. Left: the stylized drawing reduces the semantic information compared
to a complete image, keeping the salient elements for comprehension. Right: A very reduced temporal
information, here with only 2 pictures and a very short text, a complete action of a character assault
(couple of pictures on the left) is depicted. This narration is implicit.

When we want to use, manipulate and share a dynamic 3D object, it is possible to simply collect
many different kinds of data: images or videos, sequences of 3D models, or depth maps. We have
illustrated this in the work presented in the part I. We know that 3D models are intrinsically inde-
pendent of point of view, whereas images and depth maps are linked to a point of view. Moreover, we
have shown that the literature is abundant on the characterisation of data by the extraction of points
of interest or salient regions: both in images, in 2D, cf. chapter 2, and in 3D models, cf. chapter 3.
We have already introduced approaches allowing to combine data in different modalities, cf. § 3.3 and
chapter 4.

To manipulate and use these various data, it is also important to distinguish similarities or rep-
etitions. We have initiated this work with § 3.2 and we know that there are approaches also in
2D [Chen 13]. We would therefore like to investigate these repetitions/similarities detection by intro-
ducing a study and a method similar to what we have done in 2D/3D detection and registration in
the chapter 4.

In the part I, we have addressed the notion of multimodal detection without taking into account
the temporal aspects, whereas some works allow to take into account these aspects to detect a region
or a point of interest, in 2D [Laptev 04], and also in 3D [Ahmed 08].

Finally, with recent advances in deep learning, new detection and characterisation techniques rely
on learning tools, both in 2D, with Siamese convolutional networks to learn simultaneously similarities
and dissimilarities [Simonyan 15, Tian 17], and in 3D [Ghadai 19].

The work we wish to develop is based on an analogy to the comic strip and, in particular, the
highly compressed, but nevertheless equally meaningful, in which the data is represented. A comic
strip manages to tell a story, to make characters and places live and evolve, sometimes with only a
few lines and words, cf. figure 13.6. By drawing inspiration from the processes of narration, we want
to extract from spatial and/or temporal data all the salient information to represent the meaning of
these data in a compact, efficient and relevant way.

There are many applications that require the detection, characterisation and matching of salient
points, such as 3D reconstruction, shape analysis or compression. We will first focus on the case of
compression, where we seek to determine both salient points and their repetitions.
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13.7. Towards a combination of segmentation and matching

A whole part of this manuscript has been dedicated to matching, cf. part II, and in particular stereo-
scopic matching. We have shown the interest of merging different correlation measures, cf. § 6.2,
as well as the interest of combining segmentation and matching, cf. sections 6.3 and 6.4. Other
works are also related, notably the urban scene segmentation, cf. chapter 9, where we have used both
over-segmentation and matching of points of interest. We have also started to study the possibility
of combining matching and superpixels6. We can think of the introduction of superpixels into the
matching process in two different ways:

1. We perform superpixel matching and these correspondences are directly used to perform the
matching at the pixel level.

2. We add constraints to the pixel-level matching by introducing/propagating the over-
segmentation information, in the same way as was introduced in the sections 6.3 and 6.4. That
means we are not attempting to match the superpixels.

The first case is based on the assumption that the construction of superpixels is consistent from
one image to another in a sequence. Our study of superpixels shows us that it is difficult to obtain
superpixels that match perfectly, cf. the examples provided in figure 13.7 on images extracted from
the last database provided by Middlebury [Scharstein 14].

(a)

(b)

Figure 13.7.: Examples of superpixels performed on a stereo pair – We computed the superpixels of
the approach [Achanta 12], in (a), and [Felzenszwalb 04], in (b). We deliberately chose very different
constructors and kept the same set of parameters for the two images of the stereo pair.

In the second case, these are often approaches applied to improve depth maps extracted by a 3D
sensor or more precisely to improve the interpolation of this depth. Indeed, it is known that the
estimation of these depths can be rather approximate and prone to errors [Matsuo 13, Cambra 14].
In this application framework, this segmentation is seen as a surface segmentation. In the field of
correlation-based stereoscopic matching, we assume that the neighbours of the studied pixel have the
same disparity or belong to the same object. But this is not always the case. This is the reason why in
many publications the authors have proposed to use an adaptive window taking into account contour
elements or segmentations.

6This was the subject of the master 2 internship of Emilie Jalras in 2015. All the preliminary results we present in
this section are from her work.
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The emergence of superpixels, whose objective is to propose an image over-segmentation that takes
into account the finest details, makes it possible to refine this concept of an adaptive window, since it
is possible to adjust even more finely the way of selecting the neighbourhood involved. Thus, we can
cite the local approach of [Tong 10] which is based on the use of three different segmentation levels.
The first level of segmentation must allow the different parts of the scene to be segmented, respecting
the contours. The second level is a refinement of the regions detected at the first level and should
provide the different objects present in the segmented scene. Finally, the last level corresponds to a
breakdown into even finer superpixels (which must logically contain sub-parts of the objects present).
The matching is then performed by applying different matching algorithms in sequence. The first
matching algorithm searches for corresponding superpixels in the second image (the algorithm relies
only on the superpixels detected in the initial image) while the second will refine the calculations
to the pixel using the corresponding regions found. The authors also introduced a global approach
where superpixels are used [Xie 10]. In particular, they evaluated the influence of the type of over-
segmentation used.

All these approaches encouraged us to perform first tests in order to improve the robust matching
techniques implemented during the thesis [Chambon 05a, Chapter 3]. Indeed, the correlation measure
proposed and put forward is based on a partial use of the correlation window because we suppose that
in the case of an occlusion, a part of this window should not be taken into account. To make the choice
between pixels to be retained and pixels to be rejected, we used only a photometric criterion. It seems
to us that this work can be enriched by taking into account a criterion related to a segmentation into
regions. Indeed, we considered using the superpixel as a support to refine the neighbourhood taken
into account in a correlation-based matching approach. More precisely, the rejected pixels correspond
to those that are not part of the same superpixel, as we can see in figure 13.8.

Figure 13.8.: Example of superpixels used to perform the matching – We have computed the super-
pixels of the approach [Achanta 12], in red, and illustrate the difference with some of the classical
correlation windows, noted in blue, used in a classical correlation approach.

The first results we have obtained highlight the fact that using an over-segmentation like the one
in [Felzenszwalb 04], which favours photometric similarity more than superpixel regularity, allows us
to obtain the best results in terms of percentage of correct matches. Moreover, it improves results
especially for complex scenes like the one shown in figure 13.9, that is, scenes with low texture and
repetitive patterns.

The interest of this type of approach combining superpixels and matching algorithms has also
been demonstrated and reinforced by the publication of [Xue 19] because the proposed approach
obtains results that surpass those obtained by neural network approaches. In the context of deep
learning, approaches involving semantic segmentation have also been developed, based on a partial
correspondence by points of interest in [Yang 18]. The exploited semantic segmentation is directly
integrated in the constraints cost of the global matching cost.

We therefore wish to develop this work, in a deep learning context, by exploiting a matching cost
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involving the principle of superpixels, or even the notion of semantic segmentation, in the continuity
of what we have studied and what has been achieved in the literature in matching based on deep
learning.

(a) (b) (c) (d)

Figure 13.9.: Matching result obtained by combining correlation approach and superpixel over-
segmentation – In (a), we present an image of the stereo pair with in red the superpixels computed
by [Felzenszwalb 04]. In (b) and (c), these are the classical results obtained with SMAD and ZNCC
correlation measures respectively, while in (d), this is the result obtained by combining superpixels and
classical matching with ZNCC. The images used are part of the dataset published in [Scharstein 14],
which we did not use in the work of II, as the work of this part is prior to 2014.
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points d’intérêt d’images TEP et TDM du poumon. In Congrès Francophone de Reconnaissance des
Formes et Intelligence Artificielle, RFIA, 2008.

[Chambon 09] S. Chambon, P. Subirats and J. Dumoulin. Introduction of a wavelet transform
based on 2D matched filter in a Markov Random Field for fine structure extraction: Application
on road crack detection. In IS&T/SPIE Electronic Imaging, Image Processing: Machine Vision
Applications II, 2009.

[Chambon 10a] S. Chambon. Road Crack Extraction with Adapted Filtering and Markov Model-based
Segmentation – Introduction and Validation. In International Joint Conference on Computer Vision,
Imaging and Computer Graphics Theory and Applications, VISAPP, pages 349–354, 2010.

[Chambon 10b] S. Chambon, A. Crouzil, M. El Miziani, G. Lemarie and P. Le Callet.
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Applications – Partie Vision, Semestre de Septembre à Janvier, Troisième année, parcours Mul-
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de Clermont Ferrand, Université d’Auvergne, 2015.
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partir d’une vue de leur contour. PhD thesis, Institut National Polytechnique de Toulouse, INPT,
March 2020.
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Maŕın-Jiménez and R. Medina-Carnicer. Robust identification of fiducial markers in chal-
lenging conditions. Expert Systems with Applications, 93:336–345, 2018.

[Monszpart 15] A. Monszpart, N. Mellado, G. J. Brostow and N. J. Mitra. RAPter: Rebuilding
Man-made Scenes with Regular Arrangements of Planes. ACM transactions on graphics,TOG,
34(4):103:1–103:12, 2015.

[Montanvert 91] A. Montanvert, P. Meer and A. Rosenfeld. Hierarchical Image Analysis Using
Irregular Tessellations. IEEE Transactions on Pattern Analysis and Machine Intelligence, TPAMI,
13(4):307–316, 1991.

[Moore 08] A. P. Moore, S. Prince, J. Warrell, U. Mohammed and G. Jones. Superpixel
lattices. In IEEE Conference on Computer Vision Pattern Recognition, CVPR, June 2008.

[Moore 09] A.P. Moore, S. J. D. Prince, J. Warrell, U. Mohammed and G. Jones. Scene shape
priors for superpixel segmentation. In Internationl Conference on Computer Vision, ICCV, pages
771–778, 2009.

[Moravec 80] H. Moravec. Obstacle Avoidance and Navigation in the Real World by a Seeing Robot
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Appendix A.

Appendix on 2D and 3D primitive
detection

A.1. 2D point of interest detectors: the details

We have chosen to present the approaches by separating them into three categories: first-order op-
erator, region-based operator and second-order operator. In addition, for each category, we indicate
the multi-scale approaches. This is why, in a first step, we present the most classical way to build an
image pyramid.

A.1.1. Building a pyramid of images

The problem is to produce from one image a set of images of increasingly lower resolution. Several
techniques have been developed to calculate image pyramids, mainly, in the field of image compres-
sion [Burt 83]. There are different types of pyramids:

• Regular pyramids – These are the most commonly used. The same neighborhood is considered
in the phase of reducing image resolution.

• Irregular pyramids – They are less used than the regular ones [Montanvert 91]. We can distin-
guish between the stochastic pyramids exposed in[Jolion 03] and the centred pyramids proposed
in [Brigger 99].

Irregular pyramids are not used for tracking aims. They have often been proposed for segmentation
into regions, see § 8. These pyramids seem, in fact, to better respect the different structure of the
image and do not delete relevant details. In the following, we will therefore only detail the regular
pyramids.

If we note n the current resolution to be computed (which is lower than the n− 1 resolution), the
construction of a regular image pyramid at each point (i, j) is defined by :

In(i, j) = red(i′,j′)∈ZV(i,j)fr(In−1(i′, j′)), (A.1)

with ZV(i, j) that corresponds to the neighborhood of reduction (it is a function which allows to return
the set of pixels considered at the n − 1 level to evaluate the value of a pixel at the n level), fr is
the function applied to the considered pixels (most often it is a weighting) and the red operator is a
merging of the values of neighboring pixels of the n+ 1 level to get the n level.

The most common and widely used regular pyramids for matching are :

• Gaussian pyramids – This involves smoothing with a Gaussian filter, then sub-sampling, by
recovering one pixel out of four.

• Mean pyramids – A neighborhood average of 2× 2 is calculated.
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A.1.2. First-order detectors

There are few detectors in this family and their principle is simple. They estimate how well a given
point correlates to its neighbours. This family is related to the oldest and most famous detector: the
detector of [Harris 88]. Subsequently, a multi-scale variant was introduced and we present it as well.

Auto-correlation [Harris 88]

Principle of an auto-correlation based detector [Moravec 80] – If (u, v) is any displacement
then the Moravec detector evaluates the impact of this displacement in (x, y) as follows:

E(u,v)(x, y) =
∑
x,y

w(x, y)(I(x+ u, y + v)− I(x, y))2 (A.2)

where:

• w corresponds to a weight (0 if the point is not considered and 1 if it is taken into account,
which means that here the neighborhood is in fact the whole image) ;

• Thus, we can conclude that E(u,v)(x, y) evaluates the mean change if the window is moved.

So, using this answer E, we can consider the following three cases, cf. figure A.1:

(1) In a homogeneous area, the answer given by E will be weak in all directions.

(2) In an area on a straight contour, the E terms along the contour will be weak, while perpendicular
to the contour it will be high.

(3) With a corner, or even an isolated point, most E terms will be high and therefore give a high
overall response.

Consequently, the principle of the Moravec detector is to give as a response the minimum value
obtained by Mor among all the directions tested:

MOR(x, y) = min
(u,v)

E(u,v)(x, y)

Enhancements introduced by Harris and Stephen – The Moravec detector has several weak-
nesses. In particular, Harris and Stephen have identified errors/problems and have also proposed to
correct them:

(1) The response is noisy due to the binary weights.

Harris To do this, the authors propose the use of Gaussian weights, with zero means, and therefore:

w(x, y) = e(−x
2+y2

2σ2 ) (A.3)

(2) The detector response is anisotropic (i.e. dependent on the direction) because a
discrete 45-degree step is used.

AND

(3) The answer is too strong/ambiguous near edges since only one value is kept.

Harris To address these two problems/difficulties, the authors proposed using a Taylor’s development
at order 2 in the vicinity of (x, y):
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Any point

Contour point

Corner point

Figure A.1.: Auto-correlation behaviour according to point type – For each case, we present on the
left a point and its neighborhood (in binary), then on the right we develop the neighborhoods of these
4-connected neighbors.

We can write:
I(x+ u, y + v) = I(x, y) + u

∂I

∂u
+ v

∂I

∂v
+ o(u2, v2). (A.4)

Hence, if we substitute in the equation (A.2):

Emodified
(u,v) (x, y) =

∑
x,y

w(x, y)(u∂I
∂u

+ v
∂I

∂v
+ o(u2, v2))2. (A.5)

By neglecting o(u2, v2), which is valid in the context of small moves, we get:

Emodified = Au2 + 2Cuv +Bv2, (A.6)

with A =
(
∂I
∂u

)2
⊗ w, B =

(
∂I
∂v

)2
⊗ w and C = ∂I

∂u
∂I
∂v ⊗ w where ⊗ is the convolution operator.

Harris Thus, thanks to this new formulation, it is possible to take into account all the local behaviour
from the modified E. Starting from the equation (A.5) rewritten as follows:

Emodified
(u,v) (x, y) = (u, v)Ṁ (̇u, v)T , (A.7)

with M =
(
A C
C B

)
. The eigenvalues of the matrix M correspond to the main curva-

tures associated with E, and we have:
• If both curvatures are small, the region has a constant intensity.
• If one of the curvatures is strong while the other is weak, then the region is on a contour.
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• If both curvatures are strong then the intensity varies greatly in all directions and it is a
corner.

Harris and Stephen response definition – Thus, the detector response is defined by:

R(x, y) = Det(M)− kTrace(M)2, (A.8)

with Det(M) = AB − C2 and Trace(M) = A + B. With that formulation, the approach was free of
direction. The authors recommend for k a value between 0.04and0.06.

Thus, the analysis of R leads to the conclusion that the values of R are:

• positive in a corner neighborhood,

• negative in the vicinity of an edge and

• low in a region of constant intensity.

A.1.3. Towards multi-scale: Harris-Laplace [Mikolajczyk 04]

The multi-scale version of Harris proposed in [Mikolajczyk 04] relies on the following two steps:

(1) Calculating Harris multi-scale response – The scales are defined by:

σk = ckσ0,

with c the scale factor. How to set k depends on the integration scale (smoothing from one scale
level to another) and the differentiation scale (smoothing to calculate derivatives). The local
extrema of the answer are estimated in (i, j, sigma). They are be used in the next
step.

(2) Refinement of the selection of points of interest with coordinates (i, j) in the Lapla-
cian scale space – For this step, an iterative algorithm is applied for each candidate se-
lected in the first step. Let (i0, j0, σ0) be the coordinates and the initial scale of the candidate
considered:
(a) Estimation of an extremum for the candidate in Laplacian scale space for scales within

[c−1σk; cσk], with inter-scale interval determined by c2 < c. If an extremum is not found
then this candidate is rejected. otherwise σu, the scale at which this extremum was found,
is saved.

(b) Detection of the position (ik+1, jk+1) of the maximum of the Harris response closest to
(ik, jk) on the σu scale.

(c) New iteration if σk 6= σk+1 or (ik, jk) 6= (ik+1, jk+1).

This algorithm output is therefore the points of interest detected taking into account the scale. A
less expensive version is possible by being more selective at the end of the first step by applying a
threshold.

A.1.4. Region-based detectors

For this kind of detector, the shared principle is to no longer consider a point of interest as a point that
is distinguishable from the others, but rather, as the centre of a region that is distinguishable from
the others. In the end, the answer returned is a point, but the information reported is rather that of
a region. This is not clearly mentioned in the literature, but in the end, the region characterising the
point can be seen as the associated descriptor.
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SUSAN, Smallest Univalue Segment Assimilating Nucleus [Smith 97]

Definition of the detector response – For the SUSAN detector, Smallest Univalue Segment
Assimilating Nucleus, the importnt aspects are:

• The authors call nucleus the studied pixel, i.e. the central pixel p.

• A region of interest around the nucleus (close to the notion of neighborhood) is used, the particu-
larity being to consider a circular mask, cf. figure A.2. Usually, the considered region contains
36 pixels, i.e. a 5× 5 window completed by 3 pixels on each side.

− − ∗ ∗ ∗ − −
− ∗ ∗ ∗ ∗ ∗ −
∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ o ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗
− ∗ ∗ ∗ ∗ ∗ −
− − ∗ ∗ ∗ − −

Figure A.2.: Circular mask used by the SUSAN detector – o: pixel studied, ∗: pixel taken into account
in the neighborhood, −: pixel not taken into account in the neighborhood. This is the discretisation
of a Bresenham circle of kernel 3.

The answer of the detector is based on the use of a particular surface: the USAN. It is a sub-
region contained in the vicinity and which corresponds to all photometrically close points of the
kernel/nucleus. Specifically, the USAN surface centred on the pixel p is given by:

p 7→ USAN(p) =
∑

p′∈V(p)

e
−
(
I(p)−I(p

′
)

Tu

)6

, (A.9)

where Tu corresponds to the maximum contrast allowed. This means that beyond a grey
level difference Tu, the USAN function has a low value which penalizes this similarity function,
cf. figure A.3. The determination of the USAN area is therefore based on the sum of the grey scale
differences in its neighborhood.

Figure A.3.: SUSAN: behaviour of the similarity function.
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Finally, the detector response is given by:

SU(p) =
{
Tg − USAN(p) if f(p) < Tg

0 otherwise.
(A.10)

Tg is a geometric threshold.
This definition implies the following analysis of the answer:
• If the USAN surface is close to the neighbourhood area then the pixel is located in a homogeneous

region.

• If the USAN surface is close to half the neighbourhood area then the pixel is located on an edge.

• If the USAN surface is smaller than half the neighbourhood area then the pixel is a corner or,
at least, it is a potential point of interest.

Depending on the values selected for the threshold, it is possible to adjust the type of points (con-
tours/corners) detected. Usually, SUSAN is used to detect corners and so Tg is chosen such that
Tg = smax

2 where smax is the maximum USAN surface depending on the size of the considered neigh-
bourhood.

The detector can also involve post-processing to improve the quality of the results. Some candidates
may be rejected using these two constraints:

(1) Center constraint – The USAN centre must be at a distance d (in pixels) from the nucleus.
The coordinates of the USAN centre are given by the USAN barycentre:

xc/yc =
∑

p′∈USAN(p)(x/y
′ − x/y)f(p′)∑

p′∈USAN(p) f(p′)

And so we need to ensure that
√

(xc − x)2 + (yc − y)2 > d.

(2) Continuity constraint – All points on the segment connecting the nucleus and the centre must
belong to the USAN.

The more constraints we add, the more ”bad” points of interest we eliminate, but the
more likely we are to eliminate ”good” points of interest.

FAST, Features from Accelerated Segment Test [Rosten 06]

This detector has elements in common with the SUSAN detector presented in the previous paragraph.
Indeed, the principle of this detector is to study a circular region and to evaluate sets of pixels having
the same intensity that form a connected region. More precisely, the authors use a circular area
respecting the Bresenham circle algorithm of radius 3. Among the 16 points on the circle perimeter,
they test whether one of these hypotheses is true:

1. There are Np = 12 connected pixels such as I(x′ , y′) < I(x, y)− T .

2. There are Np = 12 connected pixels such as I(x′ , y′) > I(x, y)− T .
This test implies the choice of the threshold T . To simplify the approach and even, to make it faster,
it is proposed to further simplify this test by considering only 4 of the 16 pixels that make up the
contour, the pixels at positions 1, 5, 9 and 13. If 3 of the 4 pixels test one of these two hypotheses,
then the pixel at position (x, y) is considered as a point of interest.

This rather simple approach has the following drawbacks: it is difficult to adapt this algorithm
when Np < 12, the choice of Np connected pixels implies strong assumptions about the appearance
of the points of interest, many primitives are detected adjacently. For all these reasons, the authors
proposed to add a learning phase.
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MSER, Maximally Stable Extremal Regions [Matas 02]

This detector is based on the idea that if we progressively threshold an image, we will see points
appear and then regions that will then join together to merge or determine the boundaries between
regions of interest. This principle is comparable to the watershed one, which is the algorithm used.
The set of all connected components obtained, at each iteration, forms the set of maximal regions.
Among these regions, some are considered as extrema because all points at the border of the region,
but not belonging to the region, have a higher/lower intensity than points belonging to the region. In
addition, among all the maximal regions, some remain stable over several iterations. They constitute
what the authors call stable maximal regions. The regions of interest, in this context, are therefore
the extrema and stable maximal regions.

These regions are invariant to monotonic intensity transformations (and not only to photometric
affine transformations) and to homographic or non-linear but continuous geometric transformations.
The disadvantage of this detector is its blur sensitivity, because in this case the intensity at the
boundaries is poorly defined and the contours of the regions are also not well localised.

IBR, Intensity Based Regions [Tuytelaars 04]

Here are the steps followed by this detector:

1. Detection of local extrema of image intensity I;

2. Analysis of intensity distributions along the segments (called radius) starting from these local
extremums;

3. Selection of the extrema on each radius;

4. Connection of all extrema on each radius to form a closed region around the point being studied;

5. Approximation of this region by an ellipse doubled in size to define the final region of interest.

For the step (2), more precisely, the authors wish to explore/analyse the region around each ex-
tremum by studying a function of the intensity along the rays coming from the local extremum studied.
For each ray1, the following function is evaluated:

fI(t) = |I(t)− I(0)|
max(d, 1

t

∫ t
0 |I(x)− I(0)|dx

, (A.11)

where t is the curvilinear abscissa along the radius and d is a small number to avoid divisions by 0.
The denominator allows, according to the authors, to ensure a good localisation of the extrema.

This operator detects blobs. In the literature, this is an area of the image around a point (of
interest) where the pixel values are different from the pixel values of the neighbouring pixels. For
example, an region of an image that represents a light spot in a dark area is a blob. This notion is
quite close to the kernel/nucleus notion discussed for the SUSAN detector, cf. § A.1.4.
This operator is invariant by affine, geometric and photometric transformations.

Towards multi-scale: [Kadir 04] detector

This approach is based on the entropy of the pixel value distribution in the vicinity of the point under
consideration, i.e. on the ”amount” of disorder in the vicinity of this pixel. This means that we assume
that the more disordered the neighbourhood, the more discriminating it is with respect to the other
points of the image and, on the contrary, the more uniform the distribution, the more likely the point

1starting from the point studied, the circular area around it is cut into angular sectors and the rays corresponding to
the boundaries of these angular sectors are considered.
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under study is located in a homogeneous region and is therefore of limited interest.The entropy is
given by:

H : N2 → R

p 7→ −
∑
k,l

p (p) log (p (p)) (A.12)

with (k, l) ∈ N2 and (k− i)2 + (l− j)2 < r2 where r is the radius of the considered neighbourhood and
where the probability p(p) is given by the pixel value distribution of the neighbourhood. In practice,
a pixel value histogram comprising w intervals is used to estimate p and the following response is
calculated for each candidate:

KA (p) = H (p) σ2

2σ − 1
∑
k,l

∣∣∣∣∂p (p)
∂σ

∣∣∣∣. (A.13)

In [Kadir 04], it is shown how this formulation enables to obtain a detector that is invariant to
photometric transformations (bias), to affine geometric transformations, which makes this detector
independent of the point of view.

Towards multi-scale: EBR, Edge-Based Regions [Tuytelaars 04]

Contours are fairly stable objects in regard to changes in point of view and lighting conditions. These
detectors thus exploit the local geometry : straight lines and parallelograms for Edge-Based Regions,
EBR, or curvature for Curvature Scale Space, CSS, discussed in the multi-scale section, cf. § A.1.6.
Here are the four steps followed to perform the detection:

1. Detection and localisation of corners with the Harris detector;

2. Edge Detection with Canny-Deriche approach [Canny 86, Deriche 87] ;

3. Estimation of the invariant affine parameters along the contours with the construction of a
parallelogram family;

4. Selection of extrema parallelograms according to a function.

The main contribution is in the last two steps. More precisely, here is the principle followed for the
step (3) : If a corner p is considered, as well as two points p1(l1) and p2(l2) moving along the contours
starting from this corner, then the curvilinear distance l1,2 of each point p1,2 to the corner p is defined
by the area between the contour and the line joining the corner and the point p1,2. This distance is
invariant to isometric transformations. These two points and the corner then define a parallelogram
family. Finally, for the last step, among all the parallelograms that can define the corner, the one
retained is the one that presents an extremum invariant value of a photometric function based on
the first order moments of the intensity function. More precisely, the authors try to minimize the
distance between the gravity centre and the parallelogram diagonals. Somehow, this is already a
first step towards a scale invariant response. This operator makes it possible to find parallelepipedic
shapes, invariant to the geometric and photometric affine transformations. For these detectors, the
type of primitives searched are more adapted to structured scenes, with artificial and well-contrasting
elements where the boundaries are clearly distinguishable.

Towards multi-scale: PCBR, Principal Curvature-Based Regions [Deng 07]

This detector was introduced to provide an operator for object class recognition. Its principle is to
detect watershed lines, cf. section C.2.3, from the main curvatures estimated at different scales. We
have placed this detector at the end of this section on region detectors, because it is at the limit of
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the classification we have proposed, which distinguishes region-based approaches from second-order
approaches. A property expected by the authors for this detector is to extract reliable watersheds. For
this, the authors propose to post-process the estimation of the main curvatures using a morphological
closure combined with hysteresis thresholding on eigenvectors. Moreover, the main curvatures are
retained only if they are maximal on several consecutive scales. The way to compute the principal
curvature, common to many publications, is explained in section A.1.5 and largely detailed in the
chapter 4 since it is at the heart of our contribution.

Thus, we have introduced neighborhood approaches in order to determine the points least correlated
to their neighbours, cf. section A.1.2, then, in this section, the approaches which, on the contrary,
characterise a point as the centre of a coherent region. Now, we address the last detector family which
takes into account second-order operators. The objective is to consider the concept of curvature.

A.1.5. Second-order detector

Most of the detectors presented in this last section are based on curvature, with the exception of
SIFT, Scale Invariant Feature Transform, presented in the last section. The first category is based
on the fact that we try to identify the salient points in terms of curvature, i.e. those that present
an unexpected change in curvature, assuming that this characteristic makes them discriminatory in
comparison with the other image points. This curvature concept is very common in the literature,
especially in the search for 3D primitives, aspects that we discuss in detail in the chapter 3, part I.
The interest of this type of approach is in particular to make the link with the notion of salient shape
points. We thus focus here more on the notion of shape than on texture, as is the case with detectors
based on auto-correlation. The second category, essentially related to the SIFT detector, is the use of
the second order gradient at different scales. This means that we are interested in points of interest
along contours (rather roof-like ones).

Beaudet or Hessian detector [Beaudet 78]

This detector is based on second derivatives and therefore on the surface curvature concept. The
principle is to minimize the Hessian matrix determinant, i.e.:

Beaudet(x, y) = det
(
Ixx Ixy
Ixy Iyy

)
= IxxIyy − I2

xy. (A.14)

In fact, this represents the surface curvature constituted by the image grey levels (or colours).

Towards multi-scale: Hessian-Laplace detector [Mikolajczyk 04]

The multi-scale version of the Beaudet detector has also been implemented using exactly the same
principle as described in § A.1.3 but applied to the Beaudet detector. This is the Hessian-Laplace
detector.

A.1.6. Kitchen and Rosenfeld detector [Kitchen 82]

The answer also depends on the curvature, but this time it is the curvature of the contour passing
through the point under consideration. In addition, each point used is weighted by the gradient norm
because the authors wish to take into account cases where the gradient norm is low (i.e. a low contrast
contour, which may correspond to noise). Thus, the following formulation is obtained:

KR(x, y) =
IxxI

2
y − 2IxyIxIy + IyyI

2
x

I2
x + I2

y

. (A.15)
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CSS, Curvature Scale Space [Mokhtarian 98]

The Curvature Scale Space (CSS) detector [Mokhtarian 98] locates the curvature extrema along con-
tours using a multi-scale approach. It first detects the contours using the Canny operator, then joins
the very close contours, and finally computes the curvature K(t, σ) of this Gaussian-smoothed contour.
This defines the curvature scale space whose corners are considered as extrema. Candidates whose
answers are too weak or too close together are rejected. A variant of this detector differentiates be-
tween the processing of short and long contours by automatically determining the decision threshold.
This operator is invariant by geometric and photometric affine transformations.

The main disadvantage of contour-based detectors is the parameter settings required by the contour
detector. Although all detectors are parameterised, the non-detection of contours appears to be a
major limitation.

Towards multi-scale: SIFT, Scale Invariant Feature Transform [Lowe 04]

Principle – The SIFT, Scale Invariant Feature Transform, method relies on the detection of the
scale and space extrema, denoted (x, y, sigma), of the Laplacian in (x, y, sigma). Once these extrema
are extracted, they are characterised by a main orientation that we describe in figure A.8. The
descriptor associated with this detector takes into account a local histogram of these orientations,
cf. section A.2.

Properties – Since each detected point is described by the gradient orientation which is invariant
to changes in contrast, this allows for some invariance to intensity changes. In addition, the local
histogram allows for a certain robustness to changes in point of view. However, this detector is
not invariant to affine transformations.

Finally, this detector is complete in the sense that the authors have provided a descriptor to describe
each of the points and thus to establish correspondences in a robust manner.

Steps – The proposed detector is based on the following 4 main steps:

(1) Extrema detection in scale and space : the objective is to estimate a criterion, here the image
gradient, in all scales and for every point.

(2) Localisation of the points : based on a model, the aim is to determine the stable points according
to this model and thus to deduce the points of interest.

(3) Orientation assignment: a main orientation is allocated to each point.

(4) Descriptor estimation: this is done by taking into account a neighbourhood.

The first two steps correspond to the point of interest detection while the last two allow the calculation
of a descriptor associated with the point of interest in order to perform the matching or tracking. The
two last points are detailed in the section related to the descriptors A.2.

Detection of scale and space extrema – It is a ”cascading filter” approach. Scale stable
shapes/points are those that are detected. For this, a Gaussian model/kernel is used by following
these steps:

(1) The terms L(x, y, sigma) correspond to images filtered with scale σ and thus:

L(x, y, σ) = G(x, y, σ)⊗ I(x, y) (A.16)

where G(x, y, σ) is the Gaussian function.
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(2) To detect stable points, the authors then estimate the Difference of Gaussian (DoG) in the
following way:

DoG(x, y, σ) = (G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y) = L(x, y, kσ)− L(x, y, σ). (A.17)

This difference of Gaussians is merely a Laplacian approximation. By performing it for a set
of successive values of σ, we thus obtain the Laplacian normalised in scale. A set of scales
corresponds to an octave. To go from one octave to another, the value of σ is usually doubled.
Thus, to obtain n scales per octave, we must set k = 21/n.

(3) Finally, the local maxima/minima for each octave are selected by taking into account a 3 × 3
neighbourhood in the image as well as the 9 neighbours in the lower and in the upper scale.

Experimentally, the authors showed that it was sufficient to have 3 scales per octave. Indeed, this is
the best compromise: cost/detection of local extrema. Moreover, it has been shown that the higher σ,
the more likely the extrema retained are to be repeatable, i.e. the same points are detected regardless
of the change between the two points of view. Empirically, the authors chose σ = 1.6.

To summarize, to obtain n scales to select the local minima/maxima, it is necessary to
calculate n+ 1 Gaussian differences, that is to say n+ 2 filtered images. Knowing that the
last image of an octave and the first image of the next octave cannot be the same, it is therefore
necessary to calculate n+ 3 filtered images, cf. figure A.4. Finally, the algorithm for computing
local minima/maxima across octaves and scales is shown in figure A.5.

Octave 3
Reduction ×2

Octave 2
Original size

Octave 1
Augmentation ×2

Filtered images Differences of Gaussians Local minima/maxima

Figure A.4.: Octaves and scales for the SIFT detector – For this example, we assume that there are 3
scales and therefore 6 filtered images are evaluated per octave.
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(1) Compute an image Gaussian pyramid

(2) For each octave o (each image pyramid) do

For each k do

Calculate at every point (x, y), G(x, y, kσ)

(3) For each octave o do

Pour each scale s ∈ [2, n] do

Calculate at every point (x, y), DoG(x, y, σ)

(4) For each octave o do

Pour each scale s ∈ [2, n− 1] do

Extract local minima/maxima

Figure A.5.: SIFT point detection algorithm.

For the calculation of the image pyramid, to counteract the effects of a possible Gaussian noise
(tendency to suppress small details), the authors suggest doubling the image resolution to start.
Only then, the image resolution is reduced by 2 at each octave. Adding this step textbfenhances the
detector repeatability.

Sub-pixel position – To counteract the effects of smoothing, and consequently, the fact that the
accuracy on the location of the points may be degraded, the extracted points are ”relocated”, i.e. their
position is relocated to the sub-pixel. For this, an approach based on the Taylor development at
order 2 is used with:

D(p̂) = D(p) + ∂D(p)T
∂p p + 1

2pT ∂
2D(p)
∂p2 p, (A.18)

The precise extremum location is given by the zero crossing of the following derivative p, that is:

p̂ = −∂
2D(p)−1

∂p2
∂D(p)
∂p . (A.19)

If the displacement is greater than 0.5 in each direction, then it is assumed that the
relocation is necessary.

Filtering local minima/maxima – Finally, the authors added two constraints for the minimum
and maximum local selection:

(1) Once the points have been relocated, those that have a too low contrast are eliminated. More
precisely, if the equation (A.19)) is introduced into the equation (A.18)), we obtain:

D(p̂) = D(p) + 1
2
∂D(p)T
∂p p̂. (A.20)

And in their experiments, the authors eliminated all points where |D(p̂)| < 0.03, assuming a
variation between 0 and 1.

(2) Edge points are also rejected. For this, the authors use the Hessian matrix, as defined in the
method of Harris, cf. § A.1.2. The main curvature in the direction normal to a contour is high
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and the curvature in the direction of the contour is low. The main curvatures being proportional
to the Hessian matrix eigenvalues, only the points where the ratio between the largest and the
smallest eigenvalue is lower than a threshold r are kept. More formally, it is necessary to verify:

Trace(M)2

Det(M) <
(r + 1)2

r
. (A.21)

In their work, the authors took r = 10.

Towards an accelerated variant of SIFT: SURF, Speeded Up Robust Features [Bay 08]

The response of this detector is an approximation of the determinant of the Hessian matrix at several
scales. The interest lies mainly in the fact that the authors propose a smart implementation. More
precisely, it is the computation of this Hessian approximation that makes it much faster than the
other detectors in the literature. For example, SURF is less costly in computing time than SIFT.
Gaussian smoothing is performed by box filtering and an integral image is then used to calculate the
convolution.

The authors remarked that, in practice, the calculation of derivatives with a convolution mask is
already an approximation for other approaches in the literature. However, they also observed that
this precision loss does not affect the repeatability of Laplacian-based detectors (the fact that the
same points of interest are found from one point of view to another). Consequently, they proposed to
directly use approximations that are less time consuming. For this, they introduced the use of second
order derivation masks smoothed by a Gaussian and truncated so that calculations can be performed
using integral images.

Integral images – Each point in the image is the sum of the grey levels of the points on the
previous rows and columns. The interest of these images is to be able to make very fast subsequent
calculations. More formally, these images are defined by:

Iint(i, j) =
k<i∑
k=0

l<j∑
l=0

I(k, l). (A.22)

This image enables to easily sum all the values of I located in a rectangle delimited by three arithmetic
operations, see figure A.6:

b∑
i=a

d∑
j=c

I(i, j) = Iint(b, d)− Iint(a, d)− Iint(b, c) + Iint(a, c). (A.23)

Box filtering – The masks used to compute the derivatives are constructed so that they only
correspond to combinations of sums of pixel values located in different rectangles, the boxes. Thus,
the integral image can be used to reduce the number of arithmetic operations, see figure A.7.

Another variant of this type of detector, which improves the calculation time even further, is the
BRISK detector, Binary Robust Invariant Scalable Keypoints, which is based on binary patterns. The
interested reader can find details in the following publication [Leutenegger 11].

A.2. 2D point of interest descriptors

Of all the detectors we have presented so far, only two of them are what we call complete detectors. A
complete detector provides a detection operator as well as a descriptor of the point studied, which is

261



Appendix A. Appendix on 2D and 3D primitive detection

Figure A.6.: Utilisation of the integral image.

the case for SIFT, cf. § A.1.6, and SURF, cf. § A.1.6. In this section, we present, on the one hand, the
descriptors associated to these detectors, and, on the other hand, other tools that allow to describe a
point, without providing a detector.

Descriptor associated to SIFT and SURF

The objective of the proposed descriptor is to be sufficiently discriminative/unique to allow matching
as reliable as possible. For this reason, the authors introduce a 128-dimensional descriptor whereas
most other approaches rely on 1D (grayscale), 3D (colours) or even 5D (colours + position).

Orientation assignment – Once the extrema have been detected, the authors attribute principal
orientations to each extremum by following the steps below:

(1) Estimation of the magnitude and orientation of the gradient vector – This is simply determined
with:

m(x, y) =
√

(L(x+ 1, y)− L(x− 1, y))2 + (L(x, y + 1)− L(x, y − 1))2

θ(x, y) = tan−1
(
L(x, y + 1)− L(x, y − 1)
L(x+ 1, y)− L(x− 1, y)

) (A.24)

(2) Construction of a local histogram of the θ orientations – For the histogram construction, the
sum of elements of the same orientation is weighted by the magnitude m and by a Gaussian
function, centered on the point studied with σ = 1.5. The weighting is intended to minimize
the influence of the most distant neighbours as well as the influence of neighbours with a weak
gradient. In practice, the histogram is discretised (the authors use 36 orientations to cover the
360 degrees), in figure A.8.(a), we give an example of a histogram on 8 orientations. Moreover,
the neighborhood taken into account is of size 8× 8.

(3) Orientation selection – The highest value of this histogram, the principal or primary orientations,
as well as all those above 80% of these maxima, the secondary orientations are considered to
be the orientations of the point. This means that we can have several orientations for the same
point. In practice, the authors point out that, in their tests, only 15% of the points, at the
maximum, are attributed several orientations.

(4) Orientation interpolation – To localise as precisely as possible the maximum, an interpolation
is performed near each maximum, taking into account the 3 values closest to this maximum,
cf. figure A.8.(b).
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Figure A.7.: Box filtering convolution – Line (a) shows the convolution mask images to compute Iii,
Ijj and Iij at a given point.The higher the gray level, the higher the mask value (these values can be
negative, gray represents 0). The mask values are approximated and truncated to obtain the masks
in line (b). Thus, the convolution calculation can be replaced by the operation in (c). The term Thus,
the convolution calculation can be replaced by the operation in (c). A is the sum of the pixel values
of the image pixels included in rectangle A when the mask is centred on p. This sum can be quickly
calculated using the integral image.

Descriptor computation – The proposed descriptor is based on the human primary visual model,
which is more sensitive to changes in gradient orientation than to displacement (to allow the recognition
of an object from any point of view). Thus, the descriptor used is constructed as follows:

(1) Use of the orientation and histogram already estimated – The same data, cf. figure A.8.(a), are
used, with three major differences:
(a) The histogram no longer has 36 but only 8 orientations.
(b) A rotation, relative to the point of interest orientation, is applied to the coordinates as well

as to the orientation of each point (which is estimated as in figure A.8.(b)). The goal is to
make the description rotation invariant.

(c) The participation of each point in the computation of the local histogram is weighted by its
distance to the characterized point of interest (and no longer by simple Gaussian weights),
i.e. by 1− d in each dimension where d is the distance from the point to the centre point.

(2) First normalization of the description vector – The values are cropped between 0 and 1 so that
the descriptor is invariant to affine changes in illumination.

(3) Strong gradient thresholding – This step is performed to take into account non-linear illumination
changes. The authors have experimentally chosen a very restrictive threshold of 0.15. This
implies the following normalization.

(4) Second normalization of the description vector – In the same way as the first normalization.

The authors propose a descriptor with 128 elements, as they consider a neighbourhood of 4× 4 and
8 orientations.

Matching – A simple distance can be used. In the literature, we can cite the use of a scalar
product, with the measure ZNCC, or a distance L2 (between the two descriptors of 128 elements).
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Figure A.8.: Orientation histogram for the SIFT descriptor – An example of only 8 orientations where
there is one primary orientation (bold arrow) as well as 2 secondary orientations (80% of the primary
orientation). In this example, we use an 8× 8 neighbourhood, but in practice the SIFT descriptor is
based on a 4× 4 neighbourhood.

HoG, Histogram of Oriented Gradient [Dalal 05]

Cette approche comporte de grandes similitudes avec le descripteur SIFT et c’est pourquoi nous
commencerons par ce descripteur. En effet, le principe est de caractériser un point par la distribution
locale des orientations des gradients dans son voisinage. Donc, de la même manière que SIFT, il est
nécessaire de calculer des histogrammes locaux des orientations des gradients. Plus précisément les
étapes de construction de ce détecteur sont :

1. Splitting the neighbourhood of the point into regular sub-images, called cells;

2. Computing of gradient orientation histograms for each cell;

3. Normalising the histograms to make them robust to illumination changes;

4. Aggregating the histograms to form the descriptor.

Step (3) is optional. The advantage of this approach is that it involves simple vision tools. Indeed:

• Calculations are done on colour images, using the RGB system.

• Derivatives are computed by simple difference (with filters [−1, 0, 1] and [−1, 0, 1]T and it is not
necessary to filter the images preliminarily).

• The histograms are calculated on 9 bins only and weighted by the gradient intensity (like SIFT).

• Normalisation is performed on cell sets, which the authors call blocks.

• It is advised to take cells of size 6times6 (this is smaller than for SIFT) and blocks of size
3times3.

BRIEF, Binary Robust Independent Elementary Features [Calonder 10]

The descriptor principle is to construct a relatively short bit string, as opposed to the SIFT or HoG
descriptors, allowing to summarize the region around the point and then use a Hamming distance to
make comparisons. A short descriptor that can simply be compared to another, should, according
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to the authors, be faster and more efficient than the descriptors traditionally used (SIFT, HoG) and
classically compared using the L2 norm or the ZNCC measure.

The principle used to construct the bit string is based on the simple comparison of intensities
along lines. More precisely, the authors propose the following coding, with (x, y) the studied pixel
coordinates:

BRIEF(x, y) =
∑

1≤i≤Nb

2i−1τ(x, y, xi, yi), (A.25)

with Nb the bit number forming the descriptor and (xi, yi) a position in the vicinity of the point (x, y).
Moreover the function τ is defined by:

τ(x, y, xi, yi) =
{

1 si I(x, y) < I(xi, yi)
0 sinon.

(A.26)

The two elements to be determined are: Nb the bit number (the authors tested 128, 256 and 512)
and specifically the subset of points to be taken into account in the neighborhood. For this last aspect,
the authors tested 5 different strategies: a random draw following a uniform law, following a Gaussian
law in (x, y), a Gaussian law separately on each channel (in x then in y), a random draw following
a polar circle grid to introduce a form of quantisation, a uniform distribution on a polar circle grid.
Before calculating this descriptor and in order to be robust to image noise, the authors propose to
filter the image (with a Gaussian filter for example).

It is important to note that currently an approach using BRIEF has been developed. It is the ORB
detector and descriptor, Oriented FAST and Rotated BRIEF [Rublee 11]. This approach combines
the FAST detector that we presented in § A.1.4 with the BRIEF descriptor. The authors point out
that this detector and descriptor are not robust to the orientation change of the tracked primitives,
as can be SIFT or SURF. So they add a way to take into account the orientation for both the FAST
detector and the BRIEF descriptor. To accomplish this, the following steps are applied to improve
the points detected by FAST:

1. Calculation of N points of interest using FAST with a radius of 9 ;

2. Ordering these points using the Harris measure;

3. Computing the orientation of each point using the moments associated with each circular region
of each selected point.

In order to be robust to the scale change, all these computations are performed for an image pyramid.
Finally, the BRIEF descriptor can be improved by taking into account the orientation associated with
each point of interest. In addition, the authors added a second learning phase to reduce the presence
of points of interest with a high correlation between them and thus increase the variance between
detected points of interest.

LBP, Local Binary Pattern [Ojala 02]

Local Binary Patterns, LBP, were introduced in the texture classification context. The principle
consists in taking into account the pixel distribution in a circular neighbourhood, more precisely, the
grey levels of pixels located on a circle, whose radius and sampling step must be defined. The grey
levels of this distribution are centred with respect to the central pixel grey level, substituting all
negative values with 0 and all positive values with 1. This centring must provide initial invariance to
grey level changes. Finally, these values are accumulated using a binomial factor associated to each
level, in order to form a binary code, and so, if we consider p the point for which the descriptor is
computed, we define:

LBP(p, P,R) =
∑

p=0P−1

s(I(p′)− I(p))2p, (A.27)
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with P the considered pixel number for the local pattern, arranged on a circle of radius R. In order
to be rotation invariant, the authors perform (P − 1) offset of the LBP code of the equation (A.27) in
order to select the one with the lowest value. In addition, the authors identify the transition number
in the code (i.e., the number of cases where the value of two consecutive bits is different) and consider
that beyond two transitions, all patterns are equal to P = 1. At the end, the descriptor associated
with a region is the histogram of all the codes obtained in its neighbourhood.

Covariance-based detector [Tuzel 06]

Most of the descriptors presented before have many elements and are therefore quite high in size, which
makes them quite expensive to use. Another way to make their estimation and use less costly is to
propose rapid or accelerated processing as well as to propose a descriptor containing fewer elements.
This is the case of the detector proposed in [Tuzel 06] where the authors suggest to use only the
covariance matrices of the regions of interest studied by taking into account nine elements: position,
colour, first and second derivatives following the rows and columns. In addition, techniques are used
to accelerate the computations, notably by using integral images, cf. section A.1.6.
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APPENDIX
REMINDER ON DIFFERENTIAL GEOMETRY

Notations

In the sequel, these notations are used:
• ∇f : the gradient vector of a scalar-valued function f .
• Fx: the partial first-order derivative ∂F

∂x of a vector-valued
function F w.r.t. variable x.

• Similarly, Fxy: the partial second-order derivatives ∂2F
∂x∂y

of F w.r.t. variables x and y.
Moreover, we assume a calibrated perspective camera where

the image point coordinates are given with respect to the
normalized image frame i.e., as x = (x, y) obtained from
the equation [x, y, 1] = K−1 [u, v, 1], where (u, v) are pixel
coordinates and K is the usual calibration upper triangular
matrix [4].

A. Definitions: Differential of a Map – Tangent Plane – Gauss
Map

Let F ⊂ R3 be a regular surface1 whose parameterization
is given by the differentiable map F : U ⊂ R2 → F with

F(x, y) = [X(x, y), Y (x, y), Z(x, y)]> (1)

To each x = [x, y]> ∈ U is associated a map dFx : R2 → R3,
called the differential of F at x and defined as follows [1,
p. 128]. Let v ∈ R2 be a vector and let α : (−ε, ε)→ U be a
differentiable curve satisfying α(0) = x and α′(0) = v. By
the chain rule, the curve F ◦ α in R3 is also differentiable.
We then define

dFx(v) = (F ◦α)′(0)

It provides a linear (i.e., first-order) approximation to F(x+v)
when the increment v is small enough. This is illustrated in
Fig. 1(a). The vector subspace dFx(U) ⊂ R3 has dimension
2 and is a plane consisting of all tangent vectors of F at
P = F(x). It is called the tangent plane of F at P and
denoted by TP(F).

1See the definition of a regular surface in Rn in [3, p. 281-286].

It can be proved [1, p129] that the above definition does
not depend on the choice of α. Furthermore, the fact that
(F ◦α)′(0) = F′(α(0))α′(0) entails that dFx(v) is linear in
v. In particular, in the canonical bases of R2 and R3, we have

dFx(v) = JF(x)v

involving the 3× 2 Jacobian matrix of F at x

JF(x) =
[
Fx(x) Fy(x)

]
(2)

with Fx and Fy as columns. This also shows that the vector
subspace dFx(U) has indeed dimension 2.

Let P = F(x) be a point of F . Let N : F ⊂ R3 → Σ ⊂
R3 be the differentiable map that assigns to P the coordinate
vector N(P) on the unit sphere Σ representing the unit normal
of F at P and computed as

N(P) =
Fx(x)× Fy(x)

‖Fx(x)× Fy(x)‖ with x = F−1(P) (3)

This map is called the Gauss map of F .
The Gauss map is a mapping between the two surfaces F

and Σ and the definition of differential is extended to that
case. The differential of the Gauss map of F at point P is
the map dNP : TP(F) ⊂ R3 → R3 defined as follows. Let
V ∈ TP(F) be a vector on the tangent plane of F at P and
let β : (−ε, ε) → F be a differentiable curve on the surface
F satisfying β(0) = P and β′(0) = V. By the chain rule, the
curve N ◦ β in R3 is also differentiable; we then define

dNP(V) = (N ◦ β)′(0)

It expresses how N behaves — how F curves— in the vinicity
of P. This is illustrated in Fig. 1(b). Again, it can be proved [1,
p129] that the above definition of dNP does not depend on
the choice of one possible curve β.

Similar to the differential of a map seen above, the fact that
(N ◦ β)′(0) = N′(β(0))β′(0) entails that dNP(V) is linear
in V = β′(0). The vector subspace dNP(TP(F)) ⊂ R3 has
dimension 2: it is the plane TN(P)(Σ) consisting of all tangent
vectors to the unit sphere at point N(P) called the tangent
plane of Σ at N(P). Therefore the domain of values of dNP is
dNP(TP(F)) = TN(P)(Σ). Actually, it can readily seen that
TN(P)(Σ) and TP(F) are parallel planes so the differential of
N is usually defined as dNP : TP(F)→ TP(F).
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(a)

(b)

Fig. 1: (a) A map F parameterizing a regular surface F and its
differential at point x along direction w. (b) The map N is the Gauss
map (which is a mapping between the surface F and the unit sphere
Σ) and differential at P along T.

B. Curvatures. Fundamental forms of a surface

Let T ∈ TP(F) be a unit vector representing a direction on
the tangent plane of F at P. Let C be the curve obtained by
slicing F with the normal section of F at P along T i.e.,2 the
plane through P parallel to both N(P) and T. The normal
curvature of F in (unit) direction T is the curvature of C at
P which can be given by [1, p. 144]:

κN (T) = −T · dNP(T) (4)

It expresses how N behaves — how F curves— in the vinicity
of P. An important remark is that the radius of curvature of
C at P is equal to 1/|κN |.

The principal curvatures κ1, κ2 of F at P can be defined
as the extrema of function (4) with respect to directions T ∈
TP(F), subject to the constraint ‖T‖ = 1. The corresponding
directions are called principal directions of F at P. It is well-
known that ‘‘the coefficients κ1, κ2 are decisive parameters
that fully describe local surface shape up to the second order
modulo a rigid movement.” [5] This means that the principal
curvatures are invariant to the surface parameterization.

Now consider a new 3D coordinate system with P = F(x)
as origin. Any vector T on the tangent plane TP(F) can be
written as

T = uFx(x) + vFy(x) = JF(x)

[
u
v

]
(5)

where JF(x) is the Jacobian matrix of F defined in (2) and
(u, v) are so-called local coordinates of T. From now on,

2This holds for any plane through P parallel to T. This is due to Meusnier’s
theorem [2, p482] “All curves lying on a surface S and having at a given point
P ∈ S the same tangent line have at this point the same normal curvatures.
”

we will put uv as subscript to relate a vector to its local
coordinates, e.g., Tuv .

1) First fundamental form of a surface: Given any (u, v),
the norm of any vector Tuv on TP(F) writes

‖Tuv‖ =
√

[u, v]IP[u, v]> (6)

where

IP =

[
Fx(x) · Fx(x) Fx(x) · Fy(x)
Fx(x) · Fy(x) Fy(x) · Fy(x)

]

The quadratic form on TP(F)

IP(u, v)
.
= [u, v]Ip[u, v]> (7)

is called the first fundamental form of F [1, p94].
2) Second fundamental form of a surface: Let Tuv be

a direction of the tangent plane TP(F), given in local 2D
coordinates. On the one hand, it can be shown [1, p156] that
the differential of the Gauss map of F at P = F(x) along
Tuv writes in standard 3D coordinates

dNP(Tuv) = [Nx(x) | Ny(x)]

[
u
v

]

On the other hand, let denote by dNP(u, v) the differential of
N at P = F(x) along Tuv expressed in local 2D coordinates
i.e., such that dNP(Tuv) = JF(x)]dNP(u, v). Then we have

dNP(u, v) = I−1P IIP

[
u
v

]
(8)

where

IIP =

[
Nx(x) · Fx(x) Nx(x) · Fy(x)
Nx(x) · Fy(x) Ny(x) · Fy(x)

]
(9)

The proof can be found in [1, p156].
The quadratic form

IIP(u, v) = [u, v]IIP[u, v]> (10)

is called the second fundamental form of F [1, p143]. It
directly follows from this that Eq. (4) can be expressed in
local coordinates and writes

κN (u, v) = [u, v]IIP[u, v]> (11)

For any (non unit) vector V(u, v) on TP(S), in order to set
it as a unit direction, it is needed to divide (11) by the square
of expression (6). Hence, the normal curvature in the unit
direction V

‖V‖ is can be given by

κN (u, v) = −Vuv · dNP(Vuv)

‖Vuv‖2
=

IIP(u, v)

IP(u, v)
(12)

3) Closed-form solutions for principal curvatures: The
principal curvatures κ1, κ2 of S at P can be defined as the
extrema of function (12) with (u, v)-coordinates as variables.

Seeing (12) as a generalized Rayleigh quotient, it is
known [6, p18] that κN has an extremum at (û, v̂) only if
κN (û, v̂) is a root of det(IIP−κNIP) or, equivalently, only
if κN (û, v̂) is an eigenvalue of the 2×2 matrix I−1P IIP, which
is not symmetric but always has real eigenvalues [2, p500].
As a result, the principal curvatures are the two eigenvalues
κα (α = 1, 2) of the matrix I−1P IIP. The principal 3D
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directions are Tα = JF(x)eα where eα are the corresponding
eigenvectors.

Now we state a proposition that we derive from the above
results, which will be used in our work.

Proposition 1: The principal curvature κα (α = 1, 2) at P
associated to the unit principal 3D direction Tα is equal to
the absolute magnitude of the differential of the Gaussian map
at this point i.e.,

|κα| = ‖dNP(Tα)‖ (13)

Proof. Since the Euclidean norm is invariant to changes of
Euclidean coordinates, without loss of generality, let us choose
a new parameterization S̃(x̃, ỹ) = [x̃, ỹ, Z̃(x̃, ỹ)]>, for some
new height function Z̃, w.r.t. 3D orthonormal frame whose ori-
gin is P and x̃ỹ-plane coincides with the tangent plane TP(F).
More generally, we will add the symbol ˜ to distinguish the
new representations from the old ones, except for the principal
curvatures which are irrespective of parameterizations. Let
us remind that T̃α = JF(x)ẽα, where ẽα is the associated
eigenvector, and note that the new first fundamental matrix,
~IP, is then the identity. As a result, starting from the fact that
κα is an eigenvalue of the 2× 2 matrix Ĩ−1

P̃
ĨIP̃, we have:

(Ĩ−1
P̃

ĨIP̃)ẽα = καẽα

⇔ dÑP̃(ẽα) = καẽα

⇔ [S̃x̃ | S̃ỹ]dÑP̃(ẽα) = κα[S̃x̃ | S̃ỹ]ẽ

⇔ dÑP(T̃α) = καT̃α

⇒ ‖dÑP(T̃α)‖2 = κ2α

APPENDIX
ANALYSIS OF THE DUPIN CENTRAL CONICS

We remember that, in this work, we detect points at which
this difference is high:

CS(x, y) = κ1(x, y)− κ2(x, y) (14)

We call (14) the curvilinear saliency (CS) feature. Curvilinear
means a feature that belongs to a curved line.

Let us now focus on the Dupin central conics i.e., the real
ellipse and real hyperbola. We do not consider the case of a
parabola since, in real experiments, the condition κ2 = 0 will
never be verified exactly.

Various measures can describe such a conic shape, see e.g.,
[5]. We introduce the CS quantity (14) that provides a unified
way of treating ellipses and hyperbolas using the following
nice interpretation.

Let the semi-major and semi-minor axes of the Dupin
central conic be rmaj = max(ρ21, ρ

2
2) and rmin = min(ρ21, ρ

2
2)

respectively, where ρ1 and ρ2 are the radii of curvature of the
curves obtained through the normal section of D at P along
the principal directions.

Proposition 2: CS in (14) is the squared ratio between the
eccentricity e of the Dupin conic and its minor axis i.e.,

κ1 − κ2 =

(
e

rmin

)2

(15)

where

e =

√
1± r2min

r2maj
with

{
− : if the conic is an ellipse
+ : if the conic is an hyperbola

The eccentricity can be interpreted as the fraction of the
distance along the semimajor axis at which the focus lies.
The CS quantity is normalized by additionally dividing the
squared eccentricity by the squared semi-minor axis. Note that
(15) works for Dupin ellipses as well as Dupin hyperbolas.

APPENDIX
PROOF OF K GAUSSIAN CURVATURE OF D

We have: I−1P IIP = 1
αM where

M ,
[
(Z2

y + 1)Zxx − ZxZyZxy (Z2
y + 1)Zxy − ZxZyZyy

(Z2
x + 1)Zxy − ZxZyZxx (Z2

x + 1)Zyy − ZxZyZxy

]

(16)
Let λ1 and λ2 be the ordered eigenvalues (λ1 ≥ λ2,)

computed from −M as defined in (16), to have κi = ‖∇Z‖λi,
i = 1, 2. As the two eigenvalues of −M write

λ± =
1

2

(
− trace(M)±

√
(traceM)2 − 4 detM

)
(17)

we have λ1 = λ+ and λ2 = λ−. Since as well as

κ1 − κ2 = ‖∇Z‖ (λ1 − λ2) (18)

the squared curviness saliency is then defined.
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Appendix B.

Elements required for matching

B.1. Correlation measures

B.1.1. Cross Correlation

This paragraph concerns measures based on a scalar product between the two vectors containing the
grey levels of the neighbours of each matched point. Specifically, the Normalised Cross-Correlation
measure, denoted NCC, is given by:

NCC(fg, fd) = fg · fd
‖fg‖‖fd‖

. (B.1)

The values of NCC(fg, fd) belong to the interval [0; 1].
There is a centred version of this measure, given by:

ZNCC(f1, f2) = (f1 − f1) · (f2 − f2)
‖f1 − f1‖‖f2 − f2‖

(B.2)

where fw, w = 1, 2 corresponds to the grey level vectors in the respective neighborhoods of the matched
points. This is the Zero-mean Normalised Cross Correlation.

For these two measures, normalisation is required because, without normalisation, the higher the
grey levels, the higher the scores. Moreover, this allows a gain invariance. This measure corresponds
to the classical linear correlation coefficient in statistics. Thanks to the centring, it has the advantage
of presenting a bias invariance.

B.1.2. Classical measures

These measures are based on classical statistic tools and include measures using the distribution of
the grey level differences between the two windows, such as distances or LP norms. These correlation
measurements, noted DP (Distances), are written as:

DP (fg, fd) = ‖fg − fd‖P P with P ∈ IN∗. (B.3)

These are dissimilarity measures and have values in the interval [0; IPmaxNf ].
Locally scaled Distances, noted LDP and introduced in [Aschwanden 92], are the measures that

obtain the best results in our previous work. The principle is to reduce the average grey level of the
correlation window in the right image to that of the correlation window in the left image. To do this,
each grey level in the right image is multiplied by the ratio of the grey level averages of the left and
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right correlation windows. These measures are given by:

LDP (fg, fd) = DP

(
fg,

fg
fd

fd
)

=
∥∥∥∥∥fg − fg

fd
fd
∥∥∥∥∥
P

P

. (B.4)

These are dissimilarity measures and their values belong to the interval [0; Imax
PNf ].

LSAD, Locally scaled Sum of Absolute Differences, measure obtained our best results and is defined
as:

LSAD(fg, fd) = LD1(fg, fd) = D1

(
fg,

fg
fd

fd
)

=
∥∥∥∥∥fg − fg

fd
fd
∥∥∥∥∥

1
. (B.5)

B.1.3. Gradient field similarity

The previous measures directly involve the use of the grey levels. The derivative-based measures relies
on the image gradient. The best performing measure, called Gradient Field correlation, noted GC,
and suggested by [Crouzil 96], exploits the gradient vector field similarity and is given by:

GC(fg, fd) =

Nv∑
p=−Nv

Nh∑
q=−Nh

‖∇Ig(i+ p, j + q)−∇Id(i+ p, v + q)‖

Nv∑
p=−Nv

Nh∑
q=−Nh

(‖∇Ig(i+ p, j + q)‖+ ‖∇Id(i+ p, v + q)‖)
. (B.6)

This is a dissimilarity measure whose values belong to the interval [0;∞[, invariant to bias and noise-
resistant.

B.1.4. CENSUS

Again, some measures relies on the rank or the order of the grey levels instead of the grey levels
directly. In this category, the most famous is census. It is based on a transformation which provides
a bit string representative of the correlation window pixels. This string accounts for pixels whose
intensity is lower than that of the central pixel. The transformation, noted Rτ , is:

Rτ (p) =
⊗

k∈[0;Nf−1]
ξ(INf/2, Ik), (B.7)

where ⊗ corresponds to concatenation. The term ξ(INf/2, Ik) is 1 if INf/2 < Ik or 0 otherwise.
In the end, the associated correlation measure, noted CENSUS, is based on the Hamming distance:

CENSUS(f1, f2) =
Nf−1∑
k

DHam(Rτ (pk1),Rτ (pk2)). (B.8)

where the Hamming distance is given by:

DHam(a1,a2) =
Nf−1∑
k=0

sgn |ak1 − ak2|. (B.9)

The Hamming distance gives a value in the range [0;Nf ]. Thus, the CENSUS measure is a dissimilarity
measure and its values belong to the interval [0;N2

f ].
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Result

Image Transformed image

Figure B.1.: CENSUS measure – Each colour is replaced by a binary code, calculated in its neigh-
bourhood. Specifically, 1, respectively 0, indicates that the pixel in the neighbourhood has a higher,
respectively lower, gray level than the pixel. The binary code obtained is compared to the code of the
corresponding candidate pixel using the Hamming distance. Here, the neighborhood is of size 3× 3.

B.1.5. Smooth Median Powered Deviation

In our research, we have paid particular attention to the occlusion problem, which means that in the
vicinity of a pixel on the border of a depth discontinuity, some pixels belong to the first depth level
and others to the second depth level, which can affect the matching process and induce erroneous
results. To address this problem, robust measures are based on the principle that pixels that have
a different depth from the studied pixel are considered as outliers. Thus, these measures use robust
statistical tools that are much less sensitive to outliers than classic statistical tools.

In particular, the measurement is based on the SMAD, Smooth Median Absolute Deviation, esti-
mator, which corresponds to a robust approximation of the variance, proposed in [Rousseeuw 92] is
the one that allows us to obtain the best results. it is formulated as:

SMAD(fg, fd) =
h−1∑
k=0

(
|fg − fd −med(fg − fd)|2

)
k:Nf−1

. (B.10)

The dissimilarity measure values belong to the interval [0; Imax
2h]1.

B.1.6. Mutual information

Mutual Information, MI, is also used in the literature, particularly for global approaches, since it is
robust to radiometric distortions. It is important to note that in these global methods, there are no
aggregation zones but it is a point by point approach. In the literature, it has been argued that the
absence of aggregation zones should ensure that no artefacts are generated at the level of discontinuity
zones. The major difficulty of the MI method is the necessity to have an initial disparity map. But to
solve this difficulty, it is classical to first take into account the results obtained by a classical approach
and then to perform an iterative process of updating, using mutual information. In order to compare
our work with this type of approach, we have chosen to use the approach of [Hirschmüller 08].

B.2. Color stereo matching

1We have chosen h = 50% in all the evaluations, following the results exposed in [Chambon 05a, Chap. 3]
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ABSTRACT:

Global algorithms currently represent the state-of-the-art in dense stereo matching. These methods first set up an energy function.
The energy function is then subject to optimization, which is typically achieved via graph-cuts or belief propagation. In this paper,
we concentrate on the energy modelling aspect. An experimental study that focuses on the role of colour in stereo energy functions
is presented. We evaluate the performance of various forms for using colour and compare it against grey-scale matching. Colour is
thereby represented in nine different colour systems. TheL1 andL2 distances are evaluated for computing the colour differences in the
selected systems. We embed the resulting energy functions into two stereo algorithms and test them on 30 ground truth test image pairs.
The results of our benchmark show that colour information, in general, leads to a significant performance gain over using intensity only.
According to our evaluation results, the selection of the applied colour space is of specific importance in global stereo matching.

1 INTRODUCTION

During the last couple of years, global stereo approaches have
gained increased attention in the stereo vision community for
their excellent performance in stereo algorithm evaluation stud-
ies such as the Middlebury Benchmark (Scharstein and Szeliski,
2002). These methods formulate the stereo problem in terms of
an energy function, which is typically in the form of

E = Edata + Esmooth. (1)

Here, the data termEdata assesses the agreement of the disparity
solution with the input images by computing a match measure-
ment, while the smoothness termEsmooth imposes a penalty on
spatially neighbouring pixels carrying different disparity labels.

There has been a significant amount of work on minimizing the
energy of (1), which is nowadays typically accomplished using
graph-cuts (Boykov et al., 2001) or belief propagation (Sun et
al., 2003). However, it has often been overlooked that the energy
functions under consideration might represent suboptimal models
for the stereo problem. For example, (Meltzer et al., 2005) have
shown that, despite the NP-hardness of their optimization prob-
lem, an exact optimum can be obtained for some standard bench-
mark stereo pairs using reweighted message passing. Neverthe-
less, even the global energy minimum has led to disparity maps
that show relatively large errors in comparison to the ground truth
image. This clearly indicates that real progress in global stereo
matching can rather be achieved by improving the energy func-
tions than by concentrating on the optimization component.

The contribution of this paper lies in a systematic evaluation study
on stereo energy functions. We thereby focus on the role of colour
in the energy functions’ data terms. The intuition why colour in-
formation should lead to an improved energy model over using
intensity information only is relatively clear. Colour is expected
to reduce one of the major problems in stereo matching, namely
matching ambiguity. For example, suppose that we are solely
using the intensity information in the matching process. Then a
red pixel of the left image matches a green point and the correct
red pixel of the second view equally well, if the red and green
colours both project to the same intensity value. This ambiguity

is obviously resolved by using the colour information.

Our work is motivated by the observation that a lot of stereo re-
searchers still simply convert the stereo pairs to grey-scale im-
ages, although colour is typically available (Mayer, 2003). Since
it is unclear if colour shows positive effects when using global
methods, the colour information is thereby often discarded delib-
erately. Therefore, this work concentrates on two questions. First,
does colour help to improve the performance of global stereo
matching approaches? Second, in which form should colour be
used to maximize the algorithms’ quantitative performance?

In the context of prior work, colour evaluation studies have al-
ready been conducted in (Okutomi and Tomita, 1992, Koschan,
1993, Chambon and Crouzil, 2005). All of these studies are re-
stricted to local methods (window-based correlation), and a corre-
sponding study for global algorithms is still missing. Some exper-
iments focusing on different match measurements have been re-
ported in (Scharstein and Szeliski, 2002). The role of colour has,
however, not been investigated. Two stereo evaluation studies
have also appeared very recently. As opposed to our work, they
address radiometric invariant dissimilarity measurements
(Hirschmüller and Scharstein, 2007) and different aggregation
methods in local stereo (Wang et al., 2006).

The remainder of this paper is organized as follows. We start by
formulating the energy functions evaluated in this paper in section
2. Section 3 then presents two stereo algorithms that incorporate
these energy functions and are used in this benchmark. Section 4
presents the test data and provides details on the disparity com-
putation. Finally, we report our results in section 5.

2 ENERGY FUNCTIONS

Let I denote the set of all pixels in the left image andD be the
set of allowed disparity labels. A disparity solutionD maps each
pixel p ∈ I to a disparitydp ∈ D. The goodness of a disparity
mapD is evaluated by an energy function, which we define by

E(D) =
X

p∈I
m(p, p − dp)

| {z }

Edata

+
X

(p,p′)∈N
s(dp, dp′)

| {z }

Esmooth

. (2)

63

Appendix B. Elements required for matching

274



Here,m(p, p − dp) is a function that computes the colour dis-
similarity between a pixelp and its matching pointp − dp in
the second view. The smoothness functions(dp, dp′) penalizes
neighbouring pixels that are assigned to different disparities. The
neighbourhood structureN thereby contains all pixel pairs(p, p′)
of the left view withp andp′ being spatial neighbours in four-
connectivity. The functionsm(·) ands(·) of data and smoothness
terms are defined in the following.

2.1 Data Term

The data term is the subject of our study. This term computes
the colour dissimilarities between corresponding pixels in a pre-
defined colour space. The choice of the colour system thereby
has direct influence on the estimation of the data term. This is
why, apart from using intensity information only, we evaluate the
performance of nine different colour systems. The investigated
colour spaces are categorized into

• Primary systems:RGB andXY Z;

• Luminance-chrominance systems:LUV , LAB, AC1C2

andY C1C2;

• Perceptual systems:HSI ;

• Statistical independent component systems:I1I2I3 and
H1H2H3.

Table 1 plots corresponding conversion formulas. For the refer-
ences associated to each colour system, the reader is referred to
(Chambon and Crouzil, 2005).

We evaluate two difference measurements in order to compute the
pixel dissimilarity in a given colour space. The first one is theL1

distance, which represents the summed-up absolute differences
of colour channels. The corresponding dissimilarity function is
defined by

fL1 (p, q) =
X

1≤i≤3

|pi − qi| (3)

with p and q being pixels of the left and right images, respec-
tively. The subscripti denotes theith colour channel in the se-
lected colour system. As a second difference measurement, we
compute theL2 distance. This represents the Euclidean distance
between two points in the colour space. In this case, the dissimi-
larity function is given by

fL2(p, q) =

s
X

1≤i≤3

(pi − qi)2. (4)

There are two exceptions where the difference measurements of
equations (3) and (4) are not suitable. First, for grey-scale match-
ing, we define the dissimilarity function as

fGrey(p, q) = |pI − qI | (5)

with the subscriptI denoting the intensity channel. Second, for
theHSI space, we adopt the measurement proposed by (Koschan,
1993). This measurement is computed by

fHSI(p, q) =
q

(pI − qI)2 + p2
S + q2

S + 2pSqS cos θ

θ =


|pH − qH | if |pH − qH | < π
2π − |pH − qH | otherwise.

(6)

Here, the subscriptsH , S andI denote the corresponding colour
channels of theHSI system.

As a final step in the calculation of the data term, we apply the
measurement of (Birchfield and Tomasi, 1998) to reduce the neg-

Name Definition

XY Z

0

@

X
Y
Z

1

A =

0

@

0.607 0.174 0.200

0.299 0.587 0.114

0.000 0.066 1.116

1

A

0

@

R
G
B

1

A

LUV

L =

(

116 (Y/Yw)
1
3 − 16 if Y/Yw > 0.01

903.3 Y/Yw otherwise

U = 13L(u′ − u′
w) with u′ = 4X

X+15Y +3Z

V = 13L(v′ − v′
w) with v′ = 9Y

X+15Y +3Z
Xw,

Yw, Zw : white reference components

LAB

A = 500(f(X/Xw) − f(Y/Yw))
B = 200(f(Y/Yw) − f(Z/Zw))

f(x) =

(

x1/3 if x > 0.008856

7.787x + 16
116

otherwise

AC1C2

0

@

A
C1

C2

1

A =

0

B
@

1
3

1
3

1
3√

3
2

−
√

3
2

0
−1
2

−1
2

1

1

C
A

0

@

R
G
B

1

A

Y C1C2

0

@

Y
C1

C2

1

A =

0

B
@

1
3

1
3

1
3

1 −1
2

−1
2

0 −
√

3
2

√
3

2

1

C
A

0

@

R
G
B

1

A

HSI

I = R+G+B
3

, S = 1 − 3min(R,G,B)
R+G+B

H =

(

arccos H1 if B ≤ G

2π − arccos H1 otherwise

H1 = (R−G)+(R−B)

2
√

(R−G)2+(R−B)(G−B)

I1I2I3

0

@

I1

I2

I3

1

A =

0

B
@

1
3

1
3

1
3

1
2

0 −1
2

−1
4

−1
4

1
2

1

C
A

0

@

R
G
B

1

A

H1H2H3

0

@

H1

H2

H3

1

A =

0

@

1 1 0
1 −1 0

−1
2

0 −1
2

1

A

0

@

R
G
B

1

A

Table 1: Conversions from RGB to the investigated colour spaces.

ative effects of image sampling on the disparity reconstruction
performance. We modify this measurement to make it applicable
on colour pixels. We therefore compute the colour values of a
pixel p− that lies in betweenp and its spatially left neighbourpl.
This is accomplished by linear interpolation so that

p−
i =

pi + pl
i

2
1 ≤ i ≤ 3 (7)

with the subscripti being theith channel in the chosen colour
system. Analogously,p+ is determined as the colour point that is
located betweenp and its right neighbourpr. For symmetry, we
also computeq− andq+ for the matching pointq in the second
view. The final functionm(p, q) of equation (2) is then given by

m(p, q) = min(f(p, q),f(p−, q), f(p+, q),

f(p, q−), f(p, q+))
(8)

with f(·) being one of the difference functions in equations (3-6)
that is suitable for the selected colour space. Our energy func-
tions differ in the wayf(·) is computed. Using two difference
measurements for eight different colour systems and a single dis-
tance measurement forGrey andHSI , this sums up to 18 energy
functions investigated in this study.
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2.2 Smoothness Term

Thesmoothness term of our energy function is implemented as a
modified version of the Potts model. It is better suited for han-
dling slanted surfaces than the standard Potts model. We define
the smoothness functions(dp, dp′) of equation (2) by

s(dp, dp′) =

8

<

:

0 if dp = dp′

P1 if |dp − dp′ | = 1
P2 otherwise

(9)

with P1 andP2 being user-defined penalties. A small penaltyP1

serves to penalize small jumps in disparity that do not exceed a
value of one pixel.P1 is motivated by the fact that the standard
Potts model tends to overpenalize such small jumps and conse-
quently performs poorly in the reconstruction of slanted surfaces.
The second penaltyP2 with P2 > P1 accounts for penalizing
large jumps in disparity. Such jumps occur at the disparity bor-
ders. In order to align disparity discontinuities with the edges
of the reference view, we vary the value ofP2 depending on the
colour gradient. This is accomplished by

P2 =


P3 · P ′

2 if
P

1≤i≤3 |pi − p′
i| < T

P ′
2 otherwise.

(10)

The colour gradient is thereby computed in RGB space. Through-
out our test runs, we use a fixed value of 2 forP3 andT is set to
30. Parameter settings forP1 andP ′

2 are discussed in section 4.

3 STEREO ALGORITHMS

We embed the energy functions of section 2 into two different
stereo algorithms. Optimization of the energy in equation (2) is
known to be NP-complete. Both algorithms therefore only pro-
vide an approximation of the energy minimum. We have chosen
to apply two different stereo methods in order to also investigate
the influence of different optimization schemes on the results of
our evaluation.

The first stereo algorithm is referred to as graph-cut (GC) method.
The algorithm uses the graph-cut-basedα-expansion algorithm
(Boykov et al., 2001) in order to optimize energy (2). We in-
clude this method into our benchmark, since graph-cuts repre-
sent a widely adopted standard method for minimizing energy
functions of this type. To derive an implementation of theα-
expansion algorithm, we incorporate our energy functions into
the MRF framework provided by (Szeliski et al., 2006). Note
that our energy functions do not account for the occlusion prob-
lem. We will therefore only evaluate the matching error in non-
occluded image regions in order not to corrupt our benchmark
results by large error percentages in occluded areas.

The second stereo method (Bleyer and Gelautz, 2008) is referred
to as dynamic programming (DP) method. It relies on a spe-
cial form of tree-based dynamic programming to approximate
the energy minimum of equation (2). The method builds two
separate tree graphs for each individual pixelp of the reference
view as shown in Figure 1. The global energy minima for both
trees rooted onp are then efficiently computed using dynamic
programming. Finally, the results of these trees are combined
to derivep’s disparity. Although we do not evaluate the error
in occluded regions, it is pointed out that, as opposed to the GC
method, the DP algorithm incorporates a method for occlusion
handling. We have chosen this method, since it is less affected by
the scanline streaking problem than other dynamic programming
approaches. In comparison to the GC method, the DP algorithm
has the advantage of being significantly faster.

p p

Figure 1: Trees applied by the DP method for a single pixel
p. Nodes represent image pixels, while edges indicate that the
smoothness functions(·) operates between adjacent pixels.

4 TEST DATA AND DISPARITY COMPUTATION

Figure 2 shows the test image pairs along with the corresponding
ground truth images that are used in our study. All images are
taken from the Middlebury Ground Truth Database (Scharstein
and Szeliski, 2002, Hirschmüller and Scharstein, 2007). Our test
data includes the four stereo pairs that are currently used in the
Middlebury Benchmark (Tsukuba, Venus, Teddy and Cones). We
refer to these image pairs as the 2003 sets. In addition, we in-
clude six stereo pairs of the 2005 data sets and 20 pairs of the
2006 sets. This sums up to 30 test pairs, which provides a rea-
sonable amount of test data. The images of the 2005 and 2006
sets have been generated to be more challenging than those of the
2003 sets that can virtually be regarded as solved. This is why
algorithms produce high error percentages on the new test sets.
These data sets should therefore be well suited to discriminate
the performance of different colour methods.

A crucial point when using global stereo methods is parameter
tuning. For our energy functions, we have to find appropriate
values for the parametersP1 andP ′

2. These parameters balance
the data term against the smoothness term. This balance is obvi-
ously changed by applying different data terms. For this reason,
we estimate an individual setting ofP1 andP ′

2 for each of the
18 investigated energy functions. Moreover, we use two different
parameter settings depending on which stereo method is applied.
Regarding our test data, we have chosen to use a single setting for
the 2003 sets. A second setting is estimated for the 2005 data and
a third one for the 2006 data. This results into18 · 2 · 3 settings
of P1 andP ′

2. To determine the parameters, we compute the dis-
parity maps for the corresponding test sets using varying values
for P1 andP ′

2. (We have tested approximately 100 different pa-
rameter combinations.) We then select this parameter setting that
shows the smallest average error percentage, which is computed
by comparison against the ground truth images. Although this
parameter tuning step is a tedious task, it is required to keep our
comparison of energy functions fair.

5 EXPERIMENTAL RESULTS

Figure 3 plots a comparison of grey-scale matching with colour
matching based on theRGB andLUV colour spaces. We show
results for both stereo methods used in combination with theL1

difference measurement. The applied error metric is the percent-
age of wrong pixels in unoccluded regions having an absolute
disparity error larger than one pixel. It is surprising that, accord-
ing to the plots of Figure 3, it is a good option not to use colour at
all for the four stereo pairs of the 2003 data sets that are currently
used in the Middlebury Benchmark. At least for the Venus and
Teddy sets, colour even seems to worsen the results regardless
of the applied stereo algorithm. In fact, similar experiences on
these images, which are extremely popular in the stereo commu-
nity, might have been a reason that has led researchers away from
using colour in global stereo. However, results of both stereo al-
gorithms on the 26 new test images of the 2005 and 2006 test sets
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2003 Sets 2005 Sets

Tsukuba Venus Teddy Cones Art Books Dolls Laundry Moebius Reindeer

2006 Sets

Aloe Baby1 Baby2 Baby3 Rocks1 Rocks2 Wood1 Bowling2 Lampshade1 Flowerpots

Bowling1 Lampshade2 Plastic Midd1 Monopoly Wood2 Cloth1 Cloth2 Cloth3 Cloth4

Figure 2: Test sets used in this study. Left views of the stereo pairs and corresponding ground truth images are shown.

clearly speak a different language. The results of intensity-based
matching is clearly inferior in comparison toRGB andLUV .
Especially, theLUV space performs well on these images.

We show disparity and error maps for three selected stereo pairs
computed by the DP (Figure 4) and the GC methods (Figure 5)
that are used in conjunction with theL1 difference measurement.
The error maps are derived by plotting pixels whose absolute dis-
parity error is larger than one pixel. Black pixels in the error
maps represent errors in non-occluded regions, while grey pixels
correspond to errors in occluded areas. It is seen from these er-
ror maps that grey-scale matching generates less wrong pixels on
the Teddy image pair thanRGB andLUV . For the Dolls and
Reindeer test images, the opposite observation is made.

Figure 6 summarizes the overall results of our colour evaluation
study. The tables plot four different combinations of stereo al-
gorithms and difference measurements. Two performance mea-
surements are computed. First, the error percentages of pixels
exceeding an error threshold of one in unoccluded image areas
are determined. Second, for each test pair, we rank the colour
spaces according to their error percentages, so that the colour
space with the lowest error percentage receives rank 1, while the
worst-performing one is given rank 10. We compute the average
errors given in% (Avg. Error) and average ranks (Avg. Rank)
over all 30 test sets (All Sets) and considering the three test sets
separately (2003, 2005 and2006 Sets). Similar to the Middlebury
Online Table, the tables are sorted to derive a performance rank-
ing of the investigated colour spaces. We sort the tables according
to the values ofAvg. Rank using the data setsAll Sets.

It is seen that the order in which the colour spaces appear in the
four tables of Figure 6 remains almost constant. The luminance-
chrominance colour spacesLUV , AC1C1 andY C1C1 show the
best performance according to our benchmark. This result is also
interesting from a psychological point of view, since luminance-
chrominance systems are very close to human perception. The

I1I2I3 system performs slightly better thanRGB. The fifth rank
for the RGB system is, however, surprisingly poor when con-
sidering thatRGB is typically chosen for integrating colour into
global approaches. Ranks 6 to 8 are taken byXY Z, H1H2H3

and LAB. The worst performance is obtained for grey-scale
matching, althoughHSI performs inferior in some cases.

The tables of Figure 6 also allow measuring the amount of im-
provement that is achieved by using colour information. Let us
therefore focus on theL1 difference that is most commonly ap-
plied in stereo algorithms. When looking at the average error
percentages (Avg. Error) for the GC method in Figure 6a, we
obtain a value of 18.5% onAll Sets for grey-scale matching in
comparison to 13.8% forLUV . In fact, this results into 25.4%
lower error rates, which represents a significant improvement.
For the DP method (Figure 6a), we even derive an improvement
of 29.0%. When determining the performance improvement of
LUV in comparison toRGB, we determine 14.8% lower error
rates for the GC method and 17.0% for the DP algorithm. The
tables also allow for a comparison of theL1 andL2 difference
measurements. This is accomplished by comparing the average
error percentages (Avg. Error) of the tables in Figures 6a and 6b
against those of Figures 6c and 6d. As opposed to the use of dif-
ferent colour systems, there are only relatively small differences
in the performance ofL1 andL2. It is, however, recognized that
L1 seems to perform slightly better. Surprisingly, as can be de-
picted from the tables, also the application of two different stereo
algorithms seems to have much less influence on the error per-
centages than the choice of the colour system. The important
decision in global stereo matching therefore seems to be the se-
lection of a well-suited colour space.

6 CONCLUSIONS AND FUTURE WORK

This paper has investigated the role of colour information in global
stereo matching approaches. We have provided a systematic ex-
perimental evaluation of various colour energy functions that are
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(a) GC method.
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Figure 3: Error plots for the GC and DP methods using theL1 difference for the 2003 data set (left column), the 2005 data set (middle
column) and the 2006 data set (right column).

(a) Ground truth (b) Grey values (c) RGB colour space (d) LUV colour space

Figure 4: Disparity and error maps of the GC method using theL1 difference applied on the Teddy, Dolls and Reindeer test sets.

(a) Ground truth (b) Grey values (c) RGB colour space (d) LUV colour space

Figure 5: Disparity and error maps of the DP method used in combination with theL1 difference for Teddy, Dolls and Reindeer.
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Colour
Space

All Sets 2003 Sets 2005 Sets 2006 Sets
Avg. Avg. Avg. Avg. Avg. Avg. Avg. Avg.
Rank↓ Error Rank Error Rank Error Rank Error

LUV 3.31 13.81 9.510 5.610 1.51 13.21 2.71 15.61

AC1C2 3.31 14.62 7.09 5.28 2.83 14.43 2.71 16.62

YC1C2 3.53 15.03 6.87 5.29 2.22 13.92 3.33 17.44

I1I2I3 4.14 15.14 6.36 5.07 3.74 14.94 3.84 17.23

RGB 5.55 16.25 5.05 4.85 6.26 16.25 5.45 18.65

H1H2H3 5.76 16.87 2.81 4.61 6.05 16.26 6.36 19.57

XYZ 6.17 16.56 3.83 4.73 6.77 16.27 6.47 18.96

LAB 7.28 18.48 3.52 4.62 7.78 16.78 7.98 21.710

Grey 8.09 18.510 3.83 4.74 9.510 18.19 8.510 21.49

HSI 8.210 18.49 6.87 4.96 8.89 18.610 8.39 21.18

Colour
Space

All Sets 2003 Sets 2005 Sets 2006 Sets
Avg. Avg. Avg. Avg. Avg. Avg. Avg. Avg.
Rank↓ Error Rank Error Rank Error Rank Error

LUV 2.81 13.71 7.810 5.310 1.01 10.31 2.31 16.31

AC1C2 3.42 14.83 5.85 4.28 2.52 11.93 3.33 17.83

YC1C2 3.42 14.72 6.88 4.39 2.52 11.82 3.12 17.62

I1I2I3 4.74 15.34 6.56 4.06 4.04 12.64 4.64 18.44

RGB 4.85 16.55 4.03 3.62 5.75 14.35 4.75 19.76

XYZ 5.96 16.56 6.88 3.84 6.77 14.96 5.56 19.65

H1H2H3 6.17 17.77 3.82 3.73 6.36 15.17 6.57 21.37

LAB 7.48 18.89 3.31 3.41 8.08 16.08 8.08 22.79

HSI 8.09 18.28 6.56 4.07 8.79 16.59 8.19 21.68

Grey 8.610 19.310 4.03 3.95 9.710 17.010 9.210 23.110

(a) GC method withL1 distance. (b) DP method withL1 distance.

Colour
Space

All Sets 2003 Sets 2005 Sets 2006 Sets
Avg. Avg. Avg. Avg. Avg. Avg. Avg. Avg.
Rank↓ Error Rank Error Rank Error Rank Error

LUV 3.21 14.51 9.310 5.810 1.81 13.41 2.51 16.61

YC1C2 3.82 15.63 8.39 5.29 2.32 14.52 3.42 18.03

AC1C2 4.03 15.52 6.88 5.18 3.73 14.83 3.63 17.82

I1I2I3 4.84 16.25 6.37 4.96 4.04 15.34 4.74 18.85

RGB 5.15 16.76 3.31 4.84 5.05 16.15 5.56 19.26

XYZ 5.46 16.04 5.56 5.07 6.37 16.47 5.15 18.14

H1H2H3 6.67 17.97 3.52 4.83 6.26 16.26 7.47 21.08

LAB 6.88 18.39 3.52 4.61 6.78 16.58 7.58 21.610

Grey 7.69 18.510 3.52 4.72 9.29 18.19 8.010 21.49

HSI 7.710 17.98 5.35 4.95 9.810 18.310 7.59 20.47

Colour
Space

All Sets 2003 Sets 2005 Sets 2006 Sets
Avg. Avg. Avg. Avg. Avg. Avg. Avg. Avg.
Rank↓ Error Rank Error Rank Error Rank Error

LUV 3.11 13.71 8.810 6.210 1.01 10.51 2.61 16.21

YC1C2 3.52 14.92 6.56 4.48 2.32 12.32 3.33 17.73

AC1C2 3.53 14.93 7.08 4.49 2.73 12.33 3.12 17.72

RGB 4.44 16.15 4.04 3.63 5.04 13.55 4.34 19.36

I1I2I3 5.15 16.04 7.39 4.17 5.04 13.34 4.75 19.24

XYZ 5.46 16.26 5.55 3.84 5.76 14.06 5.36 19.35

H1H2H3 6.47 17.77 2.81 3.52 6.57 14.97 7.27 21.47

LAB 7.28 18.69 2.81 3.41 7.88 15.48 8.09 22.59

HSI 7.89 18.28 6.87 4.06 9.29 16.59 7.78 21.68

Grey 8.510 19.310 3.83 3.95 9.810 17.010 9.110 23.110

(c) GC method withL2 distance. (d) DP method withL2 distance.

Figure 6: Quantitative performance of the investigated colour spaces. Average ranks and average error percentages are plotted. The
subscripts represent the rank of a value in the table. More explanation is given in the text.

generated by combining different distance measurements with
several colour systems in the energy functions’ data terms. These
energy functions are embedded into two stereo algorithms and
tested on 30 stereo image pairs for which ground truth data is
available.

Our results show that colour, in general, improves the results
of global stereo methods. In fact, the performance gain in our
benchmark is relatively high. We report approximately 25% less
disparity errors when using the best-performing colour system
instead of grey-scale matching. However, it has also been recog-
nized that colour does not necessarily improve the performance
on four frequently used image pairs, namely the current Middle-
bury Evaluation sets. The best-performing method for incorporat-
ing colour rather depends on the selected colour system than on
the applied difference measurement. The best-performing colour
spaces of our study are three luminance-chrominance systems
LUV , AC1C2 andY C1C2. This is specifically interesting, since
they are very close to human perception. An interesting result is
also thatRGB, which is the most popular colour representation
in stereo matching, only gives results of average quality.

Our current study concentrates on a single prior in the energy for-
mulation. We have investigated this prior, since it is frequently
used in the literature. Although we believe that this will not sub-
stantially change the outcome of our study, other priors need to
be investigated in future work.
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Appendix C.

Existing segmentation approaches

C.1. Contour-based methods

From classical approaches to active contours – The older ones are based on low-level edge
detection, see figure C.1. The most advanced techniques in this field concern active contours or
snakes [Kass 88]. They are very often used in medical imaging where the contours are very weakly
contrasted.

(a)

(b)

Figure C.1.: Classical approach by contour detection and then closure (middle column) – In (a), this
approach proposes exploitable results whereas in (b), we illustrate the limit. These are results obtained
during labs in the Teaching Unit ”Image, Modeling and Rendering”.

Principle – A snake has the following characteristics:

• It is defined by energies that represent its physical properties as well as its textbf fitting
to the shape.
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• Its elastic energy permits to specify the desired configuration, which allows to take into account
a a priori shape information.

• By attaching an inertia to it, it acquires a dynamic behaviour, which enables it to use a
priori knowledge on the motion of the shape in an image sequence or more simply in the
deformation sequence.

Steps for active contour approaches – An active contour approach follows the following steps,
noting C the active curve (closed or not):

(1) Contour initialisation;

(2) Deformation by successive iterations until convergence to the real contour.

The deformation is achieved by studying the evolution of an energy E which represents the curve
quality in relation to the desired contour. Successive iterations are generally performed until there are
few changes in the curve energy.

The first step of this algorithm greatly influences the result quality. Moreover, the further the
contour is from the desired one, the more expensive the algorithm will be.

Energy to minimize – More formally, the contour is represented in the plane by a parametric
form (closed or not), denoted v(s) = (x(s), y(s)), s ∈ [0.1]. This curve is thus deformed iteratively in
order to minimize an energy function E which has the general form:

E(C) =
∫ L

0

w1‖C
′(v)‖2 + w2‖C

′′(v)‖2︸ ︷︷ ︸
Internal forces

+ P(C(v))︸ ︷︷ ︸
External or image forces

 dv.
où

• [0, L] is the definition domain of the curve C;

• L is the curve length.

The first two terms correspond to the internal forces with w1, w2 the weights of each element
(first and second derivatives). More precisely w1 represents the coefficient of elasticity (resistance
to extension) of the curve (this penalizes the curve length) and w2 corresponds to the coefficient of
flexibility which penalizes the contour curvature. These two terms act on the regular aspect of the
curve. Here again, the choices for w1 and w2 are sensitive and depend on the desired shape: more or
less long, more or less rigid.

The third term corresponds to the external or image force , which defines an attraction potential
or an attachment to the data energy.

Possible choices – Different choices have to be made in order to implement a segmentation by
active contours:

• Choice for P
(1) Grey level-based: P(C(v)) = I(v);
(2) Gradient-based: P(C(v) = φ(‖∇I(v)‖) with φ a decreasing function.

• Contours type
◦ Geometric ontours: Planar evolution of the curve;
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◦ Geodesic contours: Particular case of active contours with:

E(C) =
∫
ω

(
‖C′(v)‖2 + P(C(v)

)
dv

Discrete energy form – This is a continuous definition. To apply it, it is necessary to use
a discrete version. To do this, it is necessary to use curve control points. This means choosing a
sampling step and a shape that can be polygonal or spline, for example. In this case, the type of
algorithm that can be implemented is presented in the algorithm C.2.

Basic algorithm for the computation of active contours – For the curve evolution, different
optimisation methods are possible: gradient descent, simulated annealing.

(1) Calculate the energy for each curve point

(2) List the points by increasing energy

(3) While the stop condition is not satisfied do

(a) Induce an evolution of the maximum energy point

(b) Allocate the new energy

(c) If the distance between two points is too important, add a point.

Figure C.2.: Active contour segmentation algorithm – The stop condition may be that the energy
tends to zero.

C.2. Region-based approaches

We distinguish three categories: by histogram, by growing region, by division/fusion.

C.2.1. Histogram-based methods

These approaches are the simplest, the most suitable in the multi-dimensional case (hyperspectral,
colours) but unfortunately, they are often sensitive to noise. The principle is to isolate peaks in the
histogram and to isolate the corresponding areas by thresholding. In the segmentation domain, the
most commonly used approach to determine segmentation thresholds is the Gaussian Mixture Model
(GMM) approach, using the Expectation-Maximisation Algorithm, EM. To determine the threshold,
the following parameters will have to be estimated: means, variances and amplitudes of each Gaussian
distribution.

The histogram of a bimodal image can be viewed as the estimation of the Probability Density
Function (PDF) of the intensity: p(x). This density is the superposition of two unimodal densities
corresponding to the two regions to be segmented: p(x) = P1p1(x) + P2p2(z), where p1 and p2, two
Gaussian probability densities, centred respectively in µ1 and µ2 (with µ1 < µ2), and respective
standard deviations of σ1 and σ2. Of course, we have P1 + P2 =1. A threshold S can be chosen to
separate the two modes. The classification error made is, with E1, the probability of being wrong in
classifying 2 in 1, and vice versa : E(S) = P2E1(S) + P1E2(S).

The error is minimised when: P1p1(T ) = P2p2(T ). The solution of this equation involves the
resolution of a second-order polynomial.

The classic result for the same σ variance is: S = x1+x2
2 + σ2

x1+x2
ln(P2

P1
).
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Fusion/Division

Principle – The concept is to divide or aggregate regions according to a predicate, iteratively until
a certain convergence.

Algorithm – It can be written very simply:

• Let Ri, resulting from a preliminary segmentation by division,

• Let P (Ri) be a logical predicate which gives true if the region satisfies a certain criterion
(homogeneity),

(1) Split each Ri into regions where P (Ri) is false;

(2) Merge all Rj and Rk regions such that P (Rj ∪Rk) is true;

(3) Stop as soon as the fusion/division is impossible.

The predicate used may be, for example, the region contrast, which is often based on an analysis of
the standard deviation or the region entropy (represents the amount of information contained in the
region).

Details – The elements to be determined for this approach are:

• The way of sequencing divisions/fusions (sometimes all divisions and then all fusions, or simul-
taneous fusions/divisions);

• The manner of splitting the regions (often into 4);

• The fusion/division predicate. Here are some examples of predicates:

(1) Contrast: P (Ri) = |max(Ri)−min(Ri)| < S;

(2) Differences: ∀(x, y) neighbour pixels|I(x)− I(y)| < S;

(3) Standard deviation, mean, pixel number, contour/perimeter . . .

C.2.2. Region growing

This approach is often used in medical imaging where the physician needs a helping tool and not a fully
automated tool. Indeed, these are often semi-automatic approaches since seed points are provided for
growing.

Principle – The idea is as follows:

(1) We have some seeds: ”heart of the regions”.

(2) For each seed a of coordinate (xA, yA) :

Propagate the seed by aggregating all pixels p with: |I(xA, yA)− I(x, y)| < S.

Propagation can be sequential or parallel (so as not to favour one region). The propagation criterion
presented is the simplest but it can be adapted and take into account other criteria: gradient, texture.
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Details – There are various points to be determined (using histogram or a priori):

• Seed selection (automate or non);

• Threshold determination;

• Propagation type.

In addition, the order in which the pixels in a region are added has an influence on the result. However,
this implementation is relatively simple and execution times are weak.

C.2.3. Watershed segmentation

This approach has often been used for Digital Elevation Models (DEM). An illustration of its behavior
for images is given in figure C.3.

Figure C.3.: Watershed approach: results obtained on different types of images. These are results
obtained during labs in the Teaching Unit ”Image, Modeling and Rendering”.

Principle – The watershed algorithm, proposed by [Vincent 91], uses the description of images
in geographic terms. Indeed, an image can be seen as a relief, as long as the grey level is assimilated
to an elevation.

La ligne de partage des eaux est définie comme le ridge formant la limite entre deux bassins
versants. Pour l’obtenir, il faut imaginer l’immersion d’un relief dans l’eau, en précisant que l’eau ne
peut pénétrer dans les vallées que par ses minima. La ligne de partage des eaux est représentée par les
points où deux lacs disjoints se rencontrent lors de l’immersion. L’une des difficultés de la
mise en œuvre de cette analogie intuitive est qu’elle laisse beaucoup de latitude dans sa formalisation.
De plus, l’efficacité des bassins versants en tant qu’outil de segmentation dépend fortement des mar-
queurs de départ, c’est-à-dire des minima. Sans traitement préalable, le résultat est le plus souvent
une sur-segmentation de l’image. Une segmentation conforme à l’objectif souhaité nécessite donc un
filtrage adéquat des minima, qui sont les marqueurs de départ.
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Implementation – We need:

• to define a grid: No challenge but it is necessary to define the neighbourhood type: 4/8 con-
nected, hexagons;

• to determine the concept of ”path”: No difficulty, but it depends on the chosen neighborhood;

• to choose minimum/plateau: delicate because it is mainly a question of being able to identify
the criteria adapted to the problem to be dealt with;

• to figure out how to build the pools, or, the lines. Two possibilities can be considered: by the
paths (difficult to implement)or by immersion.

C.3. Classification-based approaches

C.3.1. k-means

Principle – The k-means algorithm is very well known in classification and very often used for
segmentation. We assume a known number of classes N . So we look for the best distribution of
pixels in N classes.

Algorithm – This iterative algorithm consists of these main steps:

(1) Split the image into N regions according to a criterion c (to be defined).

(2) Estimate the centres Ck, k ∈ [1, N ], of these regions.

(3) As long as the centres are modified, do:
(a) For each image pixel, find the nearest Ck∗ centre, as defined by the criterion c, and give

the considered pixel the k∗ label.
(b) Update the Ck centres of the N regions created in this way.

There is no proof of convergence of this algorithm to the global optimum. Moreover, the result depends
strongly on the initialisation.

The regions obtained by this technique are not always connected, it depends on what is taken into
account in the centre determination (the colour alone, the position alone, or a combination of the
two). To conclude, there are variants of this algorithm, where a spatial aspect can be added by
not randomly taking k colours, but k centres in the image, cf. the different results given in the
figure C.4. More precisely, a more advanced version of this algorithm is the mean-shift algorithm
which does not require to know or at least to choose k (method by minimizing a function, discussed
in the next paragraph).

C.3.2. Mean-Shift [Comaniciu 02]

Context – The mean-shift was proposed in mathematics to estimate the main modes of a function.
It has been revisited by [Comaniciu 99, Comaniciu 02], who showed the interest of applying this tool
to image segmentation.

Principle – This segmentation technique is one of the most frequently used in the literature. It
has the great advantage of being unsupervised, i.e. it is not useful to specify the number of regions
required beforehand. In practice, we have a point cloud in Rd where we wish to estimate the modes,
knowing that the mode of a point cloud corresponds to a local maximum of its density function.
One way to find the modes is to to follow the direction of the gradient in the density function.
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Figure C.4.: Approaches by k-means with different parameter – These are results obtained during
labs in the Teaching Unit ”Image, Modeling and Rendering”.

Non-parametric method – To estimate the modes, in the case of the mean-shift method, a non-
parametric approach is used, i.e. we do not make assumptions about the data model. The solution
to make no assumptions is to use a local window analysis, called Parzen window. Let a sample of n
observations xi, i = 1 . . . n. An estimate of the density function f̂(x), x ∈ Rd, is given by:

f̂(x) = 1
nhd

n∑
i=1

K

(x− xi
h

)
(C.1)

where:

• The kernel K must have the following properties: it must be positive, bounded, with an integral
equals 1 and fast decreasing.

• The parameter h > 0 is used to set the neighbourhood size taken into account. This parameter
has an influence on the number of detected modes. The smaller h is, the more modes are
detected. This allows to ” break the mystery ” of unsupervised segmentation: instead of setting
a priori the number of regions, we define a parameter whose value has a direct influence on this
number.

We can choose the Epanechnikov kernel (also called parabolic kernel), which is a bounded-
support kernel defined by:

K

(x− xi
h

)
=


d+ 2
2 cd

(
1− ‖x− xi‖2

h2

)
if ‖x− xi‖ < h

0 otherwise
(C.2)

where cd designates the sphere volume unit in dimension d and ‖.‖ is the Euclidean distance. The
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advantage of using this kernel is that the estimation of the density gradient is then written as follows:

∇̂f(x) = 1
nhd

d+ 2
cd h2

∑
xi∈Sh(x)

(xi − x) = 1
nhd

d+ 2
cd h2 nx

−x + 1
nx

∑
xi∈Sh(x)

xi

 (C.3)

In this expression, Sh(x) refers to the set of xi located in the sphere (in dimension d) of radius h,
centered in x, and nx = # {Sh(x)}.

To apply this approach to colour image segmentation, at each iteration, we need to replace each x
with x + δx ∇̂f(x), where δx ∇̂f(x) is a ”small shift” in the direction of the gradient, to get closer to
the nearest mode. By choosing δx =

[
1

nhd
d+2
cd h2 nx

]−1
that is, according to (C.3) to replace x by the

mean Mh(x):
Mh(x) = 1

nx

∑
xi∈Sh(x)

xi (C.4)

That is the reason it is called mean-shift which roughly means ”replacement by the average”.

Steps – The mean-shift algorithm is described in details in the algorithm 1.

Algorithm 1: Mean-shift algorithm.
1 Function mode estimation (I, k)

Data: k: class number
Result: Segmented image

2 k ← 1
3 while ∃x, ‖x−Mh(x)‖ > ε and k ≤ kmax do
4 for x do
5 Estimation of the mean Mh(x) : cf. (C.4)
6 x←Mh(x)
7 k ← k + 1

In practice, to determine Sh(x), colour and position are treated differently: within a window of size
(2hs + 1)× (2hs + 1) centred in x, we have to consider the pixels xi having a colour close to that of
x, i.e. such as ‖I(xi)− I(x) ≤ hc. Only the colour is modified over iterations, which means that
mathbfx, xi and Mh(x) are vectors of R3. So the algorithm depends on four parameters:

• hs and hc: spatial threshold and color threshold which define the set Sh(x).

• ε and kmax: parameters that control the algorithm stop.

An illustration of the behavior of the algorithm is given in figure C.5.

C.3.3. Support Vector Machine

In supervised learning, wide margin separators or Support Vector Machine, have been introduced to
allow separation between different classes, i.e. classification. This approach is based on two concepts:
the notion of maximum margin and the notion of kernel function, which are not recent notions.
However, the joint use as a foundation was introduced only in 1992 by [Boser 92]. Since then, this
technique has been widely used and we recommend this book to obtain the finest details [Duda 01,
chapter 5, page 259].

Briefly, the relevance of this approach is based on two aspects to achieve class separation:
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25 iterations 20 iterations

23 iterations 13 iterations

Figure C.5.: Applying the Mean-Shift algorithm to different images – Each time, we indicate the
number of iteration for converging.

(1) Taking into account a maximum margin between the separation boundary, the hyperplane, and
the nearest samples, the support vectors, contained in each class;

(2) The ability to handle cases where the separation is non-linear by transforming the input data
representation space into a larger dimensional space. This means that we assume that there is
a dimension for which the separation becomes linear.
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Summarized presentation of the entire
career

For a synthetic view of the entire career, a timeline, figure D.1, is available in page 302.

D.1. Period summarized

In this manuscript, I have tried to synthesize the research work from January 2006 to December 2019,
the period after the thesis defence in December 2005. During that time, I have been:

• Since September 2011: Assistant professor at ENSEEIHT-INPT, École Nationale
Supérieure en Electronique, Electrotechnique, Informatique et Télécom - Institut National Poly-
technique de Toulouse, where I was assigned to IRIT, VORTEX team, Visual Object from
Reality To EXpression. Since January 2018, the VORTEX team has been reorganized to allow
the creation of two new teams, including REVA at which one I belong to.

• December 2007 to August 20011: Researcher at IFSTTAR, Institut Français des Sciences
et Technologies des Transports, de l’Aménagement et des Réseaux, in the city of Nantes.

• September 2006 to November 2007: Post-doctorante Post-doctoral student at Télécom
Paris, under the supervision of Isabelle Bloch, in the LTCI laboratory, Laboratoire de Traitement
et Communication de l’Information.

• September 2005 to August 2006: Temporary Teacher and Researcher (in half position),
at Paul Sabatier University, where I worked with Alain Crouzil, at IRIT, Institut de Recherche
en Informatique de Toulouse.

D.2. Interactions with other team researchers

My professional background has allowed me to work with many people, including the following (I hope
this list is complete):

• Since taking up my position at ENSEEIHT (2011), I have been working mainly with the fol-
lowing colleagues: Vincent Charvillat, full professor, Pierre Gurdjos, research engineer and
Géraldine Morin, full professor. Actually, I am also starting working with Simone Gasparini
and Axel Carlier, the § 13.5 and 13.6 in my perspectives are related to this starting works.

• During my position as a researcher at IFSTTAR (2007-2011), I worked with Christian Gour-
raud, Jean-Marc Moliard, Philippe Nicolle, senior technicians, and Vincent Baltzart,
researcher. I also worked with Aurélien Cord, researcher at Paris IFFSTAR. I was also able
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to work, as a guest researcher, with Jérôme Idier, CNRS research director, at the IRCCYN,
Institut de Rechercher en Communications et CYbernetics de Nantes.

• During the post-doctorate (2006-2007) at Télécom Paris, I worked with Elsa Angelini, assistant
professor, Isabelle Bloch, full professor and Antonio Moreno, PhD student.

All the work developed in this manuscript is the result, on the one hand, of personal work and, on
the other hand, of working in collaboration with all these people. In this way, I hope I summarize all
the work done in the best possible way, while respecting the efforts also made by my colleagues and
co-authors.

D.3. Supervised research

I hope that this manuscript respects the work provided by all the doctoral students, post-doctoral
students and master 2 trainees supervised and co-supervised.

D.3.1. Defended thesis

All this work was developed during the co-direction and/or co-supervision of the theses of :

(1) Damien Mariyanayagam, at IRIT (VORTEX/REVA team), [Mariyanayagam 20]
• Period: November 2015 to March 2020 (53 months)
• Funding: Regional
• Co-direction: 40%, with P. Gurdjos (40%) and V. Charvillat (20%)
• Title: Localisation and recognition of circular markers from its contour: application to

augmented reality
• Related publications: [Mariyanayagam 18, Mariyanayagam 19]
• Current position: Temporary researcher and teacher at ENSEEIHT

(2) Bastien Durix, at IRIT (VORTEX team), [Durix 17]
• Period: September 2014 to December 2017 (39 months)
• Funding: Public
• Co-direction: 40%, with Géraldine Morin (60%)
• Title: Skeletons for 3D reconstruction: from estimation of skeletal projection in a 2D image

to 3D skeletal triangulation
• Related publications: [Durix 15a, Durix 16a]
• Current position: Research Engineer at Fitting box

(3) Marie-Anne Bauda, at IRIT (VORTEX team), [Bauda 16]
• Period: April 2012 to June 2016 (50 months)
• Funding: Industrial
• Co-direction: 60%, with Vincent Charvillat (20%) and Pierre Gurdjos (20%)
• Title: Understanding Urban Scenes by Combining 2D/3D Information
• Related publications: [Bauda 15b, Bauda 15a]
• Current position: R&D Project Manager at Akka Technology

(4) Rabih Amhaz, at IFSTTAR, but localised in IRIT-ENSEEIHT, [Amhaz 15]
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• Period: September 2011 to March 2015 (42 months)
• Funding: Half IFSTTAR1 + half ”Pays de la Loire” region
• Co-supervising: 40%, direction Jérôme Idier (40%) and co-supervisor Vincent Baltazart

(20%)
• Title: Crack detection by image processing for monitoring pavements and engineering struc-

tures
• Related publications: [Amhaz 14, Amhaz 16]
• Current position: Assistant professot at ECAM Strasbourg-Europe

(5) Guillaume Galès, at IRIT (TCI team), [Gales 11]
• Period: September 2007 to July 2011 (46 months but 4 months were off for disease)
• Funding: Public
• Co-supervising: 30%, direction Patrice Dalle and co-supervisor Alain Crouzil
• Title: Pixel matching for binocular stereovision by propagating point of interest matches

and using region voting
• Related publications: [Gales 10b, Gales 10a]
• Current position: Research Engineer at Foundry, Ireland

D.3.2. Thesis in progress

Currently, I am co-supervising a thesis:

• Thierry Malon, at IRIT (VORTEX/REVA team and MINDS team)
◦ Period: Since October 2017
◦ Funding: European project H2020
◦ Co-supervising: 40%, with A. Crouzil (30%) and V. Charvillat (30%)
◦ Title: Reconstruction of articulated movements from 4D reconstruction of crime scenes
◦ Related publications: [Malon 18, Guyot 19, Malon 19b, Malon 20]

Moreover, in October 2020, I will start co-direction of 2 thesis with Géraldine Morin, and one of
them is also co-directed with Simone Gasparini.

D.3.3. Post-doctoral supervisions

The work presented is also the result of the supervision of two post-doctoral fellows:

(1) Chafik Bakkay, at IRIT, VORTEX team
• Period: September 2016 to August 2017 (12 months)
• Funding: Subcontract for FUI French project, for SiConsult
• Supervising: 100%
• Topic: Detection of butterflies in trap images
• Related publications: [Bakkay 18a, Bakkay 18b]
• Current position: Researcher at IRT Saint-Exupéry, Toulouse

1Institut Français des Sciences et Technologies des Transports, de l’Aménagement et des Réseaux, site de Nantes.
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(2) Hatem Rashwan, at IRIT, VORTEX team
• Period: November 2014 to November 2016 (24 months)
• Funding: Regional
• Supervising: 60%, with Pierre Gurdjos (20%), Géraldine Morin (10%) and Vincent

Charvillat (10%)
• Sujet: 2D/3D matching
• Related publications: [Rashwan 16, Rashwan 17, Rashwan 19a]
• Current position: Temporary teacher and researcher at University of Tarragona, Spain

D.3.4. Supervision of master 2

It is also important to mention all the Master 2 students supervised during this period:

• Emilie Jalras
◦ Period: 30/03/2015 to 25/09/2015
◦ Funding: VORTEX team
◦ Supervising: 100%
◦ Title: Correlation matching with superpixel-based adaptive windows

• Lukasz Jasinski
◦ Period: 01/09/2014 to 01/06/2015
◦ Funding: Erasmus grant
◦ Supervising: 100%
◦ Title: Parallelisation of an algorithm for detecting cracks in pavement images

• Maya Alsheh Ali
◦ Period: 15/03/2011 to 15/09/2011
◦ Funding: Syrian government grant
◦ Supervising: 50%, co-supervision with Jérôme Idier
◦ Title: Characterization of pavement texture using a 2D non-causal auto-regressive model

(2D ARNC)

• Hanan Salam
◦ Period: 01/02/2010 to 15/09/2010
◦ Funding: IFSTTAR
◦ Supervising: 50%, co-supervision with Jérôme Idier
◦ Title: Automatic detection of cracks in pavement images by Markovian modeling

• Noémie Vanetti
◦ Period: 01/02/2008 to 15/09/2008
◦ Funding: IFSTTAR
◦ Supervising: 50%, co-supervision with Philippe Nicolle
◦ Title: Geolocation by photogrammetry of engineering structure disorders on images ac-

quired by a helicopter UAV
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• Roberta Brocardo
◦ Period: 01/02/2007 to 15/09/2007
◦ Funding: Télécom Paris
◦ Encadrement: 50%, co-supervision with Isabelle Bloch
◦ Title: Introduction of a Dynamic Lung Model ina CT-PET Landmark-based Registration

• Guillaume Galès
◦ Period: 01/09/2006 to 01/06/2007
◦ Funding: None
◦ Supervising: 50%, co-supervision with Alain Crouzil
◦ Title: Detection and matching of points of interest for seed propagation based matching

• Benôıt Bocquillon
◦ Period: 01/09/2003 to 01/06/2004
◦ Funding: None
◦ Supervising: 50%, co-supervision with Alain Crouzil
◦ Title: Estimation of ground truth disparity map for stereoscopic matching evaluation

D.4. Collaborations

D.4.1. International collaborations

• Since January 2017: Collaboration with the University of Catalonia, Spain (several
short stays) to work with Hatem Rashwan in the continuity of his post-doctoral work, on the
improvement of a 2D/3D matching, cf. [Rashwan 19a]. This collaboration led to the submission
of a European project (rejected) and an ANR project (in progress).

• January 2016: Invitation (4 weeks) to National University of Singapore (NUS) to
work with Wei Tsang Ooi to visit the Multimedia System Laboratory. The objective of this
mission was to strengthen the existing collaboration between the REVA team and the research
group in Singapore by addressing in particular the computer vision aspects studied at NUS. This
allowed contact to be made with Terence Sim on face recognition aspects, and Michael Brown
on focus map aspects (discussed/used in the publication [Rashwan 19a]). In addition, I was also
able to discuss work on smart homes with researchers from the IPALIPAL2 laboratory. Thus,
I co-supervised 2 Master 1 internships carried out in June/July 2016 on the implementation of
an approach to facilitate the use of tests to assess the mental health of patients.

• April 2011: Invitation (1 week) from the University of Maynooth (Ireland) to hold
a seminar on my research work and to work with John McDonald and Guillaume Galès, on
the detection and matching of points of interest for propagation matching [Gales 12].

• August 2010: Invitation (3 weeks) from the Media processing team, University of
Vienna, Austria, to work with Michael Bleyer on colour global matching [Bleyer 10a].

• 2006 - 2007 : Collaboration with the University of Florida (USA), with Anand San-
thanam and Jannick Rolland, we collaborated on research on multimodal resetting of lung vol-
umes taking into account a breathing model [Chambon 07a, Chambon 08, Moreno-Ingelmo 08,
Chambon 11e].

2Image & Pervasive Access Lab - Singapour, UMI CNRS 2955 - CNRS, National University of Singapore, A*STAR
Institute for Infocomm Research, Université Joseph Fourier, Université Pierre et Marie Curie, Institut Mines-Telecom
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D.4.2. National collaborations

• 2014 – 2017 : Céline Roudet and Lionel Garnier, assistant professors at the University
of Burgundy, Dijon, laboratory Le2i3. We collaborate on the thesis of Bastien Durix about
skeleton-based 3D reconstruction and this work led to joint publications [Durix 15b, Durix 15a,
Durix 16b, Durix 16a].

• 2011 – 2016 : Vincent Baltazart, researcher at IFSTTAR4, Nantes, and Jérôme Idier, CNRS
research director, IRCCyN5. We co-supervised the thesis of Rabih Amhaz on the detection of
cracks on pavements and engineering structures using an approach based on minimal paths in
images. These works were published in [Amhaz 13b, Amhaz 13a, Amhaz 14, Amhaz 16].

• 2013 : Stéphanie Prévost, assistant professor, University of Reims. We have shared
the work done on matching using several methods, particularly the propagation of reliable
matches [Prévost 13b, Prévost 13a].

• 2007-2011 : Aurélien Cord, researcher at IFSTTAR, Paris. We have collaborated on the
implementation of a surface defect detection approach applied to pavements by learning using
an AdaBoost technique [Cord 11].

• 2010 : Nicolas Coudray and Argyro Karathanou, post-doctoral students at the University
of Haute-Alsace. We have been working on a watershed approach to detect cracks in pavement
images [Coudray 10].

• 2007 : Adrien Bartoli, professor at the University of Auvergne. We collaborated on a
reconstruction approach based on a Thin-Plate Spline (TPS) model. The contributions deal
with the consideration of epipolar constraint and the modelling of perspective deformations
[Bartoli 07, Bartoli 10].

• 2006 – 2007 : Antonio Moreno, INSERM research engineer, and Isabelle Bloch, pro-
fessor at Télécom Paris. This is the same work as that shared with A. Santhanam and J.
Rolland [Chambon 07a, Chambon 08, Moreno-Ingelmo 08, Chambon 11e].

D.4.3. Collaboration within the IRIT laboratory

• Since May 2017 : Julien Pinquier and Christine Senac, assistant professors (SAMOVA6

team), Florence Sedes, professor , and André Peninou, assistant professor, (SIG7 team). We
are collaborating on the processing of audio and video data from multiple cameras, via a Euro-
pean project called VICTORIA, VIdeo analysis for investigations of Crimininal and TerrORIst
Activities [Malon 18, Guyot 19].

• Since September 2006 : Alain Crouzil, assistant professor (MINDS8 team).We co-
supervised the thesis of Guillaume Galès on dense matching robust to occlusions. Our work
has been published in [Gales 10b, Gales 10a, Gales 10c, Gales 12]. We are co-supervising the
thesis of Thierry Malon on the tracking of articulated objects in videos taken from different
points of view, with overlapping, as part of the VICTORIA project. This work has resulted in
the following publications [Malon 18, Malon 19a, Malon 19b, Malon 20].

3Laboratoire Electronique, Informatique et Image.
4Institut Français des Sciences et Technologies des Transports, de l’Aménagement et des Réseaux, site de Nantes.
5Institut de Recherche en Communications et Cybernétique de Nantes.
6Structuration, Analyse et Modélisation de documents Vidéo et Audio.
7Systèmes d’Informations Généralisés.
8coMputational imagINg anD viSion.
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D.5. Scientific responsibilities

D.5.1. European projets

• 2017–2020: Participation in the European VICTORIA project, VIdeo analysis for
investigations of Crimininal and TerrORIst Activities, H2020

This project deals with the analysis of audio and video content collected by national and regional
security agencies following a criminal act or terrorist attack. This project is the framework of a
collaboration with the teacher-researchers of the MINDS, SAMOVA and SIG teams of IRIT, cf.
the internal collaborations described above. This project also takes into account the grant for
the thesis of Thierry Malon.

• 2016–2018: Participation in the European project LADIO, Live Action Data In-
put/Output

This project has partly financed the work carried out with Pierre Gurdjos on 3D reconstruction,
in particular through the mapping of 2D/3D data, see [Rashwan 16, Rashwan 17, Rashwan 19a].

• 2011–2014: Participation in the European project TRIMM, Tomorrow’s Road In-
frastructure Monitoring and Management

The leader was Dean Wright (Ireland). Firstly, I wrote and was responsible of a ”Monitor-
ing surface condition” package. This project was submitted when I was still a researcher at
IFSTTAR. Once I arrived at ENSEEIHT in my new position, I became a consultant for this
project.

D.5.2. International Involvement

• 2011–2019: Reviewing for international journals (more than 65 papers reviewed):
Pattern Recognition (PR), IEEE Digital Signal Processing (DSP), International Journal of Re-
mote Sensing (IJRS), Electronic Letters on Computer Vision and Image Analysis (ELCVIA),
IET (Institution of Enginnering and Technology), for Image Processing and Computer Vision
parts, IEEE Digital Signal Processing, Biomedical Engineering (BME), International Journal of
Remote Sensing (IJRS), Electronic Letters on Computer Vision and Image Analysis (ELCVIA),
IET (Institution of Enginnering and Technology) Image Processing, Computer-Aided Civil and
Infrastructure Engineering (CACIE), Transactions on Aerospace and Electronic Systems (T-
AES).

• 2014–2017: Reviewing for international conferences: International Conference on Med-
ical Image Computing and Computer-Assisted Intervention, MICCAI 2020, European Signal
Processing Conference (EUSIPCO) 2017, IEEE International Conference on Image Processing
(ICIP) 2014, Scandinavian Conference on Image Analysis (SCIA), 2011, IEEE Computer Vision
and Pattern Recognition (CVPR), 2010.

• October 2014: Invitation to participate to a special session: ”Detection of Road Sur-
face Degradations” for IEEE International Conference on Image Processing, ICIP, Paris, 2014,
organized by Paulo Correia and Henrique Oliveira of the Institute of Telecommunications,
Lisbon, Portugal.

• 2013: External reviewer for a Master 2 Research student surpervised by Eric McClean,
NUI Maynooth, Ireland.

• 2010–2011: Session Chair at VISAPP conferences.
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D.5.3. National projects

• 2016–2017: Responsible for a subcontracting part of a French FUI VITI project
(from 01/09/2016 to 31/08/2017)

The project aims to reduce the use of phytosanitary products for the vine agriculture. For this
purpose, the project wishes to introduce a device for the acquisition of parasite trap images and
to process them automatically in order to analyse the parasite evolution. We have therefore im-
plemented an algorithm that responds to this problem. This sub-contracting has made it possible
to finance the post-doctorate of Chafik Bakkay, see publication [Bakkay 18a, Bakkay 18b].

• 2015–2017: Participation in the region/FEDER9 INVISO project - Augmented re-
ality application for the factory of the future

This project allowed the financing, in part, of thesis of Damien Mariyanayagam and is related
to publications [Mariyanayagam 17, Mariyanayagam 18, Mariyanayagam 19].

• 2014 – 2015: Scientific manager of a regional project MobVille - Mobile application
for urban warning alert10

This project was carried by the company Imajing. We have developed an approach allowing
2D/3D matching. This project funded the post-doctoral work of Hatem Rashwan, see publica-
tions [Rashwan 16, Rashwan 17, Rashwan 19a].

• 2012 – 2015: In charge of an IFSTTAR 11R125 research operation

With Vincent Baltazart, researcher at IFSTTAR, we conducted an operation ”Automatic detec-
tion of defects by signal and image processing - Application to the characterisation of surface
(open) and internal (non-open) cracks in civil engineering materials and structures”. After my
departure in September 2011, I remained a consultant for IFSTTAR11. This operation finance
half of the thesis of Rabih Amhaz.

D.5.4. National Involvement

• 2021: Organization of a national conference ORASIS.

• 2019: Participation in the organizing committee of the GTMG: Days of the Working
Group on Geometric Modeling, https://gtmg2019.sciencesconf.org.

• 2017: Expertise for the ANRT12 for a CIFRE thesis application.

• 2015–2020: Reviewer for national conferences: ORASIS, 2015, 2017, 2019, GRETSI 2017.

• 2013–2019: Program committees for a national conference ORASIS.

• 2013: Reviewer for a national journal on Signal Processing, Traitement du Signal, TS.

• 2010: Expertise for the ANR TecSan call for projects, Technologies for Health13.

• 2010–2020: Participation in thesis juries (excluding my supervised theses) as an
examiner

9Fonds Européen de Développement Régional.
10Application mobile pour la signalisation des alertes urbaines
11In the context of an IRIT–IFSTTAR collaboration agreement?
12Association Nationale de la Recherche et de la Technologie
13Technologies pour la Santé
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◦ Lamees Nasser Khalafallah Mahmoud on ”A dictionary-based denoising method for
robust segmentation of noisy and dense nuclei in 3D biological microscopy images”, Sor-
bonne University, July 2019.
◦ Salah Eddine Kabbour on ”Human Ear 3D Reconstruction Using Cell Phone Camera”,

University of Rennes, June 2019.
◦ Yizhen Lao on ”3D Vision Geometry for Rolling Shutter Cameras”, University of Clermont

Ferrand, May 2019.
◦ Mathias Gallardo on ”Contributions to monocular deformable 3D reconstruction: curvi-

linear objects and multiple visual cues”, University of Clermont Ferrand, September 2018.
◦ Tien Sy Nguyen on ”Extraction of fine structures from textured images: application to

automatic crack detection on pavement surface images”, University of Orleans, 2010.

• 2010–2020: Selection Committees for assistant professor positions
◦ University of Burgundy, Dijon, 2020
◦ University of Toulouse (ENSEEIHT), 2018
◦ University of Burgundy, Le Creusot (cancelled due to position cut), 2017
◦ University of Paris Sud, 2016
◦ University of Paris Sud, 2015
◦ University of Toulouse (ENSEEIHT), 2015
◦ University of Rouen (INSA), 2014
◦ University of Toulouse (ENSEEIHT), 2014
◦ University of Toulouse (ENSEEIHT), 2013
◦ University of Auvergne (IUT), 2010

• 2018–2020: Interdisciplinary committees (local promotion) for the INPT.

D.5.5. Scientific popularisation

• 2021: Invitation to participate in the Café des Sciences14 at the Quai des Savoirs15 (Toulouse)
by the association Femmes & Sciences16. This participation consists of presenting her career
and scientific objectives to other researchers in various fields before forming pairs who will host
a coffee together. The difficulty of this task is to make a presentation without electronic support
to popularize the research and then answer questions from people who came to the café.

• 2016–2019: Participation in the computer science and engineering days of the preparatory
classes for the Grandes Ecoles17 at the high school of Déodat de Séverac in Toulouse. This
participation consists of attending demonstrations and presentations of engineering projects (in
computer science/applied mathematics) of the students of preparatory classes in order to give
them feedback. Theses presentations are followed by a presentation of the research work to
raise their awareness of the world of research and the use of mathematics in computer science
research.

14Science coffee
15knowledge bay
16Women & Science
17French institution of higher education
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D.6. Teaching

During all the career, before my arrival at ENSEEIHT, I was able to teach to a wide variety of students:
at the university (Toulouse, Paris), in Technological Instituts (Saint Nazaire) or in French institution
of higher education (Ecole Centrale de Nantes), in a variety of fields: computer science, physics, civil
engineering. Most of the time, the target audience was undergraduate students. Table D.1 summarizes
all the topics teached.

Topic Level Type Quotat
Algorithmics, C programming Bachelor 3 Tutorials, labs 140

Data base Bachelor 3 lectures,
Tutorials, labs 42

Caml, OCaml Bachelor 1 et 2 labs 189
Computer Vision and Image Processing Master 1 et 2 lectures, labs 50

Prolog Bachelor 3 labs 13
Office automation Bachelor 1 labs 16

TOTAL 450 tutorial
equivalent

Table D.1.: Teachings carried out from 2002 to 2011 – I had the desire and the chance to be able to
teach as early as my master 2, in 2002. In every position I have held, I have taught: during my thesis,
as temporary teacher and researcher, during my post-doctorate and during my years as a researcher at
IFSTTAR. During these years, I have followed already established teachings but I have also proposed
subjects for projects, labs, lectures and tutorials.

Since ENSEEIHT, I have been teaching mainly for the third year of Bachelor and Masters 1 and 2.
However, my desire to have varied students led me to teach at the University Jean Jaurès and also to
the preparatory classes of INP. Table D.2 allows me to present the average quotas achieved each year
since my arrival, knowing that I had a half service in the first year, two thirds service in the second
year, and a full time until 2016, when I started a part time job (80%).

Topic Level Type Quotat
Computer Vision and Image Processing Bachelor 3 lectures/labs 45

HTML5/CSS/JavaScript Master 2 lectures/labs 22
Computer architecture/VHDL Bachelo 3, Master 1 Tutorials/labs 70

Ada Bachelor 3 Tutorials/labs 68
Caml Bachelor 3 Tutorials/labs 20

Probability and Statistics Bachelor 3 labs 12

Python Preparatory classes
INP 1 labs 30

Table D.2.: Teaching carried out since 2011 – These are the annual averages per teaching carried out.
The topics fluctuate from one year to the next and so is the service: 96 hours for 2011, 144 hours for
2012, 192 hours before 2016 and 154 hours since 2016.
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D.7. Educational and administrative investment

• 2017 to 2020: Adaptation of a part of my teaching by proposing PPBLs (Project
and Problem Based Learning). For this, I have made requests for funding (1000 euros of
interactive materials + 15h tutorial equivalent) to the ENSEEIHT each year (requests accepted).

• March 2016: Participation in MOOC
◦ Teaching with moodle;
◦ Teaching in universities.

• Since 2015: Head of International Relations, for the Computer Science Department.
This responsibility is accounted for 24h tutorial equivalent. From September 2015 to December
2016, it was a co-responsibility with the former manager to carry out the knowledge transfer
and service during my maternity leave. At present, this responsibility involves the management
of about 60 requests for departures abroad (for an average of 35 actual departures) and about
30 requests for arrivals of foreign students (at most 10 will be accepted). This responsibility
implies the creation of new links of courses, semesters, ... for the teachers of the department but
also the training to promote the use of this platform.

• Since 2015: correspondent for the online learning platform moodle for the Computer
Science department.

• January 2014 to December 2017: Member of the Departmental Council (Computer
Science and Applied Mathematics).

• Since January 2014: monitoring of apprenticeship students: monitoring of 2 to 3
students per year. This is equivalent to 12 hours of service when the student is in first grade,
and, then 8h in second and third year.

• Since 2012: In charge of two teaching units ”Vision and Image Synthesis” and
”Video Processing”, in third year ENSEEIHT.

• Finally, it should be noted that, as part of a reform of ENSEEIHT, the IT and Applied Math-
ematics department, to which I belong, has started to merge with the Networks and Telecom-
munications department. The new department has been set up for the start of the 2017-2018
school year, for the first year only. This means that there has been a high level of participation
(meetings, working groups) to carry out this fusion and, since the start of the 2017-2018 school
year, an adaptation of the lessons learned. This fusion continued over the next 2 years and in-
volved many hours of work to also merge international relations, for which I took responsibility
in September 2015.

In figure D.1, the whole career is synthesized. Above the timeline, the two supervised post-doctoral
students are indicated, and below, , these are the six doctoral students co-supervised. In pastel purple,
I indicate all the students funded through a project: MOBVILLE is a regional project, VITI a FUI18

French project, VICTORIA a H2020 European project, INVISO a regional project and TRIMM a FUI
French project. For MOBVILLE, I was the project representative, for IRIT, while for all the others,
I was a participant, except for VITI where IRIT-REVA was subcontractor. Thus, for each student,
those indicated in pastel purple correspond to those funded by a project, those indicated in pastel
blue correspond to an industrial grant, and finally, those indicated in pastel green are those funded
by an public grant.

18Fonds Unique Interministériel
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Hatem/MOBVILLE

2014 2016

Chafik/VITI

2016 2017

Temporary
Teacher/

Researcher
IRIT
UPS

2005

Post-doctorate
LTCI-UPM

2006

Researcher
IFSTTAR

ECN/Polytech Nantes
IUT St-Nazaire

2007

Assistant professor
IRIT

ENSEEIHT

2011 2020

Thierry/VICTORIA

2017 2020

Damien

2015 2020

INVISO

2015 2017

Bastien

2014 2017

Marie-Anne/Imajing

2012 2016

Rabih/TRIMM

2011 2015

Guillaume

2007 2011

Figure D.1.: Career summarized in one timeline.
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