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Abstract. Nowadays, organizational members manage the huge amount
of digital documents that they exploit at work. To do that, they organize
documents into individual hierarchies. Actually, these documents are re-
ally parts of a company’s capital as they reflect past experiences, present
competences and impending expertise. Unfortunately, even if corporate
documents represent high value-added material, they still mostly remain
unknown from the organization as a whole. That is the reason why this
paper proposes to build a unified view of corporate documents. Our ap-
proach is complementary to current content-based ones because it relies
on an original metrics related to documents usage within an organization.

1 Introduction

In modern organizations such as companies, institutions, R&D laboratories, etc.
people constantly need to search for documents in order to accomplish their
tasks. This individual activity generates amounts of documents that may in-
terest many other members that have similar needs. However, these nuggets of
information are too often unknown to others because they mostly remain into
each worker’s personal document space. Nevertheless it would be worth gather-
ing and exposing documents in a collective way in order to support communities
of practice that tend to improve members’ efficiency.

To do that, research works have proposed to visualize organization-wide doc-
uments by measuring inter-document similarity. These approaches commonly
use lexical or even semantic metrics that only consider document contents. In
fact, this really neglects how people use and organize documents. However, we
think that we can benefit from it: observing how people use and classify doc-
uments may provide us with a clue to how much they are related regarding
people’s practices. Therefore, the proposed unified view is based on the way
individuals organize corporate documents into their own hierarchies. This view
relies on a usage-based similarity computed through a unique data structure
called multitree. The aforementioned hierarchies consist of people’s bookmarks,
file systems, etc. The unified view enables people to discover new relations be-
tween documents that would have been undiscovered with approaches only based
on document contents. Lastly it provides query and navigation features that en-
able users to find interesting corporate documents that may be of interest for
their tasks.
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This paper is organized as follows: section 2 describes our research context,
that is building a unified document view from individually organized ones. With
respect to this context, we also describe and point weaknesses of lexical and se-
mantic metrics that are commonly used for computing inter-document similarity.
Section 3 formally describes the usage-based inter-document metrics employed
for building the unified view. Lastly, we discuss strengths and weaknesses of our
approach before giving some insights into future research works in section 4.

2 Context & Motivations

This section introduces our research context: organizational work mediated by
digital documents. We focus on how they are retrieved, organized into hier-
archies and actually poorly shared. Therefore, we describe ways for building a
unified document view by extracting documents from every organizational mem-
bers’ Personal Information Spaces (PIS) [1]. A such unified representation would
enable each member to view and access related documents existing within the or-
ganization. However, we underline strong weaknesses of current approaches that
only consider document contents. We argue that they do not capitalize enough
on individual efforts: document organization resulting from their use in daily
people’s tasks. This motivates our outlined approach: exploiting a usage-based
rather than content-based metrics to build the unified view.

2.1 Organizational Context

At work, people make extensive use of information sources—including the Web—
from which they retrieve documents that are relevant to accomplish their tasks.
Indeed, information along with these documents is a raw material for modern
organizations that earn money by analyzing, combining, enriching, etc. infor-
mation and its digital media—documents—for making a profit. Following this
exploitation of documents, people need to structure their PIS into individual
document hierarchies [1] for various purposes. In fact, this is mostly done for
finding documents later, for building a legacy and for sharing them [2]. Despite
these expected objectives, we underline in the following section that documents
are not fully exploited at the corporate level as a whole. That is the reason why
we consider them as a quiescent capital.

2.2 Corporate Documents: a Quiescent Capital

People’s individual activities generate amounts of documents that may be of
great interest to other organizational members. However, such documents are
very often kept in personal information spaces without really being shared. One
argument from social psychology may be that information is perceived as power,
so sharing documents would imply loosing power. People can also hesitate to
share because they do not know if they will get something interesting in return.
These arguments are difficult to take into account so we rather explore other
trails. Other arguments explaining why information is not very shared have been
pointed out by a recent field study of organizational work mediated by digital
documents [3]. First, information is scattered in multiple locations all over most
organizations. In fact, available information is unknown from people because



there is no single access point to it. Second, organizational members are not
professional searchers. They often have learned to search for information on-the-
job, by themselves. Thus, without an adapted training, most people do not know
where to look, how to search efficiently, etc. Third, people are inundated with
too much information, mostly coming from email messages. They spend a lot of
time extracting interesting information from huge amounts of noisy documents.
In our opinion, a predominant reason is that sharing takes time and implies a
significant cognitive overload. We investigate this latter argument, considering
three main ways that workers use to manually spread documents. i) By email-
ing colleagues, which implies thinking about which contacts may benefit from
the aforementioned documents. Choosing recipients is an highly cognitive task
whereas it does not allow to spread documents outside one’s circle of contacts.
This approach is merely chosen for small group collaboration [4]. ii) By sending
documents to a mailing list, whose members have subscribed for. They are often
topic specific, concerning some profession for example [5]. As regards the sender,
evaluating documents relevancy with respect to a mailing list can be tricky as
he does not know every of its members’ needs. Therefore, some people may self-
censor whereas others may send unrelated material, overwhelming subscribers’
mailboxes. iii) By publishing documents on organizational intranets. For this
approach, the effort is transposed from the sender to each organizational mem-
ber who has to actively search for these documents. As modern intranets can
consist of millions of Web pages—5.5 millions for the IBM intranet—employees
spend a large percentage of their time searching for information [6]. Automatic
document delivery via recommender systems [7] can also be cited along with its
drawbacks. Such systems exploit users’ profiles and combine demographic, cogni-
tive, collaborative, etc. strategies to diffuse documents. Their drawbacks mainly
concern profile updating latency (when a user’s interests evolve). Moreover, the
way documents are organized regarding workers’ tasks is not exploited.

Manual as well as automatic document sharing strategies are both expen-
sive in time and cognitive load. That is why more human-centered strategies
have been proposed in the Knowledge Management field, e.g. communities of
practice aim to connect people so that they can share nuggets of information,
exchange experience and solve problems in their area of experience [5]. All things
considered, efficiently giving access to relevant documents is a difficult task to
achieve, either manually or automatically. Indeed, people often loose precious
time searching for or recreating already organization-wide scale encountered in-
formation [3]. As a solution we propose to gather documents in a unified view
based on an original input: the way workers use documents. The interest of
such a view is twofold: it improves organizational documents access through a
user-friendly interaction meanwhile it presents a global vision of them. This view
reflects the way documents are related to activities rather than to their contents.

2.3 How to Unify Corporate Documents?

Previous sections suggest that modern organizations can benefit from a unified
view of corporate documents. We can at least explore two directions. i) Provid-



ing a shared space where people collaboratively manage a unique hierarchy of
documents. ii) Exploiting people’s individual hierarchies in order to automat-
ically gather them in a unified view. We do not support the first alternative
because [8] has noticed that people want to keep individual documents under
control. Moreover, they prefer to organize hierarchically rather than to rely on a
system that would not provide a global view of documents, e.g. a search engine.
In addition, when sharing a common hierarchy nobody is free to organize doc-
uments the way he wants. This forces people to adhere to a “single thought.”
Lastly, each member would have to keep documents that he is not interested in.
On the contrary, the second alternative enables people to only keep documents
they really are interested in. Moreover, they can organize them the way they
feel it the more efficient. That is why we discuss how to unify multiple individ-
ual document hierarchies into a unified view. In addition, visualizing corporate
documents can be achieved following two ways. On the one hand, we consider
Hierarchical Agglomerative Clustering (HAC) and Self-Organizing Maps (SOM)
Data Mining approaches, which are content-based. On the other hand, we men-
tion the social tagging visualization called “tag cloud,” which can be considered
as an early attempt to build a usage-based unified view.

Data Mining Approaches. In order to build a unified document view, one
must be able to evaluate how documents are related to each other, i.e. how much
they are similar. This can be achieved by a traditional Information Retrieval
process [9] via the cosine measure associated with the Vector Space Model, for
instance. Many Data Mining algorithms exploit such techniques to provide visual
representations of a set of documents. For example, [10] describe algorithms for
automatically organizing documents per contents based on the HAC algorithm.
Another example may be the SOM algorithm [11].

Social Tagging Approach. A current trend called social bookmarking con-
sists in sharing document pointers associated with user-contributed tags [12].
In order to obtain a unified view of documents thanks to these tags, a specific
visualization called a tag cloud [13] has been proposed.

Weaknesses of Current Approaches. Content-based comparison of docu-
ments suffers many weaknesses that are related to synonymy, homonymy, stylistic
devices such as metaphors . . . This is a reason why advanced approaches such
as the Latent Semantic Indexing algorithm [14] have been used. Even if partially
solving lexical metrics weaknesses, such approaches cannot identify documents
that are often used together, according to a specific activity. The tag cloud vi-
sualization also suffers from content-based issues as individuals can use different
tags that actually represent a single concept. All things considered, current ap-
proaches never consider an actual human contribution resulting from a highly
cognitive effort: documents organization. In order to take into account this as-
pect in a unified document view, we define in section 3 a specific inter-document
usage-based metrics based on workers’ individual hierarchies.

3 An Original Usage-based Unified Document View

In this section, we describe an approach for building a usage-based unified view of
corporate documents. We thus detail how to benefit from individuals’ cognitive



efforts reflected by their organized documents. Then, we formalize an inter-
document usage-based metrics that is computed from individual hierarchies of
documents. Lastly, we present how the unified view is implemented, along with
concrete applications regarding information visualization and retrieval tasks.

As people find and exploit interesting documents regarding their tasks, they
store them for various purposes. To do that, their favorite organization is a
folder hierarchy [1] because it really reflects how documents are related regard-
ing people’s tasks. When inserting a document, the act of deciding which folder
is best representative or even creating a new one from scratch is a highly cog-
nitive task [15]. In spite of involved cognitive efforts, hierarchical organization
is appreciated because it allows individuals not only to keep documents under
control [8] but also to represent them as a whole. Moreover, when lexical-based
metrics is static because based on contents only, usage-based metrics is dynamic
as it relies on evolving hierarchies. To sum up, hierarchical document organiza-
tion conveys a high value that is mostly unexploited by the current approaches
presented above. That is why we describe in the following sections how to build
a usage-based unified view of documents from multiple hierarchies.

3.1 Modeling Documents Usage: the Multitree Data Structure

In order to identify patterns of document usage, we need to represent multiple
users’ document hierarchies (excluding folders that users specify as “miscella-
neous”) into a unique data structure. Following previous research works [16], we
model these hierarchies using a multitree that groups together users’ documents
along with their paths, see figure 1.

Fig. 1. A multitree consisting of two users’ hierarchies.

Definition 1. A multitree M= 〈D,F,U,RD, RF , RU 〉 is a sextuplet where D =
{d1, . . . , dn} is a set of documents, F = {f1, . . . , fm} is a set of folders and
U = {u1, . . . , ul} is a set of users. Moreover, we define the following relations:
– RD is a binary relation on D × F that is called document membership.

(di, fj) ∈ RD means that the di document is a direct child of the fj folder.
– RF is a binary relation defined on F × F that is called folder membership.

(fi, fj) ∈ RF means that the fi folder is a direct child of the fj folder.



– RU is a binary relation defined on U × F that is called root membership.
(ui, fj) ∈ RU means that the ui user owns the fj root of his hierarchy.

Furthermore, we define R+
F : F → F as the function (1) that returns the p direct

“parent” folder that contains a given f folder. If f is one of the roots of the
multitree then R+

F (f) = λ where λ figures the null value.

R+
F (f) = p | ∃(f, p) ∈ RF (1)

Definition 2. Let G be the graph associated with the multitree M. A vertex
of G is either a node (representing a folder) or a leaf (representing a document)
while RD ∪RF are edges of G. A path from a root r to d is a sequence denoted
/r/f1/f2/ . . . /fk/d such that f1RF r, f2RF f1, . . . , dRDfk. The direct descendant
folder f1 ∈ F of the r root is called a branch, it is formally defined by the
b : F → F function (2).

b(f) =


λ if R+

F (f) = λ

f if b(R+
F (f)) = λ

b(R+
F (f)) else

(2)

Thanks to the multitree data structure, we compute an inter-document usage-
based similarity. We detail how this is achieved in the following section.

3.2 Computing an Inter-document Usage-based Similarity

In this section, we detail an inter-document usage-based similarity which con-
siders users’ patterns of organization reflected by their document hierarchies
(definition 4). This depends on inter-folder similarity (definition 3).

Definition 3. Following research works on URL similarity [17], we provide the
σF : F 3 → [0, 1] function (3) that evaluates the usage-based similarity of two
folders. Concretely, the depth and number of common ancestors of two given
folders are the two main criteria observed for evaluating their similarity.

σF (b, f1, f2) = 1− s(f1,m(f1, f2)) + s(f2,m(f1, f2))
s(f1, b) + s(f2, b) + 2

(3)

The s : F 2 → N+ function3 (4) returns the number of “steps,” i.e. edges in the
path from f1 to f2, that are assumed to be in the same b branch. To do that, we
define the a : F → F function (5) that computes the set of ancestors of a given
(included) f folder. Moreover, the m : F 2 → F function (6) returns the “least
common ancestor” of two folders f1 and f2, i.e. the folder that is an ancestor
of both f1 and f2 and that has the greatest depth. This uses the d : F → N+

function that gives the depth of a folder.

s(f1, f2) = |a(f1)	 a(f2)| (4)
3 The 	 operator is the symmetric set difference, corresponding to the exclusive OR

(XOR) in Boolean logic: A	B = (A ∪B) \ (A ∩B) = (A \B) ∪ (B \A).



a(f) =

{
∅ if f = λ

{f} ∪ a(R+
F (f)) else

(5)

m(f1, f2) = f | ∀(f, f ′) ∈ (a(f1) ∩ a(f2))
2 (f 6= f ′) ∧ (d(f) > d(f ′)) (6)

Our final aim is to evaluate inter-document usage-based similarity. Remem-
bering that documents of the multitree come from at least one user’s hierarchy,
we identify common patterns in document organization. For example, if people
always classify a group of documents in a same folder or in a similar way, this
means that people find them similar, for any reason related to their usage [8].
Thus, we have to observe repeated patterns of document organization: the more
people organize the same collection of documents in the same manner, the more
these documents are considered as usage-based similar.

Definition 4. The σD : D2 → [0, e] symmetric function (7) computes a usage-
based similarity of two documents, provided that they are reachable from at
least one branch in the multitree. Since their insertion in a same branch is
the consequence of human cognitive effort, the system deduces that they have
something in common according to their owner’s need. In (7) the R+

D : D×F → F
function (8) returns the f folder that contains a given d document, provided that
f is in the b branch.

σD(d1, d2) =
e

u
|U|

|B|
∑
b∈B

σF (b, R+
D(d1, b), R+

D(d2, b)) (7)

R+
D(d, b) = f | (∃(d, f) ∈ RD) ∧ (b ∈ a(f)) (8)

Moreover, B = b(d1) ∩ b(d2) is a set of branches that both d1 and d2 have in
common. Finally, u is the number of users that have a branch both containing
d1 and d2. The e

u
|U| expression models the fact that the more people classify two

given documents in the same branch, the more these documents are usage-based
similar. The second part of (7) takes into account the average distance of folders
containing the two documents.

3.3 Applying the Usage-based Metrics: a Documents Unified View

As a first application we construct a unified view, i.e. a map of corporate docu-
ments thanks to the usage-based metrics proposed in the previous section. This
is an original and complementary approach as opposed to classical content-based
ones. The proposed unified view is a 2D similarity graph (figure 2 (a)) where ver-
tices are documents that are interconnected by edges of variable length reflecting
inter-document usage-based similarity (definition 4). To do that, we first com-
pute a n× n document-document matrix whose values are similarities. Second,
we fit the obtained matrix in a spring-embedder model [18] in order to position
vertices with respect to the computed usage-based similarities.

Figure 2 compares the graph obtained by a usage-based (a) vs a classical con-
tent-based (b) similarity. It represents the documents from the two hierarchies
of figure 1. On the one hand, one may distinguish on the usage-based view two



(a) (b)

Fig. 2. Usage-based (a) vs content-based (b) similarity graphs from documents repre-
sented in the figure 1.

separate document clusters, each one gathering usage-related documents. These
clusters do not appear on the content-based unified view since those documents
do not share any common term. This is likely to happen with large organizational
documents. On the other hand, one may notice that the most usage-related doc-
uments d4 and d5 are not so close regarding content-based metrics. Moreover,
d1 and d10 seem to be similar regarding their contents whereas they are not
used in the same way: they belong to distinct clusters in the usage-based view.
To sum up, the proposed usage-based unified view enables people to discover
yet unidentified document relations, i.e. by using content-based metrics only.
In order to help a user to understand why documents are usage-based similar
in the unified view we label each vertex thanks to their most representative
folder paths extracted from the branches of the multitree. Moreover, each edge
connecting two given documents is labeled by common paths that are found in
connected vertices. Associating this feature with manually adjustable zoom and
clustering levels, one can dynamically drill-down the organizational documents
unified view.

Implementation. In order to experiment our approach, algorithms de-
scribed by definitions 3 and 4 have been implemented in the Java language. As for
computing the usage-based similarity graph from the aforementioned computed
matrix, we used the Graphviz4 implementation. Concerning experimental data,
we have gathered document hierarchies created by individuals through their com-
mon activities. In fact, we have asked 14 colleagues for their hierarchies of book-
marks. The corpus that we have constituted contains 4,079 documents (resp. 486
folders) with an average of 291 documents (resp. 34 folders) by user. A resulting
graph can be seen on http://www.irit.fr/~Guillaume.Cabanac/UBgraph/. This
process takes an average of 5 seconds, which makes it possible to provide users
with up-to-date visualization.

Discussion. Summing up works presented in this paper, usage-based metrics
and its implementation have the following strengths. i) They enable systems to
compute inter-document similarity without having to be aware of their contents
4 Graphviz is an open source graph visualization software, cf. http://graphviz.org.



at all. This is a strong point since Web contents are very volatile: numerous
bookmarks quickly become broken links as Web sites evolve. Moreover, usage-
based similarities are more dynamic than content-based ones because they are
computed thanks to evolving document hierarchies rather than fixed document
contents. ii) Usage-based metrics exploit document organization, resulting from
human-contributed cognitive efforts. To our knowledge, metrics related to or-
ganization of documents have not been defined nor studied this way before.
iii) Usage-based metrics allow to represent documents on a cartography, i.e. a
2D map. Such a map can be used for both modalities of information retrieval:
querying and navigating. iv) It enables users to find multilingual documents.
Indeed, if documents written in different languages are stored in a same hi-
erarchy branch, usage-based metrics identify them as similar. So, users of the
retrieval feature may benefit from multilingual results returned for a monolin-
gual query. For example, a query in English may return English documents along
with French ones if they are similar enough in the sense of definition 4.

4 Conclusion & Future Works

Modern technologies of the Information Society we live in make it possible to
access increasingly growing amounts of digital documents. People are used to
organize and to classify encountered interesting documents into personal infor-
mation spaces according to their needs and daily tasks.

In this paper, we argue that corporate organization-wide documents can be
considered as a quiescent capital. Indeed, we show that people spend time and
efforts searching for relevant information, that mostly remain unknown to other
members with similar needs. Moreover, most information searched for is very
often already present within the organization. That is why we propose to build a
unified view in order to facilitate the access to corporate documents. This view
may promote work-based communities, i.e. communities of practice that aim
to increase organizational members’ efficiency. First, we underline that current
approaches (content-based) are not sufficient enough for reflecting the real use
of documents. Second, we introduce and formally describe an inter-document
usage-based metrics which is used to build the unified view. Lastly, we discuss
its implementation. In the proposed approach, representing a large amount of
documents in a unified view would be impossible without clustering them first.
As a perspective, we plan to explore alternative visual representations that would
better handle large corpora. A second perspective aims to merge usage-based and
content-based views. Indeed, we consider that coupling these two approaches may
provide users with additional clues, helping them to understand the immaterial
capital of their organization. Our current prototype not only provides a “proof
of concept” but also an experimental framework. Thus, we plan to experiment
and improve the proposed unified view along with the proposed usage-based
metrics. A first step already involves the participation of corporate members of
our laboratory. This will allow us to evaluate the acceptability of this unified
view. Moreover, by the observation of knowledge workers’ daily tasks, we will be
able to quantify productivity gains. Finally, we foresee that experience reports
will help us to improve the accuracy of our approach as a whole.
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