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What is Optimal Transport?

A geometric toolbox to  
compare probability measures  
supported on a metric space.
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Why is it relevant to ML?

• New geometry for statistical modeling 
• Statistics has metric foundations. 
• That metric is often KL (e.g. MLE). 

• New algorithms to study histogram data 
• Bags-of-features are prevalent. 
• Knowledge on these features is often 

known but not taken advantage of. 
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Why now?

• Key results in maths since ’95~ 
• [McCann’95], [JKO’98], [Benamou’98], 

[Ambrosio’06], [Villani’03/’09] 

• More work in CV/TCS/Graphics since ’98~ 
• Earth Mover’s Distance [Rubner’98], 

Embeddings [Indyk’03] 

• Longstanding roadblock: computation 
• Regularization [C.’13] can provide the key
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Outline

• Definitions 

• Fast computations with regularization 

• Wasserstein variational problems 
• barycenters 
• dictionary learning 
• PCA 
• minimum Kantorovich estimation
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Definitions: Couplings & Wasserstein
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Assume (⌦,D) is a probability space

endowed with a metric.

For µ,⌫ probability measures in P(⌦),

⇧(µ,⌫)
def
= {P 2 P(⌦⇥ ⌦)| 8A,B ⇢ ⌦,

P (A⇥ ⌦) = µ(A),

P (⌦⇥B) = ⌫(B)}



Couplings
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Joint Probabilities of (µ, ν)

For P ∈ Π(µ,ν),
P ({x},Ω) = µ({x}) and P (Ω, {y}) = ν({y})
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Couplings
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Joint Probabilities of (µ, ν)

Π(µ,ν) = probability measures on Ω2

with marginals µ and ν.
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Wasserstein Distance
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Note 1. symmetric, satisfy metric properties (proof via gluing lemma) 
Note 2. more flexible than KL, can compare a.c. & empirical measures 
Note 3. p=1 or p=2 are commonly used.  
Note 4. Monge’s formulation not detailed, left out for lack of time.

Def. For p � 1, the p-Wasserstein distance

between µ,⌫ in P(⌦) is

Wp(µ,⌫)
def
=

✓
inf

P2⇧(µ,⌫)
EP [D(X,Y )

p
]

◆1/p

.



Wasserstein on 2 Diracs
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(⌦,D)

�y

�
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W p
p (�x, �y) = D(x,y)



Wasserstein on Uniform Measures
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nX

i=1

D(xi,y�i
)p

(⌦,D)



Optimal Assignment ⊂ Wasserstein
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W p
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Wasserstein on Empirical Measures
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U(a, b)
def
= {P 2 Rn⇥m

+ |P1m = a,P T1n = b}

a

b

P

MXY
def
= [D(xi,yj)

p]ij

Assume µ =
nX

i=1

a
i

�
xi and ⌫ =

mX

j=1

b
j

�
yj .

Def. Optimal Transport Problem

W p
p (µ,⌫) = min

P2U(a,b)
hP ,MXY i



Wasserstein on Empirical Measures
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Transportation: Ingredients

MXY

U(a, b)

In the space of matrices n×m...

Transportation: Ingredients

MXY

U(a, b)

In the space of matrices n×m...



Wasserstein on Empirical Measures
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Transportation: Computation

MXY

Wp
p (µ,ν) = ⟨P ⋆,MXY ⟩

= min
P∈U(a,b)

⟨P,MXY ⟩

U(a, b)P ⋆

In the space of matrices n×m...

O(n3
log(n))

network flow solver 
used in practice.P

?Solution       unstable 
and not always unique.



Regularized Optimal Transport
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Wishlist:  
faster & scalable, more stable.  

approximate optimality is OK.



Entropic Regularization [Wilson’62]
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E(P )

def
=

nmX

i,j=1

Pij(logPij � 1) + ◆R+(Pij)

EMD Entropy

Discrete analog:  Cuturi, NIPS 2013

�
µ

⌫

P�

Def. Regularized Wasserstein, � � 0

W�(µ,⌫)
def
= min

P2U(a,b)
hP ,MXY i � �E(P )

Note. Unique optimal solution because of strong concavity of Entropy



Fast & Scalable Algorithm
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• [Sinkhorn’64] fixed-point iterations for           

!

• Fast,             or less, GPU parallel [C’13] .

Prop. If P�
def
= argmin

P2U(a,b)
hP ,MXY i��E(P )

then 9!u 2 Rn
+,v 2 Rm

+ , such that

P� = D(u) KKD(v), KK
def
= e�MXY /�

(u,v)

O(nm)

u a/ KKv, v  b/ KKTu



Sinkhorn Speed

23

64 128 256 512 1024 2048

10
−4

10
−2

10
0

10
2

Histogram Dimension

A
vg

. 
E

xe
cu

tio
n
 T

im
e
 p

e
r 

D
is

ta
n
ce

 (
in

 s
.)

Computational Speed for Histograms of
Varying Dimension Drawn Uniformly on the Simplex

(log log scale)

 

 

FastEMD

Rubner’s emd

Sink. CPU λ=50

Sink. GPU λ=50

Sink. CPU λ=10

Sink. GPU λ=10

Sink. CPU λ=1

Sink. GPU λ=1

Figure 4: Average computational time required to com-
pute a distance between two histograms sampled uni-
formly in the d dimensional simplex for varying values
of d. Dual-Sinkhorn divergences are run both on a sin-
gle CPU and on a GPU card.

Several Orders of Magnitude Faster
We measure the computational speed of
classic optimal transport distances vs. that
of dual-Sinkhorn divergences using Rub-
ner et al.’s (1997) and Pele and Wer-
man’s (2009) publicly available imple-
mentations. We pick a random distance
matrix M by generating a random graph
of d vertices with edge presence probabil-
ity 1/2 and edge weights uniformly dis-
tributed between 0 and 1. M is the all-
pairs shortest-path matrix obtained from
this connectivity matrix using the Floyd-
Warshall algorithm (Ahuja et al., 1993,
§5.6). Using this procedure, M is likely
to be an extreme ray of the cone M (Avis,
1980, p.138). The elements of M are
then normalized to have unit median. We
implemented Algorithm 1 in matlab, and
use emd mex and emd hat gd metric

mex/C files. The EMD distances and
Sinkhorn CPU are run on a single core
(2.66 Ghz Xeon). Sinkhorn GPU is run
on a NVidia Quadro K5000 card. We con-
sider � in {1, 10, 50}. � = 1 results in
a relatively dense matrix K, with results
comparable to that of the Independence kernel, while for � = 10 or 50 K = e��M has very small
values. Rubner et al.’s implementation cannot be run for histograms larger than d = 512. As can be
expected, the competitive advantage of dual-Sinkhorn divergences over EMD solvers increases with
the dimension. Using a GPU results in a speed-up of an additional order of magnitude.

Figure 5: The influence of � on the number of
iterations required to converge on histograms uni-
formly sampled from the simplex.

Empirical Complexity To provide an accu-
rate picture of the actual cost of the algorithm,
we replicate the experiments above but focus
now on the number of iterations (matrix-matrix
products) typically needed to obtain the conver-
gence of a set of N divergences from a given
point r, all uniformly sampled on the simplex.
As can be seen in Figure 5, the number of it-
erations required for vector d to converge in-
creases as e��M becomes diagonally dominant.
However, the total number of iterations does
not seem to vary with respect to the dimen-
sion. This observation can explain why we do
observe a quadratic (empirical) time complex-
ity O(d2) with respect to the dimension d in
Figure 4 above. These results suggest that the
costly action of keeping track of the actual ap-
proximation error (computing variations in d)
is not required, and that simply predefining a
fixed number of iterations can work well and
yield even additional speedups.

6 Conclusion

We have shown that regularizing the optimal transport problem with an entropic penalty opens the
door for new numerical approaches to compute OT. This regularization yields speed-ups that are
effective regardless of any assumptions on the ground metric M . Based on preliminary evidence, it
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Even better: differentiability
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[CD’14]
Prop. Given µ =

P
i ai

�
xi ,

1. W� = max

↵,�
↵Ta+ �T b� 1

�
e↵/�,T KKe�/�

2. W� is convex w.r.t. a; r
a

W� = � log(u).

3. If p = 2,⌦ = Rd
,

r
X

W� = XD(a
1
2
)� Y PT

� D(a� 1
2
)



Even better: Fenchel duality
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[CP’15]Prop. Writing H⌫ : a 7! W�(µ,⌫),

1. The Legendre transform of H⌫ has a

closed form:

H⇤
⌫ : g 2 Rn 7! �

⇣
E(b) + bT log(KKeg/�)

⌘

2. By Fenchel duality, if f concave on ⌃n,

min

a2⌃n

W�(µ,⌫)�f(a) = max

g2Rn
f⇤(g)�H⇤

⌫(g)

Relevance? 
!

Optimizing over measures with the 
Wasserstein metric is crucial to use OT 

in statistics / machine learning.



Variational Wasserstein Problems
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min
µ2Q⇢P(⌦)

F
�
µ,W p

p (µ,⌫1),W
p
p (µ,⌫2), · · · ,W p

p (µ,⌫N )
�

• k-means Algorithm [Lloyd’82] 

!

!

• [McCann’95] Interpolant 

! min
µ2P(⌦)

(1� t)W 2
2 (µ,⌫1) + tW 2

2 (µ,⌫2)

min
µ2P(Rd)

| suppµ|=k

W 2
2 (µ,⌫data)



Variational Wasserstein Problems
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• [JKO’98] gradient flow (Gabriel’s talk) 

!

!

1. [Agueh’11] Wasserstein barycenters 
2. Wasserstein Dictionary Learning [RCP’15]  
3. [Bigot’15] Wasserstein PCA [SC’15] 
4. [Bassetti’06] Min. Kantorovich Estimation 
[MMC’15]

µt+1 = argmin
µ2P(⌦)

J(µ) + �tW
p
p (µ, µt)



1. Wasserstein Barycenters
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p✓0

p✓00

Wasserstein  
Barycenter 
[Agueh’11]

min
µ2P(⌦)

NX

i=1

�iW
p
p (µ,⌫i)

P (⌦)



LP Formulations

• Solving exactly this problem with empirical 
measures, 2-Wasserstein (MM-OT) 

!

• If solving on a grid (M fixed),

min
P1,··· ,PN ,a

NX

i=1

�ihPi,M i

s.t. PT
i 1d = bi, 8i  N,

P11d = · · · = PN1d = a.

If | supp⌫i| = ni, LP of size (

Q
i ni,

P
i ni)



Primal Descent on Regularized W

30

Averaging 30 Measures

30 measures on R2.

50

Euclidean Mean

51

2-Wasserstein

53

[CD’14]



Regularized OT as KL Projection
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KL(P | KK) =

X

ij

Pij log (Pij/ KKij)

Prop. P� = ProjCa\C0
b
(KK)

Ca = {P |P1m = a} , C 0
b =

�
P |PT1n = b

 

hP,MXY i � �E(P ) = �KL(P | KK)



Regularized OT = KL Projections
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1. Sinkhorn = Dykstra’s alternate projection 
2. Only need to store & update diagonal multipliers

KK P�

ProjCa
(P ) = D

✓
a

P1m

◆
P,

ProjC0
b
(P ) = P D

✓
b

PT1n

◆
.

Prop. P� = ProjCa\C0
b
(KK)

Ca = {P |P1m = a} , C 0
b =

�
P |PT1n = b

 



Wasserstein Barycenter = KL Projections

33

[ KK · · · KK] P�

u=ones(size(B)); % d x N matrix	
while not converged	
	 v=u.*(K’*(B./(K*u))); % 2(Nd^2) cost  	
	 u=bsxfun(@times,u,exp(log(v)*weights))./v;	
end	
a=mean(v,2);

[BCCNP’15]

min
a

NX

i=1

W�(a, bi) = min
P=[P1,...,PN ]

P2C1\C2

NX

i=1

�iKL(Pi|KK)

C1 = {P|9a, 8i, Pi1m = a}
C2 =

�
P|8i, PT

i 1n = bi
 

hP,MXY i � �E(P ) = �KL(P | KK)



Regularization: Speed
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Fig. 3.2: Example of OT barycenters with entropic smoothing.

Fig. 3.3: Input measures considered in our experiment. They are formed by consid-
ering truncated mixtures of Gaussian densities on the planar square, which are then
discretized on a regularly spaced 100⇥100 grid and normalized as histograms in ⌃104 .

each iteration of the Sinkhorn algorithm is 2KN2, namely the cost associated to the
updates of row and column scalings, each obtained by multiplying a N ⇥ N matrix
(the kernel ⇠) times a N ⇥ K matrix (a matrix of scalings). A weakness of that
approach is that a precision threshold ⌧ for each Sinkhorn fixed-point sub-iteration
must be chosen. That precision can be measured by the di↵erence in l1 norm between
the row and column marginals of diag(u

k

)⇠ diag(v
k

) and the target marginals. Setting
that tolerance ⌧ to a larger value ensures a faster convergence of the subroutine but

10

to optimality of each method with respect to smooth (" = 1/100) and non smooth
energies as a function of the number of iterations consumed by the algorithm. By gap
to optimality we mean in the y axis the di↵erence between the objective evaluated at
the primal iterate and the optimal value for that problem, after x iterations in the x
axis. We consider as a proxy for the optimal value the smallest value obtained across
all methods after 105 iterations. This minimum across all methods is in fact attained
much earlier by the Bregman alternated projections approach after only 771 iterations
(we do not plot that point in our graph), which is set to terminate when the l1 norm of
two successive iterates is less than 10�8. By one iteration, we mean an iteration whose
cost is equal to N2K elementary operations. The number N2K corresponds to the
K matrix-vector products of cost N2 needed by both the Sinkhorn subroutine or the
Bregman alternative projections, or K⇥N nearest-neighbor assignments involving N
candidates carried out in the dual descent. A perhaps surprising observations from
these experiments is that the minimizer of the smoothed energy ends up providing,
using either smoothed primal descent or Bregman iterations, a better minimizer of
the non-smoothed energy as well. This is certainly due to the fact that we apply a
relatively small smoothing " = 1/100, and partly due to the tolerance and convergence
criteria we have applied to the dual L-BFGS method. This reflects however the
fundamental inability of the dual L-BFGS method to solve with a subgradient descent
what is essentially a very large and degenerate linear program.

The barycenters we obtain for each of the three methods are displayed in Fig-
ure 3.5. We only report the barycenters as they appear after at most 104 iterations.
The barycenter obtained after more than 105 iterations with the smoothed primal
descent approach of [29] (not plotted here) is identical to that obtained with the
Bregman iterative projection scheme, which should be expected since they minimize
the same energy.

Fig. 3.5: Isobarycenters obtained with three di↵erent methods for the input measures
displayed in Figure 3.3 after up to 104 iterations. The Bregman barycenter is obtained
with a couple of hundred iterations.

3.3. Partial Radon Inversion with OT Fidelity. The partial Radon trans-
form (i.e. the computation of integrals of the data along parallel rays in a small limited
set of directions) is a mathematical model for several scanning medical acquisition de-
vices. This is an ill-posed linear operator, and inverting it while preventing noise and

12
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Smoothed Primal, ε=1/100, t0=1, τ=0.01

Smoothed Primal, ε=1/100, t0=1, τ=0.1

Dual L-BFGS

Bregman alternate project ions, ε = 1/100

Fig. 3.4: Optimality gap as a function of the number of iterations (each consist-
ing in N2K operations) of the three considered methods with respect to both the
smoothed Wasserstein energy that involves a sum of K smoothed distances W1/100

terms, and the original Wasserstein barycenter energy involving sums of W0 terms.
The smoothed primal descent approach of [29] is considered here with two di↵erent
tolerance parameters ⌧ that control the convergence of the Sinkhorn subroutine used
in that algorithm. We set the smoothing parameter " to 1/100, having renormalized
the matrix of squared Euclidean distances between all nodes on the grid to have a
median of 1. Notice that both x and y axis are displayed in logarithmic units. The
Bregman alternative projection approach advocated in this paper converges orders of
magnitude faster.

results in noisier gradients. We experiment here with two thresholds ⌧ 2 {0.01, 0.1}
and set a constant gradient stepsize t0 to 1. The authors of [22] propose to solve
directly the (non-di↵erentiable) energy of Equation (3.4) when " = 0. They study a
dual formulation for that energy that involves splitting across dual variables and show
that subgradients of the energy for each of these K dual variables can be computed in
closed form by solving K ⇥N nearest neighbor assignments (among N neighbors) on
a shifted metric. They propose to use a L-BFGS method that exploits directly such
subgradients, which we implement in practice using Matlab’s fmincon function. At
each step of their algorithm, iterates in the primal can be obtained by averaging all
of the K subgradients.

Because our approach as well as that of [29] on the one hand, and that of [22] on
the other hand, minimize two di↵erent energies—the sum ofK smoothed distancesW

"

and the sum of K original Wasserstein distances W0 respectively—comparing them
on only one of these two energies does not make sense. We plot in Figure 3.4 the gap

11



Regularization, in Statistical Sense
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Given optimal couplings X?
1 , · · · , X

?
N , the solution to

the WBP is equal to the marginal common to all those
couplings, namely p = X?

k1n for any k  N . For
small N and n, this problem is tractable, but it can
be surprisingly ill-posed as we see next.

Indeed, it is also known that the 2-Wasserstein mean
of two univariate (continuous) Gaussian densities of
mean and standard deviation (µ1,�1) and (µ2,�2) re-
spectively is a Gaussian of mean (µ1+µ2)/2 and stan-
dard deviation (�1 + �2)/2 (Agueh & Carlier, 2011,
§6.3). This fact is illustrated in the top-left plot of Fig-
ure 1 where we display the average Wasserstein average
N (0, 5/8) of the two densities N (2, 1) and N (�2, 1/4).
That plot is obtained by using smoothed spline inter-
polations of a uniformly spaced grid of 100 values, as
can be better observed in the top-right (stair) plot,
where the discrete evaluations of these densities are
respectively denoted pW , q1 and q2.

Naturally, one would expect the barycenter of q1 and
q2 to be close, in some sense, to the discretized his-
togram pW of their true barycenter. Histogram p?,
displayed in the bottom-left plot, is the exact optimal
solution of Equation (18), computed with the simplex
method. That WBP reduces to a linear program of
2 ⇥ 1002 variables and 300 constraints. We observe
that W 2

2 (p
?, q1) + W 2

2 (p
?, q2) = 0.5833950 whereas

W 2
2 (pW , q1) +W 2

2 (pW , q2) = 0.5834070. The solution
obtained with the simplex has, indeed, a smaller objec-
tive than the discretized version of the true barycenter.

The bottom-right plot displays the solution of
the smoothed Wasserstein barycenter problem (with
smoothing parameter � = 1

100 and a ground cost M
that has been re-scaled to have a median value of 1).
The objective value for that smoothed approximation
is 0.5834597.

This numerical experiment does not contradict the
fact that the discretized barycenter p? converges to
the continuous barycenter as the grid size tends to
zero, as shown in (Carlier et al., 2014). This observa-
tion illustrates however that, because it is defined as
the argmin of a linear program, the true Wasserstein
barycenter may be extremely unstable. Regularization
the Wasserstein distances has thus the added benefit
of smoothing the resulting solution, which may have
in many applications a beneficial e↵ect.

3.6. Experiments

We describe first the two direct competitors of our
optimization framework, the smooth primal approach
of Cuturi & Doucet and the dual approach of Carlier
et al.. We compare them with our smooth dual ap-
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Figure 1. (top-left) two Gaussian densities and their
barycenter (top right) same densities, discretized (bottom
left) discretization of the true barycenter vs. the optimum
of Equation 18 (bottom right) barycenter computed with
our smoothing approach.
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Figure 2. Plots of the exact barycenters for varying grid
size n.

proach to compute the Wasserstein barycenter of 12
histograms laid out on the 100⇥100 grid, as displayed
in Figure 3.

Smooth primal first-order descent Cuturi &
Doucet (2014, §5) proposed to minimize directly Equa-
tion (11) with a regularizer � > 0. That objective can
be evaluated by running N Sinkhorn fixed-point iter-
ations in parallel. That objective is di↵erentiable and
its gradient is equal to �

P
k �k log↵k, where the ↵k

are the left scalings obtained with that subroutine. A
weakness of that approach is that a precision thresh-
old ✏ for the Sinkhorn fixed-point algorithm must be
chosen. That precision can be measured by the di↵er-
ence in l1 norm between the row and column marginals
of d(↵k)e�M/� d(�k) and targeted p and qk. Setting
that tolerance ✏ to a large value ensures a faster con-
vergence of the subroutine but noisy gradients and



Regularization, in Statistical Sense

37

Given optimal couplings X?
1 , · · · , X

?
N , the solution to

the WBP is equal to the marginal common to all those
couplings, namely p = X?

k1n for any k  N . For
small N and n, this problem is tractable, but it can
be surprisingly ill-posed as we see next.

Indeed, it is also known that the 2-Wasserstein mean
of two univariate (continuous) Gaussian densities of
mean and standard deviation (µ1,�1) and (µ2,�2) re-
spectively is a Gaussian of mean (µ1+µ2)/2 and stan-
dard deviation (�1 + �2)/2 (Agueh & Carlier, 2011,
§6.3). This fact is illustrated in the top-left plot of Fig-
ure 1 where we display the average Wasserstein average
N (0, 5/8) of the two densities N (2, 1) and N (�2, 1/4).
That plot is obtained by using smoothed spline inter-
polations of a uniformly spaced grid of 100 values, as
can be better observed in the top-right (stair) plot,
where the discrete evaluations of these densities are
respectively denoted pW , q1 and q2.

Naturally, one would expect the barycenter of q1 and
q2 to be close, in some sense, to the discretized his-
togram pW of their true barycenter. Histogram p?,
displayed in the bottom-left plot, is the exact optimal
solution of Equation (18), computed with the simplex
method. That WBP reduces to a linear program of
2 ⇥ 1002 variables and 300 constraints. We observe
that W 2

2 (p
?, q1) + W 2

2 (p
?, q2) = 0.5833950 whereas

W 2
2 (pW , q1) +W 2

2 (pW , q2) = 0.5834070. The solution
obtained with the simplex has, indeed, a smaller objec-
tive than the discretized version of the true barycenter.

The bottom-right plot displays the solution of
the smoothed Wasserstein barycenter problem (with
smoothing parameter � = 1

100 and a ground cost M
that has been re-scaled to have a median value of 1).
The objective value for that smoothed approximation
is 0.5834597.

This numerical experiment does not contradict the
fact that the discretized barycenter p? converges to
the continuous barycenter as the grid size tends to
zero, as shown in (Carlier et al., 2014). This observa-
tion illustrates however that, because it is defined as
the argmin of a linear program, the true Wasserstein
barycenter may be extremely unstable. Regularization
the Wasserstein distances has thus the added benefit
of smoothing the resulting solution, which may have
in many applications a beneficial e↵ect.

3.6. Experiments

We describe first the two direct competitors of our
optimization framework, the smooth primal approach
of Cuturi & Doucet and the dual approach of Carlier
et al.. We compare them with our smooth dual ap-
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Figure 1. (top-left) two Gaussian densities and their
barycenter (top right) same densities, discretized (bottom
left) discretization of the true barycenter vs. the optimum
of Equation 18 (bottom right) barycenter computed with
our smoothing approach.
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Figure 2. Plots of the exact barycenters for varying grid
size n.

proach to compute the Wasserstein barycenter of 12
histograms laid out on the 100⇥100 grid, as displayed
in Figure 3.

Smooth primal first-order descent Cuturi &
Doucet (2014, §5) proposed to minimize directly Equa-
tion (11) with a regularizer � > 0. That objective can
be evaluated by running N Sinkhorn fixed-point iter-
ations in parallel. That objective is di↵erentiable and
its gradient is equal to �

P
k �k log↵k, where the ↵k

are the left scalings obtained with that subroutine. A
weakness of that approach is that a precision thresh-
old ✏ for the Sinkhorn fixed-point algorithm must be
chosen. That precision can be measured by the di↵er-
ence in l1 norm between the row and column marginals
of d(↵k)e�M/� d(�k) and targeted p and qk. Setting
that tolerance ✏ to a large value ensures a faster con-
vergence of the subroutine but noisy gradients and
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Abstract
We present the Word Mover’s Distance (WMD),
a novel distance function between text docu-
ments. Our work is based on recent results in
word embeddings that learn semantically mean-
ingful representations for words from local co-
occurrences in sentences. The WMD distance
measures the dissimilarity between two text doc-
uments as the minimum amount of distance that
the embedded words of one document need to
“travel” to reach the embedded words of another
document. We show that this distance metric can
be cast as an instance of the Earth Mover’s Dis-
tance, a well studied transportation problem for
which several highly efficient solvers have been
developed. Our metric has no hyperparameters
and is straight-forward to implement. Further, we
demonstrate on eight real world document classi-
fication data sets, in comparison with seven state-
of-the-art baselines, that the WMD metric leads
to unprecedented low k-nearest neighbor docu-
ment classification error rates.

1. Introduction
Accurately representing the distance between two docu-
ments has far-reaching applications in document retrieval
(Salton & Buckley, 1988), news categorization and cluster-
ing (Ontrup & Ritter, 2001; Greene & Cunningham, 2006),
song identification (Brochu & Freitas, 2002), and multi-
lingual document matching (Quadrianto et al., 2009).

The two most common ways documents are represented
is via a bag of words (BOW) or by their term frequency-
inverse document frequency (TF-IDF). However, these fea-
tures are often not suitable for document distances due to

Proceedings of the 32nd International Conference on Machine
Learning, Lille, France, 2015. JMLR: W&CP volume 37. Copy-
right 2015 by the author(s).
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document 2document 1
Obama
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greets
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Figure 1. An illustration of the word mover’s distance. All
non-stop words (bold) of both documents are embedded into a
word2vec space. The distance between the two documents is the
minimum cumulative distance that all words in document 1 need
to travel to exactly match document 2. (Best viewed in color.)

their frequent near-orthogonality (Schölkopf et al., 2002;
Greene & Cunningham, 2006). Another significant draw-
back of these representations are that they do not capture
the distance between individual words. Take for example
the two sentences in different documents: Obama speaks
to the media in Illinois and: The President greets the press
in Chicago. While these sentences have no words in com-
mon, they convey nearly the same information, a fact that
cannot be represented by the BOW model. In this case, the
closeness of the word pairs: (Obama, President); (speaks,
greets); (media, press); and (Illinois, Chicago) is not fac-
tored into the BOW-based distance.

There have been numerous methods that attempt to circum-
vent this problem by learning a latent low-dimensional rep-
resentation of documents. Latent Semantic Indexing (LSI)
(Deerwester et al., 1990) eigendecomposes the BOW fea-
ture space, and Latent Dirichlet Allocation (LDA) (Blei
et al., 2003) probabilistically groups similar words into top-
ics and represents documents as distribution over these top-
ics. At the same time, there are many competing vari-
ants of BOW/TF-IDF (Salton & Buckley, 1988; Robert-
son & Walker, 1994). While these approaches produce a
more coherent document representation than BOW, they
often do not improve the empirical performance of BOW
on distance-based tasks (e.g., nearest-neighbor classifiers)
(Petterson et al., 2010; Mikolov et al., 2013c).

⌦ = R50
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[Ambrosio’06] Generalized Geodesics

min

v1,v22L2(⌫̄,⌦)

PN
i=1 min

t2[0,1]
W 2

2 (gt(v1,v2),⌫i) + �R(v1,v2),

subject to

⇢
gt(v1,v2) = (Id� v1 + t(v1 + v2))#¯⌫
Id� v1 and Id + v2 are Monge maps from ⌫̄

Tangent Space and Tangent Vectors Let µ : I ⇢ R ! P (X ) be an absolutely continuous curve
in P (X ). Ambrosio et al. (2006, Theorem 8.3.2) state that for any t 2 I , there exists a unique vector
field (or velocity field) vt 2 L

2(µt,X ) which verifies the continuity equation in the distribution
sense with a condition of norm minimality,

@µt

@t

+r · (vtµt) = 0, kvtkL2(µ
t

,X ) 6 |µ

0
|(t),

where |µ

0
|(t) = limt!s W (t, s)/|t � s| is the metric derivative of (µt) at t. This velocity field

vt 2 L

2(µt,X ) can be defined as the tangent vector of (µt) at t. If X is a Euclidean space, the
corresponding tangent space can be defined as a subset of the Lebesgue space L2(µt,X ) (Ambrosio
et al., 2006, Definition 8.4.1). For curves in P (X ) which are geodesics parameterized through
Eq. (3), the tangent vector at time zero is deduced from the optimal mapping T by v = T � id.

3 Geodesic PCA in the 2-Wasserstein Space

Geodesic Parameterization and PCA Formulation The goal of geodesic principal component
analysis is to define geodesic curves in P (X) that go through the mean µ̄ and which pass closely
enough to all target measures µi. An important part of our approach lies thus in the way we param-
eterize and optimize over the space of such geodesics. Geodesic curves can be of course parameter-
ized by their two end points ⌫ and ⌘. However, to avoid dealing explicitly with the constraint that
the geodesic needs to go through the mean µ̄, one can start directly from µ̄, and consider a velocity
field v 2 L

2(µ̄,X ) which displaces all of its mass in both directions:

gt(v) = (id + tv)#µ̄, t 2 [�1, 1]. (4)

Lemma 7.2.1 of Ambrosio et al. (2006) implies that any geodesic going through µ̄ can be written
as Eq. (4), so that we do not lose any generality using this parameterization. However, given an
arbitrary vector field v, the curve (gt(v))t is not necessarily a geodesic.

A trivial way to ensure that (gt(v))t is geodesic is to impose that the vector field v is a translation,
namely that v is uniformly equal to a vector ⌧ for all elements of Supp(µ̄). One can show in that
case that the Wasserstein PCA problem described later in Eq. (6) boils down to an optimal velocity
vector ⌧ which is the first principal component of the set of means of all measures µi.

Ensuring at each step of our algorithm that v is still such that (gt(v))t is a geodesic curve is the main
challenge in this work. To facilitate this task, we propose to use a more general concept of geodesics
introduced by Ambrosio et al. (2006, §9.2):
Definition 2. (adapted from (Ambrosio et al., 2006, §9.2)) Let �, ⌫, ⌘ 2 P (X ), and assume there
is an optimal mapping T

(�,⌫) from � to ⌫ and an optimal mapping T

(�,⌘) from � to ⌘. A generalized
geodesic, illustrated in Fig. 2 between ⌫ and ⌘ with base � is defined by,

gt =
⇣
(1� t)T (�,⌫) + tT

(�,⌘)
⌘
#�, t 2 [0, 1].
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Figure 2: Generalized geodesic interpolation between two empirical measures ⌫ and ⌘ using the
base measure �, all defined on X = R2.
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Figure 3: Wasserstein mean µ̄ and first PC computed on a dataset of four (left) and three (right)
empirical measures. The second PC is also displayed in the right figure.

Toy samples: We first run our algorithm on 2 simple synthetic examples. We consider respectively
4 and 3 empirical measures supported on a small number of locations in X = R2, so that we can
compute their exact Wasserstein means, using the multi-marginal linear programming formulation
given in (Agueh and Carlier, 2011, §4). These measures and their mean (displayed in black dots)
are shown in Fig. 3. The first principal component computed on the left example is able to capture
both the variability of the measure locations, from left to right, and also the variability in the spread
of the locations. On the right example, the first principal component captures the overall elliptic
shape of the supports of all considered measures. The second principal component reflects the
variability in the parameters of each ellipse on which measures are located. The variability in the
weights of each location is also captured through the Wasserstein mean, since each single line of
the generalized geodesics has a corresponding location and weight in the Wasserstein mean.

MNIST: For each of the digits ranging from 0 to 9, we sample 1,000 images in the MNIST
database representing that digit. Each image, originally a 20x20 greyscale image, is converted into
a probability distribution on that grid by normalizing each intensity by the total intensity in the
image. We compute the Wasserstein mean for each digit using the approach of Benamou et al.
(2015). We then follow our approach to compute the first (generalized) principal geodesics for each
digit. These 10 principal geodesics are displayed in Fig. 4 by showing intermediary (rasterized)
measures appearing at regularly sampled time intervals. While some deformations in these curves
can be attributed to relatively simple rotations around the digit center, more interesting deformations
appear in some of the curves, such as the the loop on the bottom left of digit 2. Fig. 4 displays the
first PC obtained on a subset of MNIST composed of 2,000 images of 4 and 2 in equal proportions.

Figure 4: First PC sampled at times tk = k/8, k = 0, . . . , 8. Top images correspond to t = 0 and
bottom ones to t = 1. Each dataset was made of 1000 images sampled from MNIST database.
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4 and 3 empirical measures supported on a small number of locations in X = R2, so that we can
compute their exact Wasserstein means, using the multi-marginal linear programming formulation
given in (Agueh and Carlier, 2011, §4). These measures and their mean (displayed in black dots)
are shown in Fig. 3. The first principal component computed on the left example is able to capture
both the variability of the measure locations, from left to right, and also the variability in the spread
of the locations. On the right example, the first principal component captures the overall elliptic
shape of the supports of all considered measures. The second principal component reflects the
variability in the parameters of each ellipse on which measures are located. The variability in the
weights of each location is also captured through the Wasserstein mean, since each single line of
the generalized geodesics has a corresponding location and weight in the Wasserstein mean.

MNIST: For each of the digits ranging from 0 to 9, we sample 1,000 images in the MNIST
database representing that digit. Each image, originally a 20x20 greyscale image, is converted into
a probability distribution on that grid by normalizing each intensity by the total intensity in the
image. We compute the Wasserstein mean for each digit using the approach of Benamou et al.
(2015). We then follow our approach to compute the first (generalized) principal geodesics for each
digit. These 10 principal geodesics are displayed in Fig. 4 by showing intermediary (rasterized)
measures appearing at regularly sampled time intervals. While some deformations in these curves
can be attributed to relatively simple rotations around the digit center, more interesting deformations
appear in some of the curves, such as the the loop on the bottom left of digit 2. Fig. 4 displays the
first PC obtained on a subset of MNIST composed of 2,000 images of 4 and 2 in equal proportions.

Figure 4: First PC sampled at times tk = k/8, k = 0, . . . , 8. Top images correspond to t = 0 and
bottom ones to t = 1. Each dataset was made of 1000 images sampled from MNIST database.
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• Application to Boltzmann machines [MMC’15] 
using contrastive divergence, better performance in 
denoising, data completion. 

• Important statistical regularization / stochastic 
optimization problems.
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MNIST Data MNIST RBM MNIST RBM-W

PLANTS Data PLANTS RBM PLANTS RBM-W

Figure 4: Samples of the MNIST and PLANTS dataset, and samples generated by the standard and the
Wasserstein RBMs. (Images for the PLANTS data are automatically generated from the Wikimedia Commons
template https://commons.wikimedia.org/wiki/File:BlankMap-USA-states-Canada-provinces.

svg created by user Lokal Profil.)

Data Completion The setting of the data completion experiment is illustrated in Figure 5 (top). The distribution
p✓(x|v) over possible reconstructions can be sampled from using an alternate Gibbs sampler, or by enumeration.
The expected Hamming distance between the true state x

? and the reconstructed state modeled by the distribution
p✓(x|v) is given by iterating on the 2

k possible reconstructions: E =

P
h2{0,1}k p✓(x |v) · H(x,x?

). Since the
reconstruction is a probability distribution, we can compute the expected Hamming error, but also its bias-variance
decomposition. On MNIST, we hide randomly located image patches of size 3 ⇥ 3 (i.e. k = 9). On PLANTS,
we hide random subsets of k = 9 variables. Results are shown in Figure 6 (left), where we compare three types
of models: Kernel density estimation (KDE), standard RBM (RBM) and Wasserstein RBM (RBM-W). The KDE
estimation model uses a Gaussian kernel, with the Gaussian scale parameter chosen such that the KL divergence
of the model from the validation data is minimized. The RBM-W is better or comparable the other models. Of
particular interest is the structure of the expected Hamming error: For the standard RBM, a large part of the error
comes from the variance (or entropy), while for the Wasserstein RBM, the bias term is the most contributing. This
can be related to what is observed in Figure 3: For a data point outside the area covered by the red points, the
reconstruction is systematically redirected towards the nearest red cluster, thus, incurring a systematic bias.

Data Denoising Here, we consider a simple noise process where for a predefined subset of k variables, denoted
by h a known number l of bits flips occur randomly. Remaining d � k variables are denoted by v. The setting
of the experiment is illustrated in Figure 5 (bottom). Denoting x

? the original and e
x its noisy version resulting

from flipping l variables of h, the expected Hamming error is given by iterating over the
�k
l

�
states x with same

visible variables v and that are at distance l of ex: E =

P
h2{0,1}k p✓(x |v,H(x, ex) = l) ·H(x,x?

). Note that the
original example x? is necessarily part of this set of states under the noise model assumption. For the MNIST data,
we choose randomly located images patches of size 4 ⇥ 3 or 3 ⇥ 4 (i.e. k = 12), and generate l = 4 random bit
flips within the selected patch. For the PLANTS data, we generate l = 4 bit flips in k = 12 randomly preselected
input variables. Figure 6 (right) shows the denoising error in terms of expected Hamming distance on the same two
datasets. The RBM-W is better or comparable to other models. Like for the completion task, the main difference
between the two RBMs is the bias/variance ratio, where again the Wasserstein RBM tends to have larger bias. This
experiment has considered a very simple noise model consisting of a fixed number of l random bit flips over a
small predefined subset of variables. Denoising highly corrupted complex data will however require to combine
Wasserstein models with more flexible noise models such as the ones proposed by [15].
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To conclude

• OT has deep/rich mathematical foundations. 

• Regularized OT [C.’13] provides a convenient 
idea to import these ideas into stats/ML. 

• Adopted in graphics/imaging, now in stats, 
ML, data fusion, Bayesian computation.
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