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What is a probabilistic real-time system?	


•  Fixed-priority scheduling 	


•  Preemption allowed	
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•  1 processor	


•  	
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What is a probabilistic real-time system? (2)	
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•  The pET of the job of a task describes the 
probability that the execution time of the job is 
equal to a given value	


	


The execution time of jth job of the ith task has a 
probability of 0.7 of being 2	


2 Notations

We consider a task set of n tasks {t1,t2, . . . ,tn}. Each task ti is characterized by four
parameters (Oi,Ci,Ti,Di) where Oi is the arrival of ti, Ti is the minimal inter-arrival time
(commonly known as period) and Di the relative deadline. The variable Ci is a random
variable2 and it describes the probabilistic worst-case execution time (pWCET) of task
ti. We denote by C j

i the probabilistic execution time (pET) of the jth job of ti.
A random variable X has associated a probability function (PF) fX (.) with fX (x)=

P(X = x). The possible values X0,X1, · · · ,Xk of X belong to the interval [xmin,xmax],
where k is the number of possible values of X . In this paper we associate the probabil-
ities to the possible values of a random variable X by using the following notation

X =

✓
X0 = Xmin X1 · · · Xk = Xmax

fX (Xmin) fX (X1) · · · fX (Xmax)

◆
, (1)

where Âki
j=0 fX (X j) = 1. A random variable may be also specified using its cumulative

distribution function (CDF) FX (x) = Âx
z=xmin fX (z).

C2 =

✓
2 4
0.8 0.2

◆
(2)

2.1 Probabilistic Execution Time

Definition 1. The probabilistic execution time (pET) of the job of a task describes the
probability that the execution time of the job is equal to a given value.

For instance the jth job of a task ti may have a pET

C j
i =

✓
2 3 5 6 105
0.7 0.2 0.05 0.04 0.01

◆
(3)

If f
C j

i
(2) = 0.7, then the execution time of the jth job of ti has a probability of 0.7

to be equal to 2.

2.2 Probabilistic Worst-case Execution Time

Definition 2. The probabilistic worst-case execution time (pWCET) of a task describes
the probability that the worst-case execution time of that task does not exceed a given
value.

For instance, a task ti may have a pWCET

Ci =

✓
2 3 105
0.8 0.19 0.01

◆
(4)

If fCi(2) = 0.8, then the worst-case execution time of ti has a probability of 0.2 to
be larger than 2.

2 In this paper we use a calligraphic typeface to denote random variables, e.g., X ,C , etc.

Probabilistic execution time (pET)	
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•  The pWCET of a task describes the probability 
that the worst-case execution time of the task is 
equal to a given value	


	


The worst-case execution time of the ith task has a 
probability of 0.75 of being 2	


2 Notations

We consider a task set of n tasks {t1,t2, . . . ,tn}. Each task ti is characterized by four
parameters (Oi,Ci,Ti,Di) where Oi is the arrival of ti, Ti is the minimal inter-arrival time
(commonly known as period) and Di the relative deadline. The variable Ci is a random
variable2 and it describes the probabilistic worst-case execution time (pWCET) of task
ti. We denote by C j

i the probabilistic execution time (pET) of the jth job of ti.
A random variable X has associated a probability function (PF) fX (.) with fX (x)=

P(X = x). The possible values X0,X1, · · · ,Xk of X belong to the interval [xmin,xmax],
where k is the number of possible values of X . In this paper we associate the probabil-
ities to the possible values of a random variable X by using the following notation

X =

✓
X0 = Xmin X1 · · · Xk = Xmax

fX (Xmin) fX (X1) · · · fX (Xmax)

◆
, (1)

where Âki
j=0 fX (X j) = 1. A random variable may be also specified using its cumulative

distribution function (CDF) FX (x) = Âx
z=xmin fX (z).

C2 =

✓
2 3 105
0.75 0.20 0.05

◆
(2)

2.1 Probabilistic Execution Time

Definition 1. The probabilistic execution time (pET) of the job of a task describes the
probability that the execution time of the job is equal to a given value.

For instance the jth job of a task ti may have a pET

C j
i =

✓
2 3 5 6 105
0.7 0.2 0.05 0.04 0.01

◆
(3)

If f
C j

i
(2) = 0.7, then the execution time of the jth job of ti has a probability of 0.7

to be equal to 2.

2.2 Probabilistic Worst-case Execution Time

Definition 2. The probabilistic worst-case execution time (pWCET) of a task describes
the probability that the worst-case execution time of that task does not exceed a given
value.

For instance, a task ti may have a pWCET

Ci =

✓
2 3 105
0.8 0.19 0.01

◆
(4)

If fCi(2) = 0.8, then the worst-case execution time of ti has a probability of 0.2 to
be larger than 2.

2 In this paper we use a calligraphic typeface to denote random variables, e.g., X ,C , etc.

Probabilistic Worst Case Execution Time (pWCET)	
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•  A safe pWCET is an upper bound on the pETs	


Relation between pWCET and pET	


Each task ⌧

i

generates an infinite number of successive
jobs ⌧

i,j

, with j = 1, . . . ,1. All jobs are assumed to be
independent of other jobs of the same task and those of other
tasks.

Definition 4. The probabilistic execution time (pET) of a job
of a task describes the probability that the execution time of
the job is equal to a given value.

Each task ⌧

i

is a generalized sporadic task [25] and it
is represented by a probabilistic worst-case execution time
(pWCET) denoted by C

i

3 and by a probabilistic minimal inter-
arrival time (pMIT). These notions are defined as follows.

Definition 5. The probabilistic worst-case execution time
(pWCET) of a task describes the probability that the worst-
case execution time of that task is equal to a given value.

A safe pWCET C
i

is an upper bound on the pETs Cj

i

, 8j
and it may be described by the relation ⌫ as C

i

⌫ Cj

i

, 8j.
Graphically this means that the CDF of C

i

stays under the
CDF of Cj

i

, 8j.

Following the same reasoning the probabilistic minimal
inter-arrival time (pMIT) denoted by T

i

describes the prob-
abilistic minimal inter-arrival times of all jobs.

Definition 6. The probabilistic inter-arrival time (pIT) of a
job of a task describes the probability that the the job’s arrival
time occurs at a given value.

Definition 7. The probabilistic worst-case execution time
(pMIT) of a task describes the probability that the minimal
inter-arrival time of that task is equal to a given value.

A safe pMIT T
i

is a bound on the pITs T j

i

, 8j and it may
be described by the relation ⌫ as T j

i

⌫ T
i

, 8j. Graphically
this means that the CDF of T

i

stays below the CDF of T j

i

,
8j.

Hence, a task ⌧

i

is represented by a tuple (C
i

, T
i

). A job of
a task must finish its execution before the arrival of the next
job of the same task, i.e., the arrival of a new job represents
the deadline of the current job4. Thus, the task’s deadline may
also be represented by a random variable D

i

which has the
same distribution as its pMIT, T

i

.

As stated in [10], since we consider probabilistic worst-
case values (for MIT and WCET), then the random variables
are (probabilistically) independent.

Definition 8 (Job deadline miss probability). For a job ⌧

i,j

the deadline miss probability DMP
i,j

is the probability that
the j

th job of task ⌧

i

misses its deadline and it is equal to:

DMP
i,j

= P (R
i,j

> D

i

). (2)

where R
i,j

is the response time distribution of the j

th job
of task ⌧

i

.

In this paper we consider synchronous tasks and we provide
a theorem (see Theorem 1 in Section IV-A) indicating that the

3In this paper we use calligraphic typeface to denote random variables.
4In the analysis of GMF tasks this is known as the frame separation

constraint.

response time distribution of the first job of any task is the
greatest among all jobs of that task. Here greatest is defined
with respect to the relation ⌫ and it indicates that the response
time distribution of the first job upper bounds the response time
distribution of any other job of that task. Thus calculating the
response time distribution of the first job of a task provides
the worst-case response time distribution of the task.

Problem: In this paper we address the problem of com-
puting the response time distributions and, implicitly, Deadline
Miss Probabilities of tasks with pMIT and pWCET. The
response time of a job is the elapsed time between its release
and its completion. Since we consider jobs with probabilistic
parameters, the response time of a job is also described by a
random variable. The DMP of a job is obtained by comparing
the response time distribution of said job and its deadline, be it
a probabilistic deadline or a deterministic one. This is a novel
problem, and the fact that the system under consideration has
more than one task parameter given as a distribution makes it
a complex one. The solution that we describe is exponential
in the number of tasks and the size of the random variables
representing the task parameters. We describe techniques to
decrease the analysis duration and to make it tractable. Note
that in [27], the authors have shown that there can not be
any pseudo-polynomial exact test for fixed-priority task-level
scheduling of the non-cyclic GMF task model, or any more
general model - that encompasses it - such as the probabilistic
task model.

IV. RESPONSE TIME ANALYSIS

In this section we introduce an analysis computing the
response time distribution of a given task. Keeping in mind
that the system under consideration is a task-level fixed-priority
preemptive one and so a given task is not influenced by tasks of
lower priority but only by those of higher priority, we consider
without loss of generality, the task of interest to be the lowest
priority task, ⌧

n

, in a set of n tasks.

Before we proceed to the response time analysis for tasks
that have pWCET as well as pMIT, we first recall here the
response time analysis for tasks that have only the WCET
described by a random variable [28]. The response time R

i,j

of a job ⌧

i,j

that is released at time instant �
i,j

is computed
using the following equation:

R
i,j

= B
i

(�
i,j

)⌦ C
i

⌦ I
i

(�
i,j

), (3)

where B
i

(�
i,j

) is the accumulated backlog of higher priority
tasks released before �

i,j

and still active (not completed yet) at
time instant �

i,j

. I
i

(�
i,j

) is the sum of the execution times of
higher priority tasks arriving after �

i,j

and that could preempt
the job under analysis, ⌧

i,j

. The operator ⌦ is the convolution
between two random variables. In the case of synchronous
tasks the backlog is equal to B

n

=
N

i2hp(n)

C
i

.

Equation (3) is solved iteratively, integrating new possible
preemptions by modifying the tail of the response time distri-
bution R

i,j

at each iteration. The iterations stop once either
there are no more preemptions to be integrated or all the newly
obtained values in the tail of the response time distribution are
larger than the tasks’ deadline.

Intuitively: In the case when the MIT is also given as a
random variable, we need to modify Equation (3) to take into
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•  It requires probabilistical independence	


•  If pWCETs are used, then the random variables 
are probabilistically independent	


•  If pETs are used, then the random variables may 
be dependent	


Reponse time analysis [Diaz02]	


R i
j = Bi (λi, j )⊗ I(λi, j )⊗ C i

j
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•  It requires probabilistical independence	


	


	


Convolution	
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R i
j = Bi (λi, j )⊗ I(λi, j )⊗ C i

j
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•  The sum of the remaining execution times of all 
jobs that didn’t complete their execution at	


•  Adding the new arrival at the existing backlog	


•  Shrinking the obtained random variable 	


	


	


Backlog	


R i
j = Bi (λi, j )⊗ I(λi, j )⊗ C i

j

λi, j
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An (historical) example	


priorities higher than or equal to P and are not completed
up to the time t. This random quantity is denoted by WP

t .
Then, we focus on the P-level backlog observed at the be-
ginning of each hyperperiod k, denoted by BP

k = WP
kT , and

investigate the stochastic process defined as the sequence of
random variables {BP

1 ,B
P
2 , ...,B

P
k , ...}. We prove that this

stochastic process is a Markov chain. In addition, a sta-
tionary distribution of the P-level backlog BP

k exists as long
as the stability condition whereby the average system uti-
lization is less than one is met. By deriving the Markov
matrix that gives the transition probability P{(BP

k = t1)!
(BP

k+1 = t2) } for any two states t1 and t2, we compute the
exact stationary P-level backlog PF f

BP
k
(·), observed at the

beginning of the hyperperiod.*
Once the stationary P-level backlog PF f

BP
k
(·) is given,

the stationary P-level backlog PF observed at any time
within the hyperperiod can easily be calculated using the
method explained in [5, 8]. Basically, by using two sim-
ple operations called convolution and shrinking, the P-level
backlog PF f

WP
t0
(·) at any time t 0(> t) can be calculated

from the P-level backlog PF f
WP

t
(·) at time t. For example,

let us assume a simple scenario in which a job with a prior-
ity higher than or equal to P is released at time t and there is
no further release of jobs with a priority higher than or equal
to P in the interval [t, t 0). In this case, the P-level backlog
PF observed immediately after the release of the job, i.e.,
f
WP

t+
(·), is obtained by performing convolution between

f
WP

t
(·) and the execution time PF of the job. Then, the

P-level backlog PF f
WP

t0
(·) at time t 0 is obtained by shrink-

ing f
WP

t+
(·), that is, shifting f

WP
t+

(·) to the left (t 0 � t) units
and accumulating in the origin all the probability values de-
fined for the non-positive time values. These operations are
graphically shown through an example in Figure 1. There-
fore, by iteratively applying convolution and shrinking to
the stationary P-level backlog PF observed at the beginning
of the hyperperiod, we can compute the stationary backlog
PFs for all the jobs with priority P, observed at their release
times.
In order to compute the response time of a job, it is nec-

essary to know the job-level backlog, defined as the back-
log due to jobs with priorities higher than or equal to the
priority of that job, observed at a given time (usually the re-
lease time of the job). It is clear that, under a fixed-priority
scheduling policy, the job-level backlog coincides with the
P-level backlog, P being the priority of the job under con-
sideration. However, for dynamic-priority policies such as
EDF the method for obtaining the job-level backlog is dif-
ferent. In Section 4.4 we will deal with the general case.

*It is possible to define a different hyperperiod length for each priority
level P by computing the LCM only for tasks with priority higher than or
equal to P. This would reduce the computational cost of the method, but
we will not use this approach in the text, in the interest of clarity.

f
WP

t

w0 1 2 3 4 5 6 7 8 9 10

1/9

2/9

3/9

1/18

3/18

1/18 1/18

fC

r0 1 2 3 4 5 6 7 8

1/3 1/3 1/3

(a) At time t, just before the release of the job (the execution time
PF for that job is shown in the box)

f
WP

t
⌦ fC

w0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

t 0 � t

1/27

3/27

6/2711/545/27

5/54 2/27
1/54 1/54 1/54 1/54

(b) At time t, just after the release of the job (convolution)

f
WP

t0

w0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

10/27

11/545/27

5/54 2/27
1/54 1/54 1/54 1/54

(c) At time t 0 = t+6 (shrinking)

Figure 1. Example of the P-level backlog PF
at two different times, separated by 6 units of
time

For now it is sufficient to know that the job-level backlog
can be obtained from the system-level backlog, defined as
the backlog due to all the jobs released before a given time
(this can be regarded as a 0-level backlog). In the general
case, then, the job-level backlog is different from the P-level
backlog, so we need to introduce a new notation to differen-
tiate between them. We will represent by Vi, j the job-level
backlog of the job Γi, j present at its release time. Note that
in the particular case of fixed-priority tasks, (such as RM)
we can say that Vi, j = WPili, j , Pi being the priority of the task
ti to which the job belongs.
After the job-level backlog PFs of all the jobs in the hy-

perperiod have been computed, we compute their response
time PFs. For each job Γi, j, the response time PF can easily
be calculated, since the response time Ri, j is defined by the
following equation

Ri, j = Vi, j +Ci+ ∑
Γk,l2H

Ck (2)

where H is the set of all the jobs that may preempt Γi, j, i.e.,
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priorities higher than or equal to P and are not completed
up to the time t. This random quantity is denoted by WP

t .
Then, we focus on the P-level backlog observed at the be-
ginning of each hyperperiod k, denoted by BP

k = WP
kT , and

investigate the stochastic process defined as the sequence of
random variables {BP

1 ,B
P
2 , ...,B

P
k , ...}. We prove that this

stochastic process is a Markov chain. In addition, a sta-
tionary distribution of the P-level backlog BP

k exists as long
as the stability condition whereby the average system uti-
lization is less than one is met. By deriving the Markov
matrix that gives the transition probability P{(BP

k = t1)!
(BP

k+1 = t2) } for any two states t1 and t2, we compute the
exact stationary P-level backlog PF f

BP
k
(·), observed at the

beginning of the hyperperiod.*
Once the stationary P-level backlog PF f

BP
k
(·) is given,

the stationary P-level backlog PF observed at any time
within the hyperperiod can easily be calculated using the
method explained in [5, 8]. Basically, by using two sim-
ple operations called convolution and shrinking, the P-level
backlog PF f

WP
t0
(·) at any time t 0(> t) can be calculated

from the P-level backlog PF f
WP

t
(·) at time t. For example,

let us assume a simple scenario in which a job with a prior-
ity higher than or equal to P is released at time t and there is
no further release of jobs with a priority higher than or equal
to P in the interval [t, t 0). In this case, the P-level backlog
PF observed immediately after the release of the job, i.e.,
f
WP

t+
(·), is obtained by performing convolution between

f
WP

t
(·) and the execution time PF of the job. Then, the

P-level backlog PF f
WP

t0
(·) at time t 0 is obtained by shrink-

ing f
WP

t+
(·), that is, shifting f

WP
t+

(·) to the left (t 0 � t) units
and accumulating in the origin all the probability values de-
fined for the non-positive time values. These operations are
graphically shown through an example in Figure 1. There-
fore, by iteratively applying convolution and shrinking to
the stationary P-level backlog PF observed at the beginning
of the hyperperiod, we can compute the stationary backlog
PFs for all the jobs with priority P, observed at their release
times.
In order to compute the response time of a job, it is nec-

essary to know the job-level backlog, defined as the back-
log due to jobs with priorities higher than or equal to the
priority of that job, observed at a given time (usually the re-
lease time of the job). It is clear that, under a fixed-priority
scheduling policy, the job-level backlog coincides with the
P-level backlog, P being the priority of the job under con-
sideration. However, for dynamic-priority policies such as
EDF the method for obtaining the job-level backlog is dif-
ferent. In Section 4.4 we will deal with the general case.

*It is possible to define a different hyperperiod length for each priority
level P by computing the LCM only for tasks with priority higher than or
equal to P. This would reduce the computational cost of the method, but
we will not use this approach in the text, in the interest of clarity.
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(a) At time t, just before the release of the job (the execution time
PF for that job is shown in the box)
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(c) At time t 0 = t+6 (shrinking)

Figure 1. Example of the P-level backlog PF
at two different times, separated by 6 units of
time

For now it is sufficient to know that the job-level backlog
can be obtained from the system-level backlog, defined as
the backlog due to all the jobs released before a given time
(this can be regarded as a 0-level backlog). In the general
case, then, the job-level backlog is different from the P-level
backlog, so we need to introduce a new notation to differen-
tiate between them. We will represent by Vi, j the job-level
backlog of the job Γi, j present at its release time. Note that
in the particular case of fixed-priority tasks, (such as RM)
we can say that Vi, j = WPili, j , Pi being the priority of the task
ti to which the job belongs.
After the job-level backlog PFs of all the jobs in the hy-

perperiod have been computed, we compute their response
time PFs. For each job Γi, j, the response time PF can easily
be calculated, since the response time Ri, j is defined by the
following equation

Ri, j = Vi, j +Ci+ ∑
Γk,l2H

Ck (2)

where H is the set of all the jobs that may preempt Γi, j, i.e.,
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priorities higher than or equal to P and are not completed
up to the time t. This random quantity is denoted by WP

t .
Then, we focus on the P-level backlog observed at the be-
ginning of each hyperperiod k, denoted by BP

k = WP
kT , and

investigate the stochastic process defined as the sequence of
random variables {BP

1 ,B
P
2 , ...,B

P
k , ...}. We prove that this

stochastic process is a Markov chain. In addition, a sta-
tionary distribution of the P-level backlog BP

k exists as long
as the stability condition whereby the average system uti-
lization is less than one is met. By deriving the Markov
matrix that gives the transition probability P{(BP

k = t1)!
(BP

k+1 = t2) } for any two states t1 and t2, we compute the
exact stationary P-level backlog PF f

BP
k
(·), observed at the

beginning of the hyperperiod.*
Once the stationary P-level backlog PF f

BP
k
(·) is given,

the stationary P-level backlog PF observed at any time
within the hyperperiod can easily be calculated using the
method explained in [5, 8]. Basically, by using two sim-
ple operations called convolution and shrinking, the P-level
backlog PF f

WP
t0
(·) at any time t 0(> t) can be calculated

from the P-level backlog PF f
WP

t
(·) at time t. For example,

let us assume a simple scenario in which a job with a prior-
ity higher than or equal to P is released at time t and there is
no further release of jobs with a priority higher than or equal
to P in the interval [t, t 0). In this case, the P-level backlog
PF observed immediately after the release of the job, i.e.,
f
WP

t+
(·), is obtained by performing convolution between

f
WP

t
(·) and the execution time PF of the job. Then, the

P-level backlog PF f
WP

t0
(·) at time t 0 is obtained by shrink-

ing f
WP

t+
(·), that is, shifting f

WP
t+

(·) to the left (t 0 � t) units
and accumulating in the origin all the probability values de-
fined for the non-positive time values. These operations are
graphically shown through an example in Figure 1. There-
fore, by iteratively applying convolution and shrinking to
the stationary P-level backlog PF observed at the beginning
of the hyperperiod, we can compute the stationary backlog
PFs for all the jobs with priority P, observed at their release
times.
In order to compute the response time of a job, it is nec-

essary to know the job-level backlog, defined as the back-
log due to jobs with priorities higher than or equal to the
priority of that job, observed at a given time (usually the re-
lease time of the job). It is clear that, under a fixed-priority
scheduling policy, the job-level backlog coincides with the
P-level backlog, P being the priority of the job under con-
sideration. However, for dynamic-priority policies such as
EDF the method for obtaining the job-level backlog is dif-
ferent. In Section 4.4 we will deal with the general case.

*It is possible to define a different hyperperiod length for each priority
level P by computing the LCM only for tasks with priority higher than or
equal to P. This would reduce the computational cost of the method, but
we will not use this approach in the text, in the interest of clarity.

f
WP

t

w0 1 2 3 4 5 6 7 8 9 10

1/9

2/9

3/9

1/18

3/18

1/18 1/18

fC

r0 1 2 3 4 5 6 7 8

1/3 1/3 1/3

(a) At time t, just before the release of the job (the execution time
PF for that job is shown in the box)

f
WP

t
⌦ fC

w0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

t 0 � t

1/27

3/27

6/2711/545/27

5/54 2/27
1/54 1/54 1/54 1/54

(b) At time t, just after the release of the job (convolution)

f
WP

t0

w0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

10/27

11/545/27

5/54 2/27
1/54 1/54 1/54 1/54

(c) At time t 0 = t+6 (shrinking)

Figure 1. Example of the P-level backlog PF
at two different times, separated by 6 units of
time

For now it is sufficient to know that the job-level backlog
can be obtained from the system-level backlog, defined as
the backlog due to all the jobs released before a given time
(this can be regarded as a 0-level backlog). In the general
case, then, the job-level backlog is different from the P-level
backlog, so we need to introduce a new notation to differen-
tiate between them. We will represent by Vi, j the job-level
backlog of the job Γi, j present at its release time. Note that
in the particular case of fixed-priority tasks, (such as RM)
we can say that Vi, j = WPili, j , Pi being the priority of the task
ti to which the job belongs.
After the job-level backlog PFs of all the jobs in the hy-

perperiod have been computed, we compute their response
time PFs. For each job Γi, j, the response time PF can easily
be calculated, since the response time Ri, j is defined by the
following equation

Ri, j = Vi, j +Ci+ ∑
Γk,l2H

Ck (2)

where H is the set of all the jobs that may preempt Γi, j, i.e.,
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is a random task. We denote a task ⌧
i

by
(C

i

,T
i

,D
i

, p
i

).
For instance, let ⌧ = {⌧1, ⌧2} be the system

of two periodic tasks with variable execution

times. We have ⌧1 = (
 

1
1

!
, 2, 2, 50%) and

⌧2 = (
 

3 4
0.5 0.5

!
, 6, 6, 75%). According to

our definition ⌧1 is a periodic tasks and ⌧2 is a
random task. Possible schedules for this task
system using fixed-priority algorithms are pro-
vided in Section 3.

3. Non-optimality of Rate Mono-
tonic

We provide in this section a first result in-
dicating that Rate Monotonic is not optimal in
case of synchronous periodic tasks with exe-
cution times given by random variables.

Theorem 1. Let ⌧ = {⌧1, · · · , ⌧n

} be a set of

n synchronous periodic tasks with execution

times given by independent random variables.

For such system Rate Monotonic (RM) is not

optimal in sense that if there is a priority as-

signment for ⌧ such that ⌧ satisfies its con-

straints, then RM does not always find it.

Proof. We prove that RM is not optimal in this
case by providing a counterexample. In this
example RM fails to provide a priority assign-
ment for a set of tasks such that the probability
of meeting each deadline is at least equal to
the associated probability.

We consider the example provided at the
end of Section 2. In this set of tasks, ⌧1 must
reach at least 50% of its deadlines and ⌧2 at
least 75% of its deadlines.

According to Rate Monotonic ⌧1 has the
highest priority and ⌧2 the lowest priority. In
this case, ⌧1 would indeed satisfy 100% of
its deadlines, thus its probability to meet the
deadline of 50% is also satisfied. Unfortu-
nately ⌧2 will not satisfy 75% of its deadlines,
but only 50% of them (see Figure 1).

If we consider ⌧2 to have the highest priority
and ⌧1 the lowest priority, then both tasks will
reach probabilities to meet their deadlines. In
this case ⌧2 satisfies its deadlines with a prob-
ability of 100% (more then the 75% required)
and ⌧1 will meet 50% of its deadlines (see Fig-
ure 2).

⇤

Figure 1. A schedule according to RM

Figure 2. A feasible priority assign-
ment

4. A first (dummy) priority assign-
ment

A first (dummy) way of finding an optimal
priority assignment would be to look at all pos-
sible priority assignment for the tasks. Thus
we propose a dummy algorithm (of n! com-
plexity for a system of n tasks) that consid-
ers all possible sequences of priority assign-
ment and tests the feasibility of the task sys-
tem. The feasibility issue is solved using ex-
isting feasibility tests given in [4]. Obviously
such algorithm is not applicable to large sets
of tasks. Nevertheless, such a tool is useful
when used to experiment and to validate other
algorithms.

Theorem 2. If a synchronous periodic task

system ⌧ with execution times given by in-

dependent random variables is feasible under

fixed-priority scheduling, then our (dummy) al-

gorithm will find a feasible priority assignment.
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is a random task. We denote a task ⌧
i

by
(C

i

,T
i

,D
i

, p
i

).
For instance, let ⌧ = {⌧1, ⌧2} be the system

of two periodic tasks with variable execution

times. We have ⌧1 = (
 

1
1

!
, 2, 2, 50%) and

⌧2 = (
 

3 4
0.5 0.5

!
, 6, 6, 75%). According to

our definition ⌧1 is a periodic tasks and ⌧2 is a
random task. Possible schedules for this task
system using fixed-priority algorithms are pro-
vided in Section 3.

3. Non-optimality of Rate Mono-
tonic

We provide in this section a first result in-
dicating that Rate Monotonic is not optimal in
case of synchronous periodic tasks with exe-
cution times given by random variables.

Theorem 1. Let ⌧ = {⌧1, · · · , ⌧n

} be a set of

n synchronous periodic tasks with execution

times given by independent random variables.

For such system Rate Monotonic (RM) is not

optimal in sense that if there is a priority as-

signment for ⌧ such that ⌧ satisfies its con-

straints, then RM does not always find it.

Proof. We prove that RM is not optimal in this
case by providing a counterexample. In this
example RM fails to provide a priority assign-
ment for a set of tasks such that the probability
of meeting each deadline is at least equal to
the associated probability.

We consider the example provided at the
end of Section 2. In this set of tasks, ⌧1 must
reach at least 50% of its deadlines and ⌧2 at
least 75% of its deadlines.

According to Rate Monotonic ⌧1 has the
highest priority and ⌧2 the lowest priority. In
this case, ⌧1 would indeed satisfy 100% of
its deadlines, thus its probability to meet the
deadline of 50% is also satisfied. Unfortu-
nately ⌧2 will not satisfy 75% of its deadlines,
but only 50% of them (see Figure 1).

If we consider ⌧2 to have the highest priority
and ⌧1 the lowest priority, then both tasks will
reach probabilities to meet their deadlines. In
this case ⌧2 satisfies its deadlines with a prob-
ability of 100% (more then the 75% required)
and ⌧1 will meet 50% of its deadlines (see Fig-
ure 2).

⇤

Figure 1. A schedule according to RM

Figure 2. A feasible priority assign-
ment

4. A first (dummy) priority assign-
ment

A first (dummy) way of finding an optimal
priority assignment would be to look at all pos-
sible priority assignment for the tasks. Thus
we propose a dummy algorithm (of n! com-
plexity for a system of n tasks) that consid-
ers all possible sequences of priority assign-
ment and tests the feasibility of the task sys-
tem. The feasibility issue is solved using ex-
isting feasibility tests given in [4]. Obviously
such algorithm is not applicable to large sets
of tasks. Nevertheless, such a tool is useful
when used to experiment and to validate other
algorithms.

Theorem 2. If a synchronous periodic task

system ⌧ with execution times given by in-

dependent random variables is feasible under

fixed-priority scheduling, then our (dummy) al-

gorithm will find a feasible priority assignment.
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•  pWCET estimate may be obtained by applying 
Extreme Value Theory (EVT) 	


•  Central limit theory for tails	


•  Used previously: flood estimation, wear estimation, 
finance 	
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1
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X2 < X1

X3 < X1

X3 6< X2

X2 6< X3

X1

X2

X3

Figure 2. Graphical meaning of the “worse
than” relationship

it is not true that X < Y nor Y < X (see fig. 2). Note that
the relationship X < Y is the stochastic counterpart of the
“greater than or equal to” relationship among determinis-
tic variables (X � Y ). Thus, strictly, the relationship X < Y
should be named “worse than or equal to” (or, alternatively,
“no-better-than”). However, we plainly use “worse than” for
the sake of compactness and legibility.
The mathematical definition of worse than, given in defi-

nition 1, coincides with the mathematical definition of first-
order stochastic dominance introduced in statistics and fur-
ther used in economics [15]. For example, the wealth an in-
vestor receives from decisions A and B may be modelled
by two random variables. If the probability of an investor
receiving greater wealth investing in A is higher than in-
vesting in B, for any wealth value, we state that decision A
first-order dominates decision B. We use the same mathe-
matical definition, but in a different context.
Suppose that R0 is the approximate response time of a

task provided by the stochastic analysis, while R is the ex-
act response time. In general they will not be equal, i.e. they
will not have the same probability function, due to approx-
imations in the model or the analysis. However, if R0 < R,
then the analysis is pessimistic and thus safe, because this
would imply P{R>D}  P{R0>D} for all D. That is, for
any deadline, the exact probability of deadline misses is less
than the probability provided by the pessimistic analysis.

4.1. Properties of the stochastic analysis

The stochastic analysis described in Section 3 has two
important properties, which are presented in this section in
Theorems 1 and 2. The idea is intuitive: if pessimistic data
is introduced in the stochastic analysis, the backlog and the
response times resulting from the analysis become also pes-
simistic. This idea, almost trivial when all the system pa-
rameters are deterministic, has to be carefully proved when
the parameters and the results are random variables.
In order to prove these theorems, some basic properties

of the relationship “worse than” and some additional prop-
erties of the functions SHRINK() and CF() which were in-

troduced in Section 3, are required. These properties are
presented below, but their proof has been omitted for the
sake of brevity. The interested reader can find them in [8].

Property 1. Reflexivity: A < A for any A.

Property 2. Transitivity: if A < B and B < C, then A < C.

Property 3. If A < B, then for all C < O, A+C < B+C.

Property 4. For all positive A < O,B < O, it follows that
A + B < A and A + B < B. That is, the result of adding
two positive random variables is always worse than either
of them.

Property 5. For any A < O,B < O,C < O,D < O, such
that A < B and C < D, it follows that A+C < B+D.

Apart from the above general properties of the “worse
than” relationship, the functions SHRINK() and CF() fulfil
the following properties.

Property 6. For any A < B, and Δ � 0, it follows that
SHRINK(A,Δ) < SHRINK(B,Δ). That is, the shrink func-
tion preserves pessimism

Property 7. The function CF() defined in eq. (4) preserves
pessimism. In particular:
a) If C1 < C2, then CF(R,Δ,C1) < CF(R,Δ,C2)
b) If R1 < R2, then CF(R1,Δ,C) < CF(R2,Δ,C)
c) If Δ� 0 and C < O, then CF(R,Δ,C) < R
d) If Δ1  Δ2, then CF(R,Δ1,C) < CF(R,Δ2,C)

Now we can state and demonstrate the following theorems.

Theorem 1. Let S and S0 be two real-time systems with
identical parameters, but different initial backlogW(0) and
W0(0) respectively. If W0(0) < W(0), then W0(t) < W(t)
for all t � 0.

Proof. Let t1 be equal to the arrival instant of the next
job which contributes to the backlog. Since S and S0 have
the same parameters, this instant is the same for both.
For all t < t1, the backlog at instant t is obtained sim-
ply as SHRINK(W(0), t), so, by property 6, W0(t) < W(t)
for t < t1. At instant t = t1, the backlog is increased by
the execution time of the arriving job. Let C be the ran-
dom variable which represents this execution time, which
is the same for both systems S and S0. By property 3,
W0(t1)+C < W(t1)+C. Taking t1 as the new time origin,
the same reasoning can be repeated until reaching any fu-
ture instant.

This theorem implies that, whenW(0) = O, the backlog
worsens with time. This has important implications in the
issue of obtaining the steady state backlog, which will be
addressed in Section 5.

Theorem 2. Let S and S0 be two real-time systems, with
identical parameters, except for one of the jobs, say Γk,
whose execution time is Ck in system S and C0k in system S0.
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•  The input of EVT are the observations of the 
target system  	
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•  Generalized Extreme Value based on block maxima	
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